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Encapsulated Models for Decision Support. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 303
Ivana Cace, John-Jules Meyer, C.R.C. Pieterman and G.D. Valk
On the Informativeness of Asymmetry in Dissimilarities . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 305
Yenisel Plasencia Calana, Veronika Cheplygina, Robert P. W. Duin, Edel
Garcia-Reyes, Mauricio Orozco-Alzate, David Tax and Marco Loog
Automated Negotiation Based on Sparse Pseudo-Input Gaussian Processes. . . . . . . . . . . . . . . . . 307
Siqi Chen, Haitham Bou Ammar, Karl Tuyls and Gerhard Weiss
Context-sensitive reward shaping for sparse interaction MAS. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 309
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vii

Full Papers (A)

BNAIC 2013

FULL PAPERS (A)

Exploration and Exploitation in Visuomotor
Prediction of Autonomous Agents
Laurens Bliek ab
a

Delft University of Technology, Faculty of Electrical Engineering, Mathematics and
Computer Science, Mekelweg 4, 2628 CD Delft, The Netherlands
b
Almende B.V., Westerstraat 50, 3016 DJ Rotterdam, The Netherlands
Abstract
This paper discusses various techniques to let an agent learn how to predict the effects of its own actions on
its sensor data autonomously, and their usefulness to apply them to visual sensors. An Extreme Learning
Machine is used for visuomotor prediction, while various autonomous control techniques that can aid the
prediction process by balancing exploration and exploitation are discussed and tested in a simple system:
a camera moving over a 2D greyscale image.

1 Introduction
If robots are ever supposed to work in real, complex and uncontrolled environments, they should be able
to learn autonomously rather than be preprogrammed with all the information necessary for their specific
task. One way to achieve this is by using prediction: making use of the available sensor values and motor
commands to predict the sensor data of the future. If this can be learned succesfully, the robot can correctly
predict the effect of its own motor commands on its sensor data. One consequence would be the ability to
make a distinction between effects on a robot’s sensors that are caused by itself or the environment, and
those that are caused by others. For example, if a robot mounted with a camera would move to the left, it is
expected that the camera pixels will move to the right, and after performing this command it can choose to
perform this command again or choose to do something else. In the field of computer vision, the focus lies
mainly on extracting information from the sensor data alone (like in object recognition), while the focus in
this paper is to let an agent extract sensorimotor information autonomously. This can be done by making
use of the known motor commands and the ability to control them. In theory, this should be possible without
providing any of this information to the agent.
Of course, one issue is how to control these motor commands. In control theory, the goal is to choose
those motor commands that will move a system towards a desired state by using a reference signal. Prediction techniques can be used to aid in this process. But for the problem described above, there is no external
reference signal, since only autonomous agents are considered. The control problem is reversed: prediction
(as defined in the next section) is the goal, while control can be used as an aid in the prediction process.
How to control the motor commands in such a way that prediction is optimised, is still an open question,
especially for visual sensors.
The problem can be divided into two parts: the prediction part and the control part. The control part
also contains two subproblems, which can be seen as an exploration vs. exploitation trade-off: exploitation
in this case is equivalent to moving towards predictable parts of the sensorimotor space so that prediction is
performed correctly, while exploration is equivalent to moving towards new parts of the sensorimotor space
so that the predictor can learn to predict there as well.
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There has been some progress in this area in the past years, like the playful machines of Ralf Der and
Georg Martius [2], or the playground experiment of Kaplan and Oudeyer [7]. These techniques have been
applied in both simulated and real robots, with impressive results. However, the sensors of these robots
were usually low-dimensional, and the predictors were not always very complex. The contribution of this
paper is to extend these techniques to agents with visual sensors and more complex predictors to cope with
the dynamics of these systems. Visual sensors have the advantage that there is a direct effect of the motor
commands on the sensor data, but a drawback is that visual data is in general high-dimensional.
In Section 2 the prediction problem and the used prediction technique will be presented, while Section
3 will focus on control techniques that are able to find a balance between exploration and exploitation in
the context of prediction for autonomous robots. In Section 4, some of these techniques are applied in an
experiment with a moving 32 × 32 pixel camera. Section 5 shows the results of these experiment, and
Section 6 concludes this paper.

2

Prediction

2.1

Problem

Suppose there is an agent with no knowledge about itself or its environment. It contains sensors and motors
to interact with the environment, and some computational power to make calculations and store information.
The goal of the agent is to ‘understand’ its environment and the influence of its own motor commands on the
sensor data. There is no clear definition of this understanding, but since prediction techniques will be used,
the goal can be defined as follows: correctly predict the next sensor values st+1 , given the current sensor
values st and motor commands mt , for as much of the reachable sensorimotor space as possible. Here, t is
the timestep in discretised time, S ⊆ Rp is the p-dimensional sensor space, M ⊆ Rq is the q-dimensional
motor space, and st , st+1 ∈ S, mt ∈ M . It is also assumed that p >> q.
Using this notation, prediction can be seen as a function P : S×M → S, and the mean-square prediction
error et+1 = p1 ||P (st , mt ) − st+1 ||2 should be minimised for multiple (st , mt ) ∈ S × M . This section will
discuss one technique to minimise this error, while being able to handle visual data.
The agent should not be told from the outside what is ‘good’ or ‘bad’: the sensor and motor data are
all the information it has access to. Although no external signal is available, the prediction problem is still
a supervised learning problem, since the desired output is available after one timestep. Not all supervised
learning techniques are fit for this problem, because of the following properties:
• Nothing is known about the properties of the data (like the noise and structure, or the relation between
motor and sensor values).
• The mapping from input to output can be complex (nonlinear, non-deterministic, etc.).
• Both input and output are high-dimensional.
• Good generalisation is necessary for dealing with noise or with new situations.
• Learning needs to be done online.
One technique that can deal with most of these properties, is a relatively new neural network technique.

2.2

Extreme Learning Machines

Extreme Learning Machines [3] (ELMs) are an efficient method for training a single hidden layer feedforward neural network. Instead of tuning the output and hidden layer by backpropagating the error, the
hidden layer is initialised randomly and remains fixed during the learning process, while the output weights
are the only adaptable parameters. Since the output neurons are chosen to be linear, this leads to a linear
least-squares problem, while the nonlinear hidden neurons still allow the network to approximate nonlinear
functions. The output weights can be computed by using a pseudo-inverse of the hidden layer output.
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The ELM algorithm can be summarised as follows:
1. Given a training set (xt , yt ), with xt ∈ Rn and yt ∈ Rm , t = 1, . . . , N , initialise a single hidden
layer feedforward neural network by choosing an activation function g, the number of hidden neurons
Ñ , and weight matrices W ∈ RÑ ×n and β ∈ Rm×Ñ that consist of the connections between input
and hidden layer and between hidden and output layer respectively. A threshold b ∈ RÑ can also be
chosen for the hidden neurons.
2. Calculate the hidden layer matrix H ∈ RÑ ×N consisting of the values of hidden neurons for each
training sample by using H t = g(W xt + b) for the columns of H.
3. Keep the weights in W fixed, but adapt the output weights β by using the Moore-Penrose pseudoinverse [8]: β = Y H † , with Y the matrix consisting of desired output values yt in each column.
The above algorithm gives the minimum norm least-squares solution to βH = Y , where βH is the
output of the neural network with fixed hidden layer parameters. Compared to traditional backpropagation
algorithms, this algorithm has several advantages:
• Very large learning speed.
• Good generalisation performance because of the small output weights.
• Convergence to global minimum instead of possible local minimum entrapment.
• No need to adjust the learning rate.
Most of these advantages follow from the fact that there is a direct solution to the linear least-squares
problem.
The
 current
 sensor values and motor commands of the agent can be used as an input of the ELM:
st
xt =
. If the next sensor value is chosen as the desired output of the ELM, i.e. yt = st+1 , the ELM
mt
can be used for visuomotor prediction. This gives:


st
P (st , mt ) = βg(W
+ b).
(1)
mt

3 Control
There are several possibilities for choosing a control that will aid the prediction process of the agent. The
controller should make the agent explore its sensorimotor space while letting the predictor learn the relation
between current sensor and motor values and the sensor values of the next timestep. As will be shown in this
section, these are two contradictory goals, and several techniques for finding a balance between these goals
will be discussed, as well as their applicability to agents with high-dimensional sensor data. The problem
is closely related to the cognitive bootstrapping problem and the exploration vs. exploitation trade-off. The
main difference with the latter is that exploration is a goal in itself in this problem, rather than a way to find
out how to get to a certain goal.
Note that no external reference signals are available. The goal of the controller is not to move the system
towards a desired state, but to aid the prediction process. Therefore, only functions of internal signals can
be used in the controller. To be more precise, the motor command mt at timestep t is allowed to depend on
the current sensor values and the past sensor and motor values only:
mt = C(st , mt−1 , st−1 , mt−2 , . . . m0 , s0 ).

(2)

Since the prediction error et (st−1 , mt−1 , st ) = p1 ||P (st−1 , mt−1 ) − st ||2 also depends only on the current sensor values and the past sensor and motor values, it makes sense to use this error to choose the control.
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Following the reinforcement learning framework [12], we use the prediction error to define a reward r for
the agent. The controller
then chooses actions in such a way that the sum of future rewards is maximised:
PT
mt = arg maxM i=t+1 rt , for some final timestep T . The reward should be chosen in such a way that the
controller indeed aids the prediction process of the agent. Even after having chosen the reward, this is not a
trivial task, since the prediction errors of the future are not known. One way to maximise the sum of future
rewards is discussed in Section 3.5, while several choices for the rewards are discussed in the following
subsections.

3.1

Minimise prediction error

A first thought might be to let the controller choose those actions that minimise the prediction error. This
way, the controller can cooperate with the predictor to make the best possible predictions. The reward could
be chosen as rt = −et , giving the agent a negative reward or penalty whenever the prediction error is high.
Or the reward can be chosen as rt = c − et for some constant c, to include the possibility of positive rewards
for low prediction errors.
This control technique should greatly increase the efficiency of the prediction process, and the prediction
error is expected to decrease in a very short amount of time because the controller can choose those actions
for which the prediction error is minimised. However, the sensorimotor space will in general not be fully
explored, and the predictor might only specialise in a small part of it, for example by predicting what will
happen when the agent does not move, or by staying in situations where sensor values do not change. This
is a big drawback of this approach, so a different reward should be chosen. The controller should aid the
predictor by providing exploratory behaviour.

3.2

Maximise prediction error

Instead of rewarding the agent for those actions for which the prediction error is low, causing the agent to
choose predictable actions, the opposite approach might actually lead to exploratory behaviour. Choosing a
reward equal to the prediction error, rt = et , actually makes sure the agent explores different actions. After
all, if it would choose the same action over and over again, the predictor would learn this situation and the
prediction error would decrease, causing some other action to give a higher prediction error.
The controller that maximises this reward can be seen as an adversary of the predictor, choosing the
actions that have not yet been fully learned to make sure the predictor keeps learning and the agent keeps
encountering new situations.
While this approach might work in theory, several researchers [10, 11, 4] pointed out that there are some
drawbacks. Since the controller is actually an adversary for the predictor, it might find ways to prevent
the predictor from learning. For example, it might provide such instable motor behaviour that the sensor
data becomes very noisy. Or it might move the system towards a part of the environment that is noisy. If
it is possible to move the system towards a part of the sensorimotor space where no learning is possible,
this approach can cause practical problems. The controller and predictor should not be adversaries, but
complement each other, and there should be a balance between exploratory behaviour and predictability.

3.3

Maximise learning progress

Kaplan and Oudeyer [4] used reinforcement learning to drive an agent to situations where the learning
progress was maximised. The learning progress is defined as the difference between the average prediction
error of a few timesteps ago and the current average prediction error, for example rt = ēt−d − ēt , where d
is a delay value, and ēt is the average of the prediction errors between timesteps t − w and t, for a certain
sliding window w.
If the agent is learning, the prediction error should be decreasing, so there is a large learning progress.
If the agent has learned its current situation, there is no progress, and if the agent cannot learn a specific
situation there is also no progress. This solves the problem of staying in simple predictable or complex
unlearnable situations.
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Other approaches

The approaches mentioned above are by far not the only ones. There are many more approaches to the
problem of finding internal rewards that lead to a balance between explorative and predictive behaviour.
An example is the playful machine of Ralf Der and Georg Martius [2], where the concept of homeokinesis
is introduced. Information-theoretic approaches also became popular over the past years [1]. Kaplan and
Oudeyer improved the approach of maximising the learning progress by splitting the predictor in different
experts [5]. And there are also examples of using random actions in combination with chaotic search [14, 13]
or confidence [9]. An overview of both information-theoretic and predictive approaches concerning internal
rewards is given in [6].

3.5

Chosen reinforcement learning algorithm

Regardless of the choice of reward, the problem remains of choosing those actions that maximise the unknown future rewards. Several algorithms exist for solving this problem [12], but only one of the simplest
ones will be considered in this paper, since the focus of this section is mainly in the choice of the reward.
For every action m ∈ M , we assign a value Q(m) that says something about the expected reward that
follows from choosing this action. This value can change every timestep, but only for the action that was
actually chosen, so Qt (m) = Qt−1 (m) for all actions m that were not chosen at timestep t − 1. For the
action that was chosen at timestep t − 1, the value is updated according to the following rule:
Qt (mt−1 ) = (α − 1)Qt−1 (mt−1 ) + αrt ,

(3)

where α ∈ [0, 1] is some constant step-size parameter. This is a simple (myopic) version of the Qlearning algorithm, where only the reward of the next timestep is maximised and Q depends only on the
action. The parameter α determines the importance of the next reward, compared with the rewards of the
past.
Now at each timestep t, the action with the highest value is chosen: mt = arg maxM Qt (m). To
encourage exploration, at each timestep there is a probability  > 0 with which the values are ignored and a
random action mt ∈ M is chosen. This is called the -greedy method.
To further encourage exploratory behaviour, optimistic initial values are used: the initial values Q0 (m)
are chosen equal to some constant c > 0, for all actions m ∈ M . Choosing c large enough makes sure
that all actions are tried out before the action that maximises the reward will be chosen, since the rewards
encountered by the agent will be lower than the initial reward. Values of c = 1,  = 0.2 and α = 0.9 were
used in this paper.

4 Experiment
To test whether the techniques discussed above can indeed be applied to agents with visual sensors, an
active camera moving over a 2D picture has been simulated (see Figure 1). The picture contains 512 × 512
greyscale pixels, the camera 32 × 32. The ELM technique from Section 2 has been used for the predictor,
in a neural network with 30 hidden neurons. This number of neurons was found manually to give decent
approximation capabilities while not requiring too much computation time, but it is not an optimal quantity.
Training of the predictor had to occur each timestep, since the prediction error was used by the controller
each timestep. The predictor has to predict the next camera pixel values, given the current camera pixel
values (with some added white noise) and the horizontal and vertical speed of the camera.
For the control, the three techniques of Section 3 were compared, with a controller that could choose
the horizontal and vertical speed of the camera. The three techniques that were compared are: Minimise
prediction error (MinPE), Maximise prediction error (MaxPE), and Maximise learning progress (MaxLP).
The motor space was discretised into 17 possible motor actions: move up, move down, move left, or move
right, by either 1, 2, 4 or 8 pixels, or stand still. The camera was simulated for 4000 timesteps.
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To show the drawbacks of some of the control techniques, some parts of the environment have been made
noisy, while others have been made homogeneous. At the left and right boundaries of the image, the image
was changed to random uniform noise that changed every timestep, to include an area where prediction is
not possible. At the top and bottom boundaries of the image, all pixels were given the same grey-scale value,
to create an uninteresting part of the environment where prediction is trivial. These noisy and homogeneous
boundaries have been chosen to be 32 pixels wide. A good control policy should avoid both of these areas,
while mainly exploring the ‘interesting’ part of the image.

Figure 1: Experimental setup: a simulated 32 × 32 pixel camera can move over a 512 × 512 greyscale image
and has to learn the effects of its own movements on its sensor data using a neural network. The green
rectangle on the left represents the part of the image that can be seen by the camera, the image on the right
represents the output produced by the neural network after learning. Parts of the environment were made
noisy or homogeneus to include situations for the agent that are either trivial or impossible to predict.

5

Results

Figure 2 shows the behaviour of the camera for one simulation for each of the three different control techniques. Different simulations caused similar results. As expected, in the MinPE and MaxPE approaches,
the camera gets ‘stuck’ in parts of the environment where the reward is maximal. In the MinPE approach,
the controller found out that staying in the homogeneous part of the environment gives the highest reward
(lowest prediction error). Similarly, the MaxPE approach caused the controller to stay in the noisy part of
the environment, where prediction is impossible and the prediction error is maximised. In both cases, the
controller had no prior knowledge about the environment so it got in the specific parts of the environment
by chance, but once it got there, the optimal strategy was to stay there.
The MaxLP approach shows different behaviour. It also arrived in the noisy or homogeneous parts of the
environment by chance, but the reward was too low to stay in these parts of the environment. The reason for
this is that the prediction error is low in the homogeneous part of the environment, but it does not decrease,
therefore the learning progress is low in this part. In the noisy part of the environment, the prediction error
is high, but also does not decrease, therefore the learning progress is low in this part as well. Learning is
only possible in the other parts of the environment.
The goal of the controller was to stay clear from the noisy or homogeneous parts of the environment
and explore the ‘interesting’ parts. Table 1 shows the percentage of time that the camera was in the noisy or
homogeneous part of the environment, for the three different control policies. As expected, only the MaxLP
approach gave good results.
Table 1: Percentage of timesteps that the camera was inside the homogeneous area (top/down), and the noisy
area (left/right), for each of the three control policies.
MinPE MaxPE MaxLP
Percentage in top/down area
92%
4%
9%
Percentage in left/right area
0%
91%
7%
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(a)

(b)

(c)

Figure 2: Movement of the center of the camera during 4000 timesteps of one simulation for the three control
techniques: (a) Minimise Prediction Error (MinPE), (b) Maximise Prediction Error (MaxPE), (c) Maximise
Learning Progress (MaxLP).
These results are not new; letting an agent avoid unlearnable and too simple situations has been done
before [4], but the main contribution of this paper is combining this control policy with a prediction technique
in such a way that visual data can be handled. Figure 3 shows the prediction error for each of the three control
policies. It turns out that the homogeneous parts of the environment can be predicted with an error of around
0.001, and the noisy parts with a maximum error of around 0.3. These values can be seen as minimum and
maximum values for the prediction error in this experiment.
The MaxLP approach explored mainly the other, more interesting parts of the environment, causing a
balance between exploring the environment and exploiting the prediction capabilities. This balance can
also be seen in Figure 3, where the prediction error of the MaxLP approach is somewhere in between the
prediction errors of the MinPE and the MaxPE approach.

Figure 3: Prediction error during 4000 timesteps of one simulation of the three different control techniques
(MinPE, MaxPE, MaxLP). Other simulations gave similar results. Note that the vertical axis has logarithmic
scale. For most timesteps, MinPE gave the lowest error, MaxPE the highest error, and MaxLP something in
between.

6

Conclusion

In this paper, an Extreme Learning Machine was used for visuomotor prediction, and several control policies that can aid in the prediction process were discussed. It was shown experimentally that these techniques
can be combined to make prediction possible for autonomous agents with visual sensors. The method of
maximising the learning progress, combined with visuomotor prediction by an Extreme Learning Machine,
causes a balance between exploration of the sensorimotor space, and exploitation of the prediction capabilities. This was showed by applying these techniques to a simulated 32 × 32 pixel camera that could
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autonomously control its horizontal and vertical movement, without any prior information about itself or the
environment. Parts of the environment that were too noisy or too simple to predict, were avoided, causing
the camera to explore the more interesting parts of the environment. Further research will show whether this
can be extended to more complex experiments and real-world applications.
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Abstract
During the past decades, the modelling of transport demand by activity based methods has gained considerable attention from the scientific community. Such demand models offer a greater modelling flexibility
than traditional models, by modelling transport demand as a phenomenon which emerges from the desire to perform activities at different locations, as opposed to more traditional models where an origin
destination demand matrix of trips is distributed over different routes and modes.
One of the drawbacks of the activity based paradigm is that data related to activities is more difficult to
collect than traffic counts. Modern technologies, such as smart card ticketing systems and smart phones,
allow us to collect more detailed accounts of the movements of individual passengers. This gives us the
possibility to analyse consecutive journeys and therefore the time a passenger spends in a certain location.
This information can be very useful from an activity based modelling perspective.
In this paper we take an exploratory approach to derive important activity time intervals from smart
card data. We apply a clustering algorithm on the intervals observed at individual stations to detect which
time intervals capture enough activities. We then construct a tree-based labelling algorithm that allows us
to label the activities and analyse activity chains of individual passengers. We count pairs of consecutive
activity labels, visualise the results as a network and calculate which triplets of consecutive activities occur
most often. Using this approach, we are able to identify activity patterns that differ from the typical time
windows associated with home-work activities.

1

Introduction

One of the most valuable pieces of information during the development and operational planning of passenger transportation systems is passenger demand. Understanding how demand develops allows governments
and public transport operators to assess the profitability of infrastructure investments. It also serves as input
for decisions on service frequencies, the choice of vehicle types and rolling stock allocation.
Traditional demand models typically estimate an origin-destination matrix of trips and use a traffic assignment model to map routes to OD-pairs in the transportation network. One of the drawbacks of this
approach is that it is not very straightforward to make the matrix time dependent, introduce heterogeneous
groups of travellers or to include the change in demand resulting from interaction between passengers and
the network, such as for example due to crowding.
Activity Based Models [3] provide an improvement in this regard. The main idea of this paradigm
is that transport demand emerges from many individual desires to perform certain activities at different
locations at certain times. An example implementation of such a model is the open source agent-based
transport simulation package MATSim [4], that has been applied at different locations around the world.
The input required for such models consists of individual day plans that define a chain of activities. Since
this input data cannot be directly deducted from an OD-matrix, random plans generated from economic and
geographical data are often combined with travel diaries collected through surveys.

9

BNAIC 2013

FULL PAPERS (A)

In this paper we develop a method to deduce and analyse activity patterns and activity sequence patterns
within the time dimension. We define an activity as a combination of a time interval and a location. These
activities are reconstructed from the set of trips stored in the data for a specific person. Using both clustering
and labelling methods, we identify important activity time intervals and analyse common activity chains.
We consider a time interval to be important if it represents at least 10% of the activities at a station in the
network. We are not only able to identify home-work patterns, but also identify shorter activities. Moreover,
the activity chains provide information on the order of different activities. We aim to extend our method
to include spatial dimensions in the future, by labelling stations into groups based on the temporal patterns
outputted. We believe that the results obtained using our method can provide public transport operators
insight into how their network is being used and give valuable input for activity based models.

2

Smart Card Data

The Dutch smart card system, called “OV-Chipkaart” is a nation wide smart card for payment of public
transport journeys across modes and operators. The system is operated by the common smart card authority
“Trans Link Systems”, which collects the transactions and provides the operators with the data of their
customers. This is raw transactional data where each record contains at least the following fields: a unique
media ID of the smart card, date and time of the transaction, an ID specifying the station or stop where the
transaction took place and the type of the transaction (i.e. check in or check out). One of the important
features of the Dutch implementation is that passengers both need to check in when they start their journey
and check out at the end. As a result, we do not need to estimate alighting points.
In order to analyse the intervals corresponding to activities in the network, we have extended our implementation discussed [6] in order to extract the activities from the raw smart card data.

2.1

From raw transactions to journeys

The first step in preparing our data for analysis is to derive a data set of journeys from the raw smart card
data. In order to do this, we sort the raw smart card data based on the media ID and the time stamps, such
that we can easily process consecutive transactions card by card. Every time we detect a check in followed
by a check out while passing through the data, we generate a trip containing a departure time, departure
location, arrival time and arrival location. For some modes (bus and tram) a journey may consist of several
trips. After the trip-construction we merge all trips that take place within the operator specified allowed
transfer time. If we end up with journeys that start and end at the same station, we remove them from the
final set of journeys.

2.2

From journeys to activities and time intervals

After our first step of the process we have obtained a sequence of journeys j1 , j2 , . . . , jn for each smart card,
ordered by time. If journey ji ’s arrival location is equal to journey ji+1 ’s departure location, we create an
activity at the common location from the arrival time of journey ji until the departure time of journey ji+1 .
As it is possible that our activities span multiple days, we simplify them by projecting them onto a
modular ring. Let us first pick a number of time slots U . Throughout this paper we will work with hourly
time slots, so U = 24. All calculation involving the intervals will now be done on the modular ring ZU .
Under the assumption that ZU represents a day, the begin time of the activity is projected onto the ring,
rounding the final time slot down after scaling, while the end time of the activity is rounded up after scaling.
This gives us an interval x = (xb , xe ) which starts at a time slot xb ∈ 0, 1, . . . , U − 1 and ends at time slot
xe ∈ 0, 1, . . . , U − 1. As a result, a time slot can be an “overnight” time slot in case xb > xe . For such time
slots, it is not correct to take the difference xb − xe to calculate the duration of the time slot, as time moves
forward. To overcome this fact we define the duration xd of an interval x as follows:

xe − xb
if xe ≥ xb
xd =
xe + U − xb otherwise

10

BNAIC 2013

FULL PAPERS (A)

Input : Distance measure parameters θ, the number of clusters k, a random seed σ, a threshold t
Output: A set of relevant intervals R, a weight map w
Method runExperiment(I, θ, k, σ, t) :
foreach station s ∈ S do
R ← ∅;
C1 , . . . , Ck ← k-means++ applied on Is with distance measure dθ and random seed σ;
for i ∈ 1, . . . , k do
i|
if |C
|Is | ≥ t then
x ← centroid of Ci ;
R ← R ∪ {x};
i|
;
w(x) ← w(x) + |I|C
s ||S|
end
end
end
return (R,w)
end
Algorithm 1: Iterative loop used to calculate relevant time intervals in the network

3 Extracting Frequent Time Intervals by Clustering
As the number of different intervals observed at each station is likely to be too large for regular interpretation, we will apply a clustering algorithm in order to obtain a compact description of the types of intervals
observed at the station. As the dissimilarity of two time intervals may depend of the context of the activities,
we introduce a parameterised distance measure. As an example of such differences, consider that activities at
an office will likely have high similarity in the starting time of the activity, while shopping or entertainment
activities are more likely to have similarity in the duration.
After processing the raw smart card data, we end up with a set of stations S and a multiset Is of observed
intervals at a each station s ∈ S. We then apply1 the k-means++ algorithm [2] on each multiset Is . The
advantage of the k-means++ over the traditional k-means algorithm is that it is O(log k) competitive due
to a sampling method for the initial clustering that favours centroids that are far away from each other. Since
there are many stations in the network, we also propose a method to aggregate the cluster outputs to a full
network level. The reason we do not apply the clustering algorithm on the union of all Is multisets is that
we are also interested in time intervals that occur frequently at a station that does not serve a large part of
the total demand.
Finally, as the results of the clustering algorithm may vary with the random initial configuration, the
parametrization of the distance measure and the choice for k, we run our clustering and aggregation method
multiple times in order to get a feeling for the robustness of the cluster centroids.

3.1

The parameterised distance measure

In order to assign different penalties to the distance between start time, duration and end time of the activities,
we introduce a vector θ = (θ1 , θ2 , θ3 ). Here, θ1 and θ2 control the penalties if either the duration, start time
or end time is equal, while θ3 controls the penalty if these values are all different. Our distance measure is
calculated as follows:

if xb = yb ∨ xe = ye
 θ1 (xd − yd )2
θ2 (xb − yb )2
if xd = yd
dθ (x, y) =

θ3 (|xb − yb | + |xd − yd |)2 otherwise

1 We applied the implementation offered by the Apache Math Commons library, version 3.0. It is available at http://commons.
apache.org
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Input : A set C of configuration parameters for runExperiment, a cutoff number m
Output: A table with for each (xb , xe ) interval the robustness fraction
Method calcRobustness(C) :
r ← new table of dimension U × U filled with 0-values;
foreach (θ, k, σ, t) ∈ C do
(J, w) ←runExperiment(θ, k, σ, t);
foreach (xb , xe ) ∈ J do
if w((xb , xe )) ≥ the mth highest value in {w(x) : x ∈ J} then
r[xb ][xe ] ← r[xb ][xe ] + 100
|C| ;
end
end
end
return r
end
Algorithm 2: Iterative loop used to calculate the robustness fraction.
In addition to the distance measure, we also need a way to calculate the centroid of a cluster. Since we
work with ZU , the set of all intervals is given by Z2U . In case of U = 24 this gives us 576 intervals. As a
result, the best cluster center within a cluster of size n can be brute forced in 576 · n calls to the distance
measure.

3.2 Calculating the relevant cluster centroids and their robustness
In order to aggregate the clustering output of the individual stations, we decided to work with a thresholdbased rule. This rule works as follows: given a threshold t, an interval (xb , xe ) is relevant if there exists a
station s ∈ S such that (xb , xe ) occurs as a centroid in the cluster output of the multiset Is and that cluster
contains more than t|Is | elements of Is . The set of all intervals that adhere to this criterion can be calculated
using Algorithm 1. We also keep track of a weight map w, which registers the fraction of the population
covered by the interval in the cases where it exceeds the threshold.
Since the output of the clustering algorithm, and therefore the output of the runExperiment method can
vary for different configurations of the parameters, we decided to apply it multiple times, keeping track of
how often each interval shows up. Since the number of intervals in a single result set can still be quite large,
we truncate the result set to the m highest scoring intervals according to the weight map w. We then count
the number of times an interval is in a truncated result set and report this as the fraction of the total number of
experiments as the “robustness fraction”. The loop we use to calculate the robustness fractions is presented
in Algorithm 2.

4 Labelling and Activity Chain Analysis
After we have applied the clustering algorithm to learn important time intervals in the network, we want to
learn something about the relationship between the activities that take place during these intervals. Utilising
the output of the clustering algorithm, we can propose a labelling algorithm that assigns a label to each
interval. This algorithm then allows us to transform the chains of activities observed in the data of the
separate passengers into chains of activity labels.

4.1

Developing the labelling algorithm

In [7] it was observed that there are differences in the extend to which different time intervals show up in
different public transport networks. Since our intervals are described by two time slots, it is straightforward
to visualise the robustness fractions in a grid containing all possible intervals. Such a plot gives great insight
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Figure 1: The table of the robustness fractions of the intervals as calculated by our clustering and aggregation
algorithm.
in the extend to which time intervals are important. We can use the plot to construct a tree-based labelling
rule by checking proposed rules against the robust intervals in the plot.
An important aspect to take into account during the development of the labelling rule is the interpretability of the chosen labels. As our focus is currently mostly exploratory, we decided to focus on labels that are
easy to interpret, such as long, short, early, late and overnight.

4.2

Analysing consecutive activities

Utilising the labelling procedure developed in the previous section we can now analyse chains of activity
labels. We count all consecutive pairs of activities that are performed by the same person and are connected
by a single journey. The resulting table of counts can then be interpreted as the adjacency matrix of a
weighted directed graph, where the nodes represent the activity labels and the arcs represent the “followed
by” relationship as observed in the data. There are many software packages available that allow us to
visualise and analyse such networks. During our analysis, we have worked with Gephi [5].
We can count activity chains of an arbitrary length in a similar fashion. We believe that counting chains
that are very long will not give a lot of insight, as passengers are not likely to perform many activities within
a single day. However, smaller chain lengths, such as three or four activities, could be interesting as these
patterns are likely to represent behaviour over one or two days. For this reason we added a triplet counting
routine to our implementation of the processing algorithm for the adjacency matrix generation.

5

Experiments and Results

We have applied our clustering method on urban smart card data set from a Dutch network, containing
four months of transactions. The data set contains roughly 22 · 106 journeys and 12 · 106 activities. We
calculated the robustness fractions using the method described in Section 3.2. Our set of configurations
contained all combinations of the following: for k one of {6, 8, 10, 20}, θ ∈ {1, 2, 4}3 with the constraint
that θ3 ≥ θ1 ∧ θ3 ≥ θ2 , one of two random seeds, m = 40 and t = 0.1. The total number of configurations
is 112. The resulting table is visualised in Table 1.
Many of the highly robust intervals in Figure 1 are typically associated with commuting patterns. However, many shorter intervals that start after 9 are quite robust as well. Additionally, intervals with a duration
of precisely 6 or 7 hours are very infrequent. This tells us 6 hours is a natural boundary to distinguish
between short and long activities. The proposed labelling on the duration is presented in Figure 2a. Distinguishing between starting times appears to be more complicated. Before 9:00 short activities rarely begin,
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Figure 2: Labelling trees for the labels of an interval

(a) Combined labelling

(b) Duration based labelling

(c) Start time based labelling

Figure 3: Network visualisation of the adjacency matrices based on the different labellings
so 8:00 seems to be a good boundary for early activities. At 13:00 it seems that among the shorter activities,
the intervals that are one hour longer than those starting before 13:00 become robust as well. As a result,
we pick the second boundary at 12:00. Finally, after 16:00 the intervals or not very robust, so this gives us
the final boundary. As it would be hard to interpret different labels for overnight activities, we introduce a
single label “Overnight” for activities that have xb > xe . The resulting tree is presented in Figure 2b.
We visualised the trees for labelling on duration and start time based labelling separately, but they can
be combined into one large tree. We can now apply the different trees to count the pairs of sequentially
occurring activity labels. We visualised the pairs observed this way as a network in Figure 3
Some interesting patterns can be observed in Figure 3. First, the most prominent pairs of activities are
those between an overnight interval and intervals that are early and long. These are typically time intervals
associated with home-work and home-study patterns and are thus within expectation high ranking. A more
interesting pattern occurs between overnight and noon activities. There is less interaction between early
activities and noon activities than between overnight and noon activities.
Let us now consider the top ten of triplets occurring in the activity label chains. The most dominant
triplets are typically associated with home - work - home like chains. The fourth and fifth triplet in the full
labelling describe a single activity during noon. Here we might be a bit careful in labelling the overnight
activity as home: maybe some people travel to their work by car and use the public transport system during
lunch time to visit a nearby location. The 10th triplet shows a pattern where two activities are started within
the noon window. There is also evidence of people performing a long activity one day and a short activity
the next day, and vice versa, as witnessed by triplets eight and nine in the duration based labelling.
When we compare these results to the analysis of the “other” activity label considered during the analysis
of Gautineau data by [7], we see that our the third triplet in the start time based labelling suggest a possible
peak around 12:00. However, they also found a peak around 16:00, which would be the afternoon label in
our case. However, if we consider labels in the start time table, only the sixth and ninth triplets represent
evening activities and both are not as strong as the single noon triplet.
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ShortAfternoon
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Full labelling
LongEarly
Overnight
LongNoon
ShortNoon
Overnight
Overnight
ShortEarly
Overnight
ShortAfternoon
ShortNoon

Overnight
LongEarly
Overnight
Overnight
ShortNoon
ShortNoon
Overnight
LongNoon
Overnight
ShortNoon

19%
16%
4%
3%
2%
2%
2%
2%
2%
2%

Overnight
Long
Short
Short
Overnight
Short
Overnight
Short
Long
Overnight

Duration based labelling
Long
Overnight
Overnight
Long
Overnight
Short
Short
Short
Short
Overnight
Short
Overnight
Short
Short
Overnight
Long
Overnight
Short
Long
Short

23%
20%
10%
9%
7%
6%
6%
6%
4%
2%

Overnight
Early
Overnight
Noon
Noon
Afternoon
Early
Afternoon
Overnight
Overnight

Start time based labelling
Early
Overnight
Overnight
Early
Noon
Overnight
Overnight
Noon
Overnight
Early
Overnight
Noon
Overnight
Noon
Overnight
Early
Afternoon
Overnight
Early
Noon

20%
19%
7%
5%
4%
3%
2%
2%
2%
2%

Table 1: The most frequent triplets for each labelling method and the percentage with which they occurs
among all triplets detected

6

Related Work

Pelletier et al. [10] present an excellent general review of smart card data research in public transport during
the years 2000-2010. As this is an extensive literature review, we only present a short overview of research
focused on activity analysis based on smart card data.
Agard et al. [1] analyse a binary vector indicating smart card activity during four fixed time slots, defined
by the public transport operator. They find four main travel patterns using hierarchical clustering, the top
two of which correspond to a home-work-home pattern and a home-study-home pattern. Morency et al. [9]
focus on the variation in temporal patterns using a k-means clustering algorithm. They also consider vectors
of 24 binary values indicating whether a passenger has boarded a vehicle during the corresponding hour of
the day. Using clustering with the Hamming distance measure and the component wise median to derive
cluster centroids, they are able to derive regularity indicators from the raw data. Devillaine et al. [7] present
an analysis focused on the temporal distribution of activities based on smart card data from both Santiago,
Chile and Gautineau, Canada. Their classification is based on both temporal aspects as well as card type.
The assigned classes are work, study, home and other. They find that the temporal distribution of activities
in Santiago differs from Gautineau. Activities classified as other have peaks at their starting times when they
start more often around noon or four in the afternoon in the Gautineau network, while they are more evenly
distributed in the Santiago network.
A different methodology to analyse spatio-temporal patterns is to calculate eigenbehaviors [8]. The
general idea of the method is to apply Principal Components Analysis on vectors of binary variables representing time slot/location combinations. While this method is usually able to reduce a matrix of vectors to
a few dominant eigenvectors, the fractional nature of the eigenvectors makes them complicated to interpret,
especially if the goal is to create input for activity based models.

7

Conclusions and Future Work

We have developed an approach to cluster temporal intervals derived from activity data at a station level
using a parameterised distance measure and to aggregate the results, such that we obtain the most interesting
time intervals in the data. We repeat this process to obtain robustness fractions. Based on the robustness
fractions, we constructed a tree-based labelling procedure. The labels allow us to find the most frequent pairs
and triplets of activity types observed in individual activity chains. While the typical intervals associated
with home and work activities are dominant, we are able to identify shorter activities as well and provide
some insight on their relation to other activities within the activity chains of individual passengers.
Our current approach still has some drawbacks. The modular ring ZU with U = 24 is a quite rigorous
simplification, as we cannot distinguish between an activity that takes one hour and an activity that takes
25 hours. While this simplification allows us to get a general idea of what is happening within the system
without having to look at too many numbers, it is likely more caution is necessary if we want to construct
the input for activity based models. Another thing that we ignore is the distinction between weekdays
and weekends, which has a very significant impact on travel behaviour. For the implementation of a valid
simulation, it will be necessary to make this distinction. If we would introduce these detailed descriptions
of the activity intervals, it would also be necessary to reconsider the proposed distance measured. Finally,
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we constructed our labelling algorithm by hand. An interesting question is whether we can use automatic
classification algorithms instead of our manually constructed labelling procedures.
Aside from further refinements of our methods, such as reducing the number of parameters to set and
varying distance measures, there are two main topics for future research. First, we would like to use either
the clustering output at the station level or the complete distribution of intervals observed at the stations to
identify similar classes of stations. If we are able to reduce our stations to a small number of important
classes, we could include some spatial aspects in the analysis of the activity chains. We would also like to
include use our findings in order to generate input for an activity based agent simulation, such as MATSim
has implemented. It would be interesting to see how accurate the observed traffic counts in the smart card
data can be replicated using only a small set of typical activities.
Acknowledgements We would like to thank the Netherlands Organisation for Scientific Research (NWO)
for funding the Complexity in Public Transport project (ComPuTr, grant #600.645.000.09) and the anonymous reviewers for their useful feedback.
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Abstract
A major challenge for Agreement Technologies is the combination of existing technologies and reasoning methods. In this paper we focus on the three core layers of the Agreement Technologies tower,
called Norms, Organization and Argumentation. We present a framework for arguing about agreements
based on norms, roles and dependence, together with a case study from the sharing economy.

1

Introduction

Agreement technologies refer to computer systems in which autonomous software agents negotiate with one
another, typically on behalf of humans, to come to mutually acceptable agreements.1 The concept “agreement” bridges individual and collective reasoning, i.e. the micro and macro level studied in economics and
the social sciences. The agreement technologies handbook [10] distinguishes five technologies: for semantic
alignment and interoperability, for normative and legal reasoning, for organizations, for argumentation and
negotiation, and for trust and reputation management. They are developed in distinct research communities,
and this plurality of methods is seen as a strength rather than a weakness. Consequently, a major challenge
is how to combine existing technologies and reasoning methods. This leads to our research problem:
Question. How to combine norms, roles, dependence and argumentation for Agreement Technologies?
Boella and van der Torre [3] sketch an architecture combining reasoning methods for all five layers using
abstraction, Billhardt et al. [2] propose to represent agreements using dependence, and in earlier work [5]
we propose an abstract model for arguing about agreements using dependence networks. Building on these
ideas, we introduce an abstract model for arguing about agreements with organizational roles and norms.
In our new model, we represent a possible agreement as a role based social dependence network, that is,
a labeled graph on role playing agents. The agents in a dependence are called the depender and performer
respectively, and the labels are reasons (goals, tasks, resources and norms), together with cost and benefit
functions for the performer and the depender respectively. The goals, tasks and resources are associated with
the agents, whereas the norms are associated with the roles the agents play. We consider also agreements
about which norms are in force, and agreements on which roles the agents play.
We do not study normative reasoning itself, or dependence networks, role assignment, or argumentation—
each of which has a huge literature [10]—but we consider only their interaction. Moreover, we consider neither the lowest layer of semantic alignment and interoperability, nor the upper layer of trust and reputation.
The layout of this paper is as follows: Section 2 introduces the problem of combining reasoning and how
it has been addressed in the literature. Section 3 and section 4 describe the kind of agreements we can reason
on, and how roles and norms influence such agreements using a real world scenario of sharing economy.
∗ The

present research is supported by the National Research Fund, Luxembourg, CoPAInS project (code: CO11/IS/1239572).
the website of the European Network http://www.agreement-technologies.eu/ for a historical development of
agreement technologies.
1 See
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Methodology

2.1

Combining reasoning

We use logic and reasoning as our methodology, and we are inspired by two authors. First, Dov Gabbay [9]
combines logics using labeled deductive systems and fibring semantics, and more recently his network
perspective combines or integrates logical methods with, for example, neural network reasoning and Baysian
network reasoning. He promotes formal approaches to practical (individual) reasoning, and more recently
he studies normative reasoning and argumentation as ways to combining individual and collective reasoning.
Second, Johan van Benthem [13] uses recursive axiomatizations in modal logic as a general approach to
combine logics of individual agents, distinguishing dynamic epistemic logics, preference logics, logics of
questions, game logics, and more. An application of this theory is in understanding natural language, where
combining modalities and conditionals is a central challenge.
We use individual and collective reasoning methods developed in artificial intelligence and multiagent
systems. For example, knowledge based systems typically combine various reasoning methods. As another
example, IBM’s Watson2 integrates specialized reasoners for space and time in its system. Our work in AI
is in line with the work in philosophy and logic of Gabbay and van Benthem, and that there can be fruitful
exchange of ideas and methodologies between philosophy, logic and artificial intelligence.

2.2 Dependence networks
Castelfranchi and colleagues [7, 12, 4] develop a theory of dependence networks, applicable to most social
interactions. The abstract dependence networks we use in this paper are directed graphs labeled with various
kinds of reasons [15]: the fulfillments of goals and ought-to-be obligations, the execution of tasks and oughtto-do obligations, and the production of resources. Our model of arguing about dependence [5] follows
Sauro [11] in that every reason can occur only in the dependence relations of a single depender. In contrast
to Sauro, we represent only OR-dependence, no AND-dependence, such that we do not consider jointly
performed tasks, agents together fulfilling a goal, or together providing a resource. In other words, we
assume that tasks, goals and resources can be performed, fulfilled or provided by a single agent as in [6].
For the individual agents, our model of arguing about dependence [5] uses a standard cost-benefit analysis. Each dependence comes with a cost for the performer, and a benefit for the depender, which are positive
real numbers. The payoff for an agent is the sum of the benefits of each reason where he depends, minus
the sum of the costs of the reasons where he performs. An investigation into uncertainty, utility, and the
dependence among reasons, are left for future research.

2.3 Case study: the sharing economy
Agreement technologies are developed around a number of case studies, and we believe that such case
studies are indispensable. An example of an extensive case study in combining reasoning is work of Gabbay
and colleagues on formalizing the Talmud [1]. We are developing a case study on the sharing economy.
Example 1 (Sharing economy) In the collaborative or sharing economy, owners of underused resources
connect with others willing to pay to use them. The connection between owners and users may be made
directly or peer-to-peer, or indirectly via a service. For example, car sharing has environmental benefits,
reduces the cost of fuel and tolls, and allows commuters who are more than two per car to use the carpooling
lanes on highways during peak traffic hours and thereby, to save time.
Our running example is a peer-to-peer car sharing with on the one hand, two car owners, Betty and
Cathy, each driving their own car and looking to give a ride to a single passenger, for example to share
the costs and save money. On the other hand, two other people, Arthur and Dana, both need to get a ride,
Arthur to visit his mother, and Dana to go to work. Furthermore, Arthur prefers to get a ride with Betty over
sharing the car of Cathy. Betty does not want to drive with him, but she is obliged to do so.
2 http://www-03.ibm.com/innovation/us/watson/
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Role based agreements
Role playing agent dependence networks

An abstract dependence network is a labeled graph, represented by a binary relation D among abstract nodes
represented by N , and labeled by E. If (d, p, e) ∈ D for d, p ∈ N and e ∈ E, then we say that d depends
on p for reason e. Following the usual terminology in this area, we also say that p has power over d due
to reason e. We call node d the depender, and node p the performer of the dependence. Each dependence
comes with a real valued benefit for the depender, and a real valued cost for the performer.
Definition 1 (Abstract dependence network) A dependence network DN is a tuple hN, E, D, c, bi where
N and E are two disjoint sets, and D ⊆ N × N × E is a binary (dependence) relation over N for each
element of E, and c, b : N × E → IR0 are (cost, benefit) functions associating non-negative real numbers
with each pair of elements of N and E.
We distinguish three kinds of abstract dependence networks, namely agent dependence networks, role
dependence networks, and role playing agent dependence networks. N is instantiated with agents, roles
or role playing agents respectively, and E is instantiated with goals, tasks, resources (reasons for agent
dependence), or norms (reasons for role dependence). The role playing agent dependence network is defined
in terms of the other two, together with a relation plays, which are pairs of an agent and a role, representing
the role playing agents. We make several simplifying assumptions to facilitate the formal framework. Labels
are specific to dependers, in the sense that distinct dependers cannot depend for the same reason. Agent
reasons and role reasons are distinct sets, and every role is played by at most one agent. We represent only
OR-dependence, no AND-dependence, i.e., we do not consider jointly performed tasks, agents together
fulfilling a goal, or together providing a resource. In other words, we assume that tasks, goals and resources
can be performed, fulfilled and provided by a single agent. These constraints are not realistic for some
applications, and we are aware that they have to be relaxed in future work.
Definition 2 (Role playing agent dependence network) Agent dependence networks ADN = hA, E1 , D1 ,
c1 , b1 i and role dependence networks RDN = hR, E2 , D2 , c2 , b2 i are abstract dependent networks such
that (d1 , p1 , e), (d2 , p2 , e) ∈ D1 or D2 implies d1 = d2 . An agent role assignment plays ⊆ A × R is
a set of pairs of agents and roles, such that (a1 , r), (a2 , r) ∈ plays implies a1 = a2 . If A ∩ R = ∅
and E1 ∩ E2 = ∅, then the role playing agent dependence network for ADN , RDN and plays is an abstract dependence network hplays, E, D, c, bi such that E((a, r)) = E1 (a) ∪ E2 (r), D((a1 , r1 ), (a2 , r2 ), e)
if and only if D1 (a1 , a2 , e) or D2 (r1 , r2 , e), c((a, r), e) = c1 (a, e) if e ∈ E1 , c2 (r, e) if e ∈ E2 , and
b((a, r), x) = b1 (a, e) if e ∈ E1 , b2 (r, x) if e ∈ E2 .
Example 2 illustrates how three possible agreements for sharing a car are built up.
Example 2 (continued) Consider the dependence network visualized in Figure 1.1. By convention, a dependence of d on p for the reason e is visualized by an arrow from d to p labeled with e. For example, if
the reasons represent resources, then the flow of resources is inverse to the direction of the arrows. To read
these figures, it is easier to start from Figure 1.4 on the right hand side, and see how it is built up using the
other three figures. In Figure 1.4, three large ovals are visualized one above the other, to represent the three
proposals for agreements: Arthur shares Betty’s car, Arthur shares Cathy’s car, or Dana shares Cathy’s
car. Figure 1.4 is explained in more detail in Example 3 and 4. A dependence in Figure 1.4 can originate
from the agents in Figure 1.1, or from the roles they play in Figure 1.2, and the reasons, costs and benefits
visualized in the figures explain in more detail why a role playing agent depends on another role playing
agent. The set of role playing agents is given by the agent role assignment in Figure 1.3, but a : r1 and c : r3
are visualized twice in Figure 1.4 to make the proposals for agreements more explicit. Every dependence
in Figure 1.4 is derived from either the agent dependence network in Figure 1.1, or the role dependence
network in Figure 1.2. In Figure 1.1, the four nodes represent the agents a for Arthur, b for Betty, c for Cathy
and d for Dana. Dependence (a, b, e1 ) may be read as “agent a, Arthur, depends on agent b, Betty, to visit
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Figure 1: Building agreements: Agent dependence (1), Role dependence (2), Role assignment (3) and the
combination (4).
his mother,” (a, c, e1 ) as “agent a, Arthur, depends on agent c, Cathy, to visit his mother,” and (c, a, e2 ) as
“agent c, Cathy, depends on agent a, Arthur, to save money.” The reason e1 can be a goal of the agent a to
visit his mother, or a task of Betty or Cathy to give a ride for the visit, or the car shared for the visit can be
a resource. The benefit for a to visit his mother by riding with b (3), is greater than by riding c (2), whereas
the cost for b and c is 1. We write costs with a “−” sign and benefits with a “+”. Furthermore, dependence
(d, c, e3 ) may be read as “agent d, Dana, depends on agent c, Cathy, to go to work, e3 ,” (c, d, e2 ) as “Cathy
depends on Dana to save money, e2 ,” and (c, a, e2 ) as “Cathy, depends on Arthur to save money, e2 ”.
Figure 1.2, visualizes a role network. A norm “carpooling lane can only be used if you share, i.e., if you
are two or more people in the car” creates a dependency. In our example, the graph contains only the actual
norm e4 between roles r2 and r1 . Normative dependence (r2 , r1 , e4 ) may be read as “driver 1 depends on
passenger 1 to be able to use the carpooling lane.” We now consider the agent role assignment visualized
in Figure 1.3. Role assignment (a, r1 ), may be read as “agent a, Arthur, plays the role r1 , passenger 1,”
(b : r2 ) as “agent b, Betty, plays the role r2 , driver 1,” (c, r3 ), may be read as “agent c, Cathy, plays the
role r3 , driver 2,” (d : r4 ) as “agent d, Dana, plays the role r4 , passenger 2.” Figure 1.4 visualizes the
combined models. Each one of the three possible situations is depicted within an oval. Each double-circle
node depicts an agent/role, for example (a : r1 ) can be read as “agent a, Arthur, plays the role of passenger
1.” We have multiple instances of drivers and passengers because each role can be played by one agent only
(see Sauro [11] for a further explanation and discussion, they are sometimes called role instances).

3.2

Proposals and agreements

We associate sets of proposals for agreements with dependence networks. A proposal for an agreement
is a dependence relation, and a proposal function is a function from abstract dependence networks to sets
of proposals. Dependence (d, p, e) proposes a commitment of the performer p to act in the benefit of the
depender d to fulfill a goal, perform a task, or provide a resource.
Example 3 (continued) The three proposals for agreements are visualized in Figure 1.4. by the three ovals,
and each oval is a dependence networks itself. For each role playing dependence network, the proposal
function gives all these proposals.
For modeling the interaction among the agents, we use a standard definition from game theory [14]. A
proposal P1 dominates a proposal P2 if and only if for all agents involved in P1 , the pay-off in P1 is at least
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as good as in P2 , and for at least one of them it is strictly better. The restriction to agents of P1 is crucial:
there may be agents who are worse off in P2 , but they cannot argue against it. For the costs and benefits of
the agents, we add the costs and benefits for all the roles they play. It may be that an agent has a negative
pay-off for one of its roles, as long as the sum of all payoffs for all the roles he is playing is positive.
Definition 3 (Undominated proposal) Let DN = hplay, E, D, c, bi be a role playing dependence network. A proposal P ⊆ D for DN is a dependence relation. A proposal function p is a function from role
playing dependence networks to sets of proposals p(hplay, R, D, c, bi) ⊆ 2D . The reasons where agent a
has a benefit in proposal P , written as benefits(a, P ), are {e ∈ E | p ∈ A, r1 , r2 ∈ R, ((a, r1 ), (p, r2 ), e) ∈ P }.
Analogously, the reasons where he has a cost in proposal P , written as costs(a, P ), are {e ∈ E | d ∈
A, r1 , r2 ∈ R, ((d, r1 ), (a, r2 ), e) ∈ P }. The payoff of a proposal P for agent a, written as pay-off(a, P ),
is Σe∈benefits(a, P ) b(a, e) − Σr∈costs(a, P ) c(a, e). We write A(P ) = {a ∈ A : ∃((a, r1 ), (p, r2 ), e) ∈
P or ∃((d, r1 ), (a, r2 ), e) ∈ P } for the agents of a proposal P . A proposal P1 dominates proposal P2 ,
written as P1 > P2 , if and only if the following two conditions hold: ∀a ∈ A(P1 ) : payoff(a, P1 ) ≥
payoff(a, P2 ) and ∃a ∈ A(P1 ) : payoff(a, P1 ) > payoff(a, P2 ).

3.3

Acceptable proposals

To define acceptable proposals, we introduce the basic concepts of Dung’s abstract argumentation [8]. Dominance is not strong enough to reject a proposal, as several proposals can be accepted at the same time. We
introduce now an attack relation among proposals such that a proposal attacks another proposal when accepting the former implies that the latter is not acceptable. Moreover, we say that a proposal attacks itself if
the payoff for at least one of the agents is negative. Dung’s theory offers the choice among several alternatives to define when an individual argument is acceptable. First we have to choose a semantics, then we have
to choose whether the argument must be in the union or intersection of the extensions of this semantics. We
say that an argument is acceptable if it is in the union of all admissible sets (which is the same as being in
the union of the complete extensions, or the union of the preferred extensions).
Definition 4 (Acceptable proposal) A proposal argumentation framework (AF) is a pair hP, ,→i where P
is a set of proposals called arguments and ,→⊆ P × P is a binary attack relation over proposals, where
P1 ,→ P2 if and only if P1 dominates P1 ∪ P2 , or P1 = P2 and the payoff of at least one of the agents is
negative. Let C ⊆ P. A set C is conflict-free if and only if there exist no Pi , Pj ∈ C such that Pi ,→ Pj .
A set C defends an argument Pi if and only if for each argument Pj ∈ P if Pj attacks Pi then there exists
Pk ∈ C such that Pk attacks Pj . Let C be a conflict-free set of arguments, and let D : 2P 7→ 2P be the
function such that D(C) = {P |C defends P }. C is admissible if and only if C ⊆ D(C). A proposal is
acceptable, if and only if it is in some admissible set.
The example illustrates the central concepts of argumentation, reinstatement and dialogue games.
Example 4 (continued) The three proposals / ovals in Figure 1.4 may be called ArthurBetty, ArthurCathy,
and DanaCathy. We have that ArthurBetty attacks ArthurCathy, and that ArthurCathy and DanaCathy attack each other. For example, ArthurBetty and ArthurCathy are conflicting, because Arthur needs only a
single ride. ArthurBetty attacks ArthurCathy but not vice versa because ArthurBetty dominates ArthurCathy: Arthur prefers to ride with Betty. Moreover, he is the only agent involved in both proposals, so he
has the power to choose which one he will investigate first.
Both ArthurBetty and DanaCathy are acceptable proposals. As Arthur will propose an agreement with
Betty, Dana and Cathy can form another agreement. Using argument games, it is modelled as:
• Dana: Hi Cathy, I need to go to work. Can I get a ride with you?
(Proposal for agreement DanaCathy.)
• Cathy: Hi, I am sorry Dana, but I planned to give Arthur a ride today ...
(Proposal for alternative agreement ArthurCathy.)
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• Arthur: Hmm...Actually, I really prefer riding with Betty.
(Proposal for alternative agreement ArthurBetty.)
• ArthurBetty is optimal so it is accepted
• ArthurCathy is therefore rejected
• DanaCathy no longer has an alternative, and is therefore accepted due to the reinstatement principle.
The following proposition provides argumentation foundations for the do-ut-des principle. A proposal
is exchange-based (or transaction-based) if every dependence is part of a cycle. This represents the fact
that cooperation is based on reciprocity, called also do-ut-des [11]. If a reason occurs more than once in an
abstract DN , it represents an OR-dependence. If it occurs more than once in a proposal, it is redundant.
Definition 5 (Non-redundant proposals) A
cycle
is
a
sequence
of
dependencies
(s1 , t1 , d1 ), . . . , (sn , tn , dn ) such that ti = si+1 for 1 ≤ i ≤ n − 1, and tn = s1 . A proposal P ⊆ D
is exchange-based if and only if there is a set of cycles C such that P = ∪C. Proposal P ⊆ D is nonredundant if and only if each reason occurs at most once.
Proposition 1 (Do-ut-des) If a proposal is acceptable, then it is exchange-based and non-redundant. If
a proposal is exchange-based and non-redundant, then there are cost and benefit functions such that the
proposal is acceptable.
Example 5 (continued) Proposals in Figure 1.4 are do-ut-des. A proposal that is not do-ut-des is the
dependence relation {(a : r1 , c : r3 , e1 )}: Arthur shares Cathy’s car, but does not give anything in return.

3.4 Minimal proposals
In this section, we define a suitable notion of minimal proposal. For example, if proposals consist of subproposals of disconnected components, then the agents can negotiate the sub-proposals one at a time.
Definition 6 (Minimal proposal) A proposal P is minimal iff it cannot be partitioned into two or more
disjoint proposals P = P1 ∪ . . . ∪ Pn , such that P is acceptable iff for 1 ≤ i ≤ n: Pi is acceptable.
The following proposition provides argumentation foundations for Sauro [11]’s indecomposable do-utdes property, abbreviated to i-dud. It shows that if a proposal is minimal, then it cannot be split into two
sub-proposals sharing at most one agent.
Proposition 2 (Indecomposable do-ut-des) If proposal P is minimal, then there are no disjoint nonempty
proposals P1 and P2 such that P = P1 ∪ P2 and P1 and P2 share at most one agent. If P is a proposal
such that there are no disjoint nonempty proposals P1 and P2 such that P = P1 ∪ P2 and P1 and P2 share
at most one agent, then there are cost and benefit functions such that P is minimal.
Example 6 (continued) Proposals in Figure 1.4 are i-dud. A proposal that is do-ut-des but not i-dud is the
dependence relation {(a : r1 , b : r2 , e1 ), (b : r2 , a : r1 , e4 ), (c : r3 , d : r4 , e2 ), (d : r4 , c : r3 , e3 )}.

4

Agreements on norms and roles

Norms and roles are mechanisms to obtain desired social behaviour, that is, to obtain desired agreements. We
can use agreement technologies to obtain agreements on which norms are in force in the system, or which
roles the agents play. In theory we could even consider higher level agreements, such as which meta-norms
are in force to agree on which norms are in force. In the full model, we can use the agreement technologies
to agree on the semantics for interoperability, or the trustworthiness of agents. In Figure 1, such agreements
explain the role dependencies in Figure 1.2., and the role assignments in Figure 1.3.
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Due to space limitations, we can only sketch the theory of higher levels agreements. Creating norms
means that the set of acceptable agreements changes. The number of possible agreements can decrease,
for example because sanctions make some agreements unacceptable, or increase, for example when an
obligation becomes an incentive to start cooperating. Likewise, the assignment of roles to agents may
increase or decrease the number of acceptable agreements.

4.1

Norm agreements

A social objective can be either a dependence relation that must be realized, called a positive objective and
written as O+ , or a dependence relation that should not be realized, called a negative objective and written
as O− . For example, the agents are desired to help each other, not to crash into each other, etc.
Definition 7 (System objective) Let DN = hN, E, D, c, bi be a dependence network. The system objective
O = hO+ , O− i with O+ , O− ⊆ N × N × E is a pair of dependence relations.
Norms are mechanisms used to obtain the social objective. We distinguish two kinds of norms. First,
sanctions can be put on existing dependencies, such as penalties or taxes, and thus change only the cost and
benefit functions. Second, obligations create new dependence relations, as the obligation of Betty in the
running example. As with dependence networks and proposals for agreements, to model the norm creation
problem, we start with a graph of all possible norms, and the actual role dependence is a sub graph.
Definition 8 (Norm design) A norm network N N is a tuple hR, E, D+ , c− , c+ , b− , b+ i where R and E are
two disjoint sets (of roles and reasons, respectively), and D+ ⊆ A × A × R is a binary relation over roles
for each reason such that (d1 , p1 , r) and (d2 , p2 , r) implies d1 = d2 , and c− , c+ , b− , b+ : A × R → IR0
are upper and lower bounds for the cost and benefit functions from roles and reasons to nonnegative real
numbers. A role dependence network hR, E, D, c, bi is a norm for N N if and only if D ⊆ D+ , c− ≤ c ≤ c+
and d− ≤ d ≤ d+ .
There are various ways to evaluate role networks against the system objective, or to compare role dependence networks with each other.
Definition 9 A role dependence network is acceptable if there is an acceptable proposal of the role playing
agent dependence network containing O+ and not containing an element of O− .

4.2

Role assignment agreements

To model the role assignment problem, we can give as input a role network — set of possible role assignments — as a bipartite graph from agents or roles. The role network represents capabilities: who has the
capabilities (diplomas, rank, etc.) to play a certain role.
Definition 10 (Role network) A role network is a tuple RN = hA, R, P LAY i where A and R are two
disjoint sets (of agents and roles, respectively), and P LAY ⊆ A × R is a binary relation. A relation
play ⊆ A × R is a role assignment for RN iff play ⊆ P LAY and each agent plays at most one role.
The role assignment problem is analogous to the norm creation problem. Moreover, dialogues on norm
creation and role assignment are analogous to dialogue in Example 4. How the three agreement processes
interact is left for further research.

5

Summary and outlook

We introduce a uniform theory for arguing about agreements among role playing agents. Dependencies
among role playing agents either derive from the dependencies among the agents, or from the dependencies
among the roles the agents play. The reasons for dependences among agents are goals, tasks and resources,
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and the reasons for dependences among roles are ought-to-be and ought-to-do obligations. We identify
three kinds of agreements in our case study: agreements about car sharing, agreements about the norms in
force, and agreements about role assignment. Due to space limitations, we only detailed the theory about
the first kinds of agreements, and leave the details of the other agreements for future research. The theory
about agreement establishes two kinds of results, one regarding admissibility, and another one regarding
minimality. They make argumentation more efficient by focussing on the relevant alternatives. On the one
side, admissibility: acceptable proposals are based on the do-ut-des principle: every agent gains something
from the agreement. Likewise, acceptable role assignments and acceptable norms must have an effect on
behavior, in the sense that acceptable role assignments and norms must create new cycles. On the other
side, minimality: minimal proposals are based on the indecomposable do-ut-des principle: the proposal
cannot be split into sub proposals. Likewise, minimal role assignments and norms should reach their goal
effectively. Besides formalising the norm creation and role assignment agreements, in future research we
will also extend our model to the other two layers of the agreement technologies tower.
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Abstract
In the current paper, we re-examine the connection between abstract argumentation and assumption-based
argumentation. Although these are often claimed to be equivalent, we observe that there exist well-studied
admissibility-based semantics (semi-stable and eager) under which equivalence does not hold.

1 Introduction
The 1990s saw some of the foundational work in argumentation theory. This includes the work of Simari
and Loui [16] that later evolved into Defeasible Logic Programming (DeLP) [12] as well as the groundbreaking work of Vreeswijk [19] whose way of constructing arguments has subsequently been applied in
the various versions of the ASPIC formalism [5, 15, 14]. Two approaches, however, stand out for their
ability to model a wide range of existing formalisms for non-monotonic inference. First of all, there is the
abstract argumentation approach of Dung [10], which is shown to be able to model formalisms like Default
Logic, logic programming under stable and well-founded model semantics [10], as well as Nute’s Defeasible
Logic [13] and logic programming under the 3-valued stable model semantics [20]. Secondly, there is the
assumption-based argumentation approach of Bondarenko, Dung, Kowalski and Toni [2], which is shown
to model formalisms like Default Logic, logic programming under stable model semantics, auto epistemic
logic and circumscription [2].
One of the essential differences between these two approaches is that abstract argumentation is argumentbased. One uses the information in the knowledge base to construct arguments and to examine how these
arguments attack each other. Semantics is then defined on the resulting argumentation framework (the
directed graph in which the nodes represent arguments and the arrows represent the attack relation). In
assumption-based argumentation, on the other hand, semantics is defined based not on arguments but on
sets of assumptions that attack each other based on their possible inferences.
One claim that occurs several times in the literature is that abstract argumentation and assumptionbased argumentation are somehow equivalent. That is, the outcome (in terms of conclusions) of abstract
argumentation would be the same as the outcome of assumption-based argumentation [9, 15]. In the current
paper, we argue that although this equivalence does hold under some semantics, it definitely does not hold
under every semantics. In particular, we show that under two well-known and well-studied admissibilitybased semantics (semi-stable [18, 3, 6] and eager [4, 1, 11]) the outcome of assumption-based argumentation
is fundamentally different from the outcome of abstract argumentation.

2 Preliminaries
Over the years, different versions of the assumption-based argumentation framework have become available
[2, 8, 9] and these versions use slightly different ways of describing formal detail. For current purposes,
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we apply the formalization described in [9] which not only is the most recent, but is also relatively easy to
explain.
Definition 1 ([9]). Given a deductive system hL, Ri where L is a logical language and R is a set of inference
rules on this language, and a set of assumptions A ⊆ L, an argument for c ∈ L (the conclusion or claim)
supported by S ⊆ A is a tree with nodes labelled by formulas in L or by the special symbol ⊤ such that:
• the root is labelled c
• for every node N
– if N is a leaf then N is labelled either by an assumption or by ⊤
– if N is not a leaf and b is the label of N , then there exists an inference rule b ← b1 , . . . , bm
(m ≥ 0) and either m = 0 and the child of N is labelled by ⊤, or m > 0 and N has m children,
labelled by b1 , . . . , bm respectively
• S is the set of all assumptions labelling the leaves
We say that a set of assumptions Asms ⊆ A enables the construction of an argument A (or alternatively,
that A can be constructed based on Asms) if A is supported by a subset of Asms.
Definition 2 ([9]). An ABA framework is a tuple hL, R, A,¯i where:
• hL, Ri is a deductive system
• A ⊆ L is a (non-empty) set, whose elements are referred to as assumptions
• ¯ is a total mapping from A into L, where α is called the contrary of α
For current purposes, we restrict ourselves to ABA-frameworks that are flat [2], meaning that no assumption is the head of an inference rule. Furthermore, we follow [9] in that each assumption has a unique
contrary.
We are now ready to define the various abstract argumentation semantics (in the context of an ABAframework). We say that an argument A1 attacks an argument A2 iff the conclusion of A1 is the contrary
of an assumption in A2 . Also, if Args is a set of arguments, then we write Args + for {A | there exists an
argument in Args that attacks A}. We say that a set of arguments Args is conflict-free iff Args ∩Args + = ∅.
We say that a set of arguments Args defends an argument A iff each argument that attacks A is attacked by
an argument in Args.
Definition 3. Let hL, R, A,¯i be an ABA framework, and let Ar be the associated set of arguments. We say
that Args ⊆ Ar is:
• a complete argument extension iff Args is conflict-free and Args = {A ∈ Ar | Args defends A}
• a grounded argument extension iff it is the minimal complete argument extension
• a preferred argument extension iff it is a maximal complete argument extension
• a semi-stable argument extension iff it is a complete argument extension where
Args ∪ Args + is maximal among all complete argument extensions
• a stable argument extension iff it is a complete argument extension where
Args ∪ Args + = Ar
• an ideal argument extension iff it is the maximal complete argument extension that is contained in
each preferred argument extension
• an eager argument extension iff it is the maximal complete argument extension that is contained in
each semi-stable argument extension
It should be noticed that the grounded argument extension is unique, just like the ideal argument extension and the eager argument extension are unique [4]. Also, every stable argument extension is a semi-stable
argument extension, and every semi-stable argument extension is a preferred argument extension [3]. Furthermore, if there exists at least one stable argument extension, then every semi-stable argument extension
is a stable argument extension [3]. It also holds that the grounded argument extension is a subset of the ideal
argument extension, which in its turn is a subset of the eager argument extension [4].
The next step is to describe the various ABA semantics. These are defined not in terms of sets of arguments (as is the case for abstract argumentation) but in terms of sets of assumptions. A set of assumptions

26

BNAIC 2013

FULL PAPERS (A)

Asms 1 is said to attack an assumption α iff Asms 1 enables the construction of an argument for conclusion
α. A set of assumptions Asms 1 is said to attack a set of assumptions Asms 2 iff Asms 1 attacks some assumption α ∈ Asms 2 . Also, if Asms is a set of assumptions, then we write Asms + for {α ∈ A | Asms
attacks α}. We say that a set of assumptions Asms is conflict-free iff Asms ∩ Asms + = ∅. We say that a
set of assumptions defends an assumption α iff each set of assumptions that attacks α is attacked by Asms.
Apart from the ABA-semantics defined in [8], we also define semi-stable and eager semantics in the
context of ABA.1
Definition 4. Let hL, R, A,¯i be an ABA framework, and let Asms ⊆ A. We say that Asms is:
• a complete assumption extension iff Asms ∩ Asms + = ∅ and Asms = {α | Asms defends α}
• a grounded assumption extension iff it is the minimal complete assumption extension
• a preferred assumption extension iff it is a maximal complete assumption extension
• a semi-stable assumption extension iff it is a complete assumption extension where
Asms ∪ Asms + is maximal among all complete assumption extensions
• a stable assumption extension iff it is a complete assumption extension where
Asms ∪ Asms + = A
• an ideal assumption extension iff it is the maximal complete assumption extension that is contained in
each preferred assumption extension
• an eager assumption extension iff it is the maximal complete assumption extension that is contained
in each semi-stable assumption extension
It should be noticed that the grounded assumption extension is unique, just like the ideal assumption
extension and the eager assumption extension are unique. Also, every stable assumption extension is a
semi-stable assumption extension, and every semi-stable assumption extension is a preferred assumption
extension. Furthermore, if there exists at least one stable assumption extension, then every semi-stable
assumption extension is a stable assumption extension. It also holds that the grounded assumption extension
is a subset of the ideal assumption extension, which in its turn is a subset of the eager assumption extension.
Formal proofs are provided in the [7]. For now, we observe that in the context of ABA, semi-stable and
eager semantics are well-defined and have properties that are similar to their abstract argumentation variants
(as described in [3, 4]).

3 Equivalence and Inequivalence
As can be observed from Definition 4 and Definition 3, the way assumption-based argumentation works is
very similar to the way abstract argumentation works. In fact, there is a clear correspondence between these
approaches, that allows one to convert ABA-extensions to abstract argumentation extensions, and vice versa.
Definition 5. Let hL, R, A,¯i be an ABA framework, and let Ar be the set of all arguments that can be
constructed using this ABA framework.
• We define Asms2Args : 2A → 2Ar to be a function such that Asms2Args(Asms) = {A ∈ Ar | A
can be constructed based on Asms}
• We define Args2Asms : 2Ar → 2A to be a function such that Args2Asms(Args) = {α ∈ A | α is an
assumption occurring in an A ∈ Args}
Theorem 6 ([8]). Let hL, R, A,¯i be an ABA framework, and let Ar be the set of all arguments that can be
constructed using this ABA framework.
1. If Asms ⊆ A is a complete assumption extension, then Asms2Args(Asms) is a complete argument
extension, and if Args ⊆ Ar is a complete argument extension, then Args2Asms(Args) is a complete
assumption extension.
1 Please notice that our definitions are slightly different from the ones in [8] (as we define all semantics in terms of complete
extensions) but equivalence is proved in [7].
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2. If Asms ⊆ A is the grounded assumption extension, then Asms2Args(Asms) is the grounded argument extension, and if Args ⊆ Ar is the grounded argument extension, then Args2Asms(Args) is the
grounded assumption extension.
3. If Asms ⊆ A is a preferred assumption extension, then Asms2Args(Asms) is a preferred argument
extension, and if Args ⊆ Ar is a preferred argument extension, then Args2Asms(Args) is a preferred
assumption extension.
4. If Asms ⊆ A is the ideal assumption extension, then Asms2Args(Asms) is the ideal argument
extension, and if Args ⊆ Ar is the ideal argument extension, then Args2Asms(Args) is the ideal
assumption extension.
5. If Asms ⊆ A is a stable assumption extension, then Asms2Args(Asms) is a stable argument extension, and if Args ⊆ Ar is a stable argument extension, then Args2Asms(Args) is a stable assumption
extension.
Proof. Points 2 and 4 have been proved in [8], and point 5 has been proved in [17, Theorem 1],2 so we only
need to prove points 1 and 3.
1, first conjunct: Let Asms ⊆ A be a complete assumption extension and let Args= Asms2Args(Asms).
The fact that Asms is conflict-free (that is Asms ∩ Asms + = ∅) means one cannot construct an
argument based on Asms that attacks any assumption in Asms.3 Therefore, one cannot construct an
argument based on Asms that attacks any argument based on Asms. Hence, Args is conflict-free
(that is, Args ∩ Args + = ∅).
The fact that Asms defends itself means that Asms defends each assumption in Asms. Hence, Asms
defends each argument based on Asms (each argument in Args). That is, Args defends itself.
The fact that each assumption defended by Asms is in Asms means that each argument whose assumptions are defended by Asms is in Args. Hence, each argument defended by Args is in Args.
Altogether, we have observed that Args is conflict-free and contains precisely the arguments it defends. That is, Args is a complete argument extension.
1, second conjunct: Let Args ⊆ Ar be a complete argument extension and let Asms = Args2Asms(Args).
Suppose Asms is not conflict-free. Then it is possible to construct an argument based on Asms (say
A) whose conclusion is the contrary of an assumption in Asms. A cannot be an element of Args
(otherwise Args would not be conflict-free). From the thus obtained fact that A 6∈ Args, together
with the fact that Args is a complete argument extension, it follows that Args does not defend A. But
this is impossible, because Args does defend all assumptions in A. Contradiction. Therefore, Asms
is conflict-free.
The fact that Args defends itself means that every A ∈ Args is defended by Args, which implies that
every assumption occurring in Args is defended by Args, so every α ∈ Asms is defended by Asms.
Hence, Asms defends itself.
The final thing to be shown is that Asms contains every assumption it defends. Suppose Asms defends α ∈ A. This means that for each argument B with conclusion α, Asms enables the construction
of an argument C that attacks B. The fact that all assumptions in C are found in arguments from Args
means that C is defended by Args (this is because Args defends all its arguments). The fact that Args
is a complete argument extension then implies that C ∈ Args. This means that Args defends the argument (say, A) consisting of the single assumption α. Hence, A ∈ Args, so α ∈ Asms.
Altogether, we have observed that Asms is conflict-free and contains precisely the assumptions it
defends. That is, Asms is a complete assumption extension.
3, first conjunct: Let Asms ⊆ A be a preferred assumption extension and let Args = Asms2Args(Asms).
From point 1, it then follows that Args is a complete assumption extension. Suppose, towards a
contradiction, that Args is not a maximal complete argument extension. Then there exists a complete
argument extension Args ′ ) Args. Let Asms ′ = Args2Asms(Args ′ ). It then holds that Asms ′ )
2 Please

note that our definition of ideal and stable semantics is slightly different than in [8, 17] but equivalence is proven in [7].
abuse terminology a bit and say that argument A attacks assumption α iff the conclusion of A is α. Similarly, we say that a set
of assumptions Asms defends an argument A iff it defends each assumption in A, and we say that a set of arguments Args defends
an assumption α iff for each argument B with conclusion α, there is an argument C ∈ Args that attacks B.
3 We
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Asms. Moreover, from point 1 it follows that Asms is a complete assumption extension. But this
would mean that Asms is not a maximal complete assumption extension. Contradiction.
3, second conjunct: Let Args ⊆ Ar be a complete argument extension and let Asms = Args2Asms(Args).
From point 1, it then follows that Asms is a complete assumption extension. Suppose, towards a
contradiction, that Asms is not a maximal complete assumption extension. Then there exists a complete assumption extension Asms ′ ) Asms. Let Args ′ = Asms2Args(Asms ′ ). It then holds that
Args ′ ) Args. Moreover, from point 1 it follows that Args ′ is a complete argument extension. But
this would mean that Args is not a maximal complete argument extension. Contradiction.
Proposition 1. When restricted to complete assumption extensions and complete argument extensions, the
functions Asms2Args and Args2Asms become bijections and each other’s inverses.
Proof. Let Asms be a complete assumption extension and let Args be a complete argument extension. It
suffices to prove that Args2Asms(Asms2Args(Asms)) = Asms and that Asms2Args(Args2Asms(Args)) =
Args.
1. Suppose α ∈ Asms. Then there exists an argument in A ∈ Asms2Args(Asms) consisting of a single
assumption α. Therefore, α ∈ Args2Asms(Asms2Args(Asms)).
2. Suppose α 6∈ Asms (assume without loss of generality that α ∈ A). Then there exists no argument
in Asms2Args(Asms) that contains α. Therefore, α 6∈ Args2Asms (Asms2Args(Asms)).
3. Suppose A ∈ Args. Then all assumptions used in A will be in Args2Asms(Args). This means that
A can be constructed based on Args2Asms(Args). Therefore, A ∈ Asms2Args(Args2Asms(Args)).
4. Suppose A 6∈ Args (assume without loss of generality that A ∈ Ar ). The fact that Args is a
complete argument extension implies that A is not defended by Args. Therefore, there exists an
argument B ∈ Ar that attacks A, such that Args contains no C that attacks B. Assume, without loss of generality, that B attacks A by having a conclusion β, where β is an assumption used
in A. Then Args cannot contain any argument that uses assumption β (otherwise, this argument
would not be defended against B, so Args would not be a complete arguments extension). Therefore, β 6∈ Args2Asms(Args). This means that A cannot be constructed based on Args2Asms(Args).
Therefore, A 6∈ Asms2Args(Args2Asms(Args))
From Proposition 1, together with Theorem 6 and the fact that each preferred, grounded, stable, or ideal
extension is also a complete extension, it follows that under complete, grounded, preferred, stable or ideal
semantics, argument extensions and assumption extensions are one-to-one related.
The above results might cause one to believe that similar observations can also be made for other semantics. Unfortunately, this is not always the case.
Theorem 7. Let hL, R, A,¯i be an ABA framework, and let Ar be the set of all arguments that can be
constructed using this ABA framework.
1. It is not the case that if Asms ⊆ A is a semi-stable assumption extension, then
Asms2Args(Asms) is a semi-stable argument extension, and it is not the case that if Args ⊆ Ar is a
semi-stable argument extension, then Args2Asms(Args) is a semi-stable assumption extension.
2. It is not the case that if Asms ⊆ A is an eager assumption extension, then
Asms2Args(Asms) is an eager argument extension, and it is not the case that if Args ⊆ Ar is an
eager argument extension, then Args2Asms(Args) is an eager assumption extension.
Proof. Let Fex1 = hL, R, A,¯i be an ABA framework with L = {a, b, c, e, α, β, γ, ǫ}, A = {α, β, γ, ǫ},
α = a, β = b, γ = c, ǫ = e and R = {r1 , r2 , r3 , r4 , r5 } as follows:
r1 : c ← γ

r2 : a ← β

r3 : b ← α

r4 : c ← γ, α

The following arguments can be constructed from this ABA framework.
• A1 , using the single rule r1 , with conclusion c and supported by {γ}
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• A2 , using the single rule r2 , with conclusion a and supported by {β}
• A3 , using the single rule r3 , with conclusion b and supported by {α}
• A4 , using the single rule r4 , with conclusion c and supported by {γ, α}
• A5 , using the single rule r5 , with conclusion e and supported by {ǫ, β}
• Aα , Aβ , Aγ and Aǫ , consisting of a single assumption α, β, γ and ǫ, respectively.
These arguments, as well as their attack relation, are shown in Figure 1.
Aγ

Aα

A2

A4

A1

Aβ

A3

A5

Aǫ

Figure 1: The argumentation framework AFex1 associated with ABA framework Fex1 .
The complete argument extensions of AFex1 are Args 1 = ∅, Args 2 = {A2 , Aβ }, and Args 3 =
{A3 , Aα , Aǫ }. The associated complete assumption extensions of Fex1 are Asms 1 = ∅, Asms 2 = {β},
and Asms 3 = {α, ǫ}. Notice that, as one would expect, Args 1 = Asms2Args(Asms 1 ), Args 2 =
Asms2Args(Asms 2 ) and Args 3 = Asms2Args(Asms 3 ), as well as Asms 1 = Args2Asms(Args 1 ), Asms 2 =
Args2Asms(Args 2 ) and Asms 3 = Args2Asms(Args 3 ).
+
+
It holds that Args 1 ∪ Args +
1 = ∅, Args 2 ∪ Args 2 = {A2 , A3 , A4 , Aα , Aβ } and Args 3 ∪ Args 3 =
+
+
{A2 , A3 , A5 , Aα , Aβ , Aǫ }, as well as Asms 1 ∪ Asms 1 = ∅, Asms 2 ∪ Asms 2 = {α, β} and Asms 3 ∪
Asms +
3 = {α, β, ǫ}. Hence, Args 2 and Args 3 are semi-stable argument extensions, whereas only Asms 3 is
a semi-stable assumption extension. We thus have a counterexample against the claim that if Args (Args 2 )
is a semi-stable argument extension, Asms = Args2Asms(Args) (Asms 2 ) is a semi-stable assumption
extension.
We also observe that the eager argument extension is Args 1 whereas the eager assumption extension is
Asms 3 . Hence, we have a counterexample against the claim that if Args is an eager argument extension
then Asms = Args2Asms(Args) is an eager assumption extension, as well as against the claim that is
Asms is an eager assumption extension then Args = Asms2Args(Asms) is an eager argument extension.
The only thing left to be shown is that if Asms is a semi-stable assumption extension, then Args =
Asms2Args(Asms) is not necessarily a semi-stable argument extension. For this, we slightly alter the ABA
framework Fex1 by removing rule r5 and the assumption ǫ (call the resulting ABA framework Fex2 ). Thus
the arguments A5 and Aǫ no longer exists and hence Args 3 = {A3 , Aα }. As now Args 3 ∪ Args +
3 =
{A2 , A3 , Aα , Aβ } is a proper subset of Args 2 ∪ Args +
the
set
Args
is
no
longer
semi-stable.
On
the
other
3
2
side both Asms 2 = {β}, and Asms 3 = {α} are semi-stable assumption extensions.

4 Discussion
The connection between assumption-based argumentation and abstract argumentation has received quite
some attention in the literature. Dung et al., for instance, claim that “ABA is an instance of abstract argumentation (AA), and consequently it inherits its various notions of ‘acceptable’ sets of arguments” [9].
Similarly, Toni claims that “ABA can be seen as an instance of AA, and (...) AA is an instance of ABA” [17].
While we agree that this holds for some of the admissibility-based semantics (like preferred and grounded),
we have pointed out in the current paper that this certainly does not hold for all admissibility-based semantics (semi-stable and eager). One could argue that claims like those above are perhaps a bit too general.
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Aγ

Aα

A2

Aβ

A3

A4

A1

Figure 2: The argumentation framework AFex2 associated with ABA framework Fex2 .
Prakken claims that “assumption-based argumentation (ABA) is a special case of the present framework
[ASPIC+] with only strict inference rules, only assumption-type premises and no preferences.” [15]. This
claim is later repeated in the work of Modgil and Prakken, who state that “A well-known and established
framework is that of assumption-based argumentation (ABA) [2], which (...) is shown (in [15])) to be a
special case of the ASPIC+ framework in which arguments are built from assumption premises and strict
inference rules only and in which all arguments are equally strong” [14]. However, we observe that the
argumentation frameworks of Figure 1 and Figure 2 are counterexamples against this claim, in the context
of semi-stable and eager semantics. These semantics, being admissibility-based, should work perfectly fine
in the context of ASPIC+ (the rationality postulates of [5] would be satisfied). Nevertheless, correspondence
with ABA does not hold.
A possible criticism against our counter example of Figure 1 is that it uses a rule (r4 ) that is subsumed
by another rule (r1 ). This raises the quesion of whether counter examples still exist when no rule subsumes
another rule. Our answer is affirmative: simply add an assumption δ and an atom d such that δ = d,
replace r1 by c ← γ, δ and add another rule (r6 ) d ← δ. For the resulting ABA theory, the semi-stable
assumption extensions still do not correspond to the semi-stable argument extensions. Hence, the difference
between ABA semi-stable (resp. ABA eager) and AA semi-stable (resp. AA eager) can be seen as a general
phenomenon, that does not depend on whether some rules are subsumed by others.
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Abstract

Planning in cooperative multiagent systems can be neatly formalized using Multi-Agent MDPs, but solving these models is computationally costly. This paper introduces a sub-class of problems called spatial
task allocation problems (SPATAPS) that model problems in which a team of agents has to service a
dynamically changing set of tasks that is spatially distributed in the environment. We propose to tackle
SPATAPS using online, distributed planning by combining subjective agent approximations with restriction of attention to current tasks in the world. An empirical evaluation shows that the combination of both
strategies allows to scale to very large problems, while providing near-optimal solutions.

1

Introduction

Sequential decision making in cooperative multiagent systems (MASs) is an active area of research. To deal
with uncertain outcomes of actions (e.g., due to wheel slip), researchers have extended Markov decision
processes (MDP) [12] to the multiagent case resulting in multiagent MDPs (MMDPs) [2]. However, even
though solving an MDP can be done in polynomial time, the MMDP suffers from the fact that its state
and action spaces are huge - the number of joint actions is exponential in the number of agents, and the
number of states is exponential in the number of state variables or factors- rendering classical solution
methods impractical for the most interesting problems. To overcome these barriers, we identify an sub-class
of MMDPs that we refer to as Spatial Task Allocation Problems (SPATAPS), and we develop a number of
on-line planning approximations that are tailored to exploit the characteristics of these problems.
In particular, SPATAPS describe settings in which a team of agents needs to service a set of tasks that
are spatially distributed in an environment. Each task can be performed by one or more agents, and new
tasks can appear in the world due to exogenous events outside of the agents’ control. Since there are nearly
no restrictions on the sort of tasks, SPATAPS provide a very powerful and general model. A direct result is
that, even though SPATAPS are a special case of (factored) MMDPs, they are not a special case that is easier
to solve optimally in general. However, as we demonstrate in this paper, it is possible to exploit the key
characteristics of SPATAPS—independence of agent movement and the locality of tasks—approximately
during online planning. In particular, we propose two approximation strategies that are particularly suitable
for these problems.
First, we introduce phase-myopic approximation, which restrict planning effort to the current ‘task
phase’: the set of currently active tasks. Second, the combination of the high degree of independence of
agents and spatial distribution of agents and tasks make SPATAPS ideal candidates for distributed online
planning via subjective or self-absorbed approximations. We investigate such approximations for settings
with negative interactions in which each task can be serviced by a single agent. In such tasks, it makes sense
to discount the future value achievable from tasks that are likely to be serviced by other agents. Such approximate empathic reasoning was recently exploited in the context of multi-robot exploration [10] by making
use of a modification of distributed value functions [13] henceforth referred to as MDVF. We introduce a
simplification of this algorithm that we refer to as empathy by fixed weight discounting (E-FWD).
1
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(b) corridor world

(c) office world

Figure 1: Three SPATAP environments.
While phase-myopic approximations and subjective approximations each bring improvements in planning efficiency, these are not enough to make the planning problem tractable. A crucial contribution of our
approach is therefore the combination of these techniques, which forms the basis of an approximate online
planning technique without any exponential dependence on the number of agents or number of state factors.
The empirical evaluation shows that these techniques yield near-optimal solutions and is highly scalable,
while outperforming the state-of-the-art.

2

Spatial Task Allocation Problems

The problems we consider in this paper describe a set of spatially distributed tasks that a team of agents
needs to solve. As a running example, we consider a dirt cleaning scenario where cleaning robots cooperate
to address dirt-removal tasks that are spatially distributed in the environment (see Figure 1). A key characteristic of such problems is that the outcome of an action is uncertain (cleaning the dirt may fail with some
probability), and new tasks can appear due to unforeseen exogenous events (e.g., a human spilling some
dirt). As such, SPATAPS can be seen as a special case of MMDP:
Definition 1. A multiagent Markov decision process (MMDP) is defined as a tuple hD,S,A,P,Ri, where
D = {1, . . . ,n} is the set of n agents, S a finite set of states s of the environment, A = A1 × · · · × An the
set of joint actions a = ha1 , . . . ,an i, T the transition probability function specifying P (s0 |s,a), and R(s,a)
the immediate reward function.
An MMDP is called factored if its state space is spanned by a set of state variables. Note that an MMDP
is significantly different from a Dec-MDP [1], since agents in an MMDP can observe the (global) state. A
(joint) policy in an MMDP π : S → A maps states s to joint actions a, and is equivalent to a tuple of
individual policies πi : S → Ai . The Q-value of (s,a) under policy π is defined as the expected sum of
rewards when executing a in s and following π afterwards. In this paper we will consider (undiscounted)
h-stage look-ahead planning, i.e., constructing a plan that specifies actions from ‘now’, t = 0, to stage
t = h − 1. For this setting, the value function for each stage t equals V t (s) = maxa Qt (s,a), where
X
Qt (s,a) = R(s,a) +
Pr(s0 |s,a)V t+1 (s0 ).
(2.1)
s0

The optimal policy π ∗ and corresponding optimal value functions Qt , maximize the expected reward for
every (s,a). Solving MMDPs can be done in a similar fashion as (single-agent) MDPs [12]. However, since
the number of joint actions is exponential in the number of agents and the number of states is exponential in
the number of factors (itself usually dependent on the number of agents), this is intractable in practice.
SPATAPS are sub-class of MMDPs with some additional structure. Underlying a SPATAP is a map
that specifies the potential task locations L and that defines AM , the set of movement actions. E.g.,
for the “dirt cleaning” example, all agents are homogeneous and share a common (movement) action
space AM = {N,E,S,W,Stay}. There further exists a task structure, defined by a set of task types
T = T0 ,T1 , . . . ,T|T | . Each type Tk has an associated set of task states Tk that indicate the status of
the task. In our running example, T1 could have states T1 = {very dirty, dirty, nearly clean}. T0Srefers to
a special type indicating there is no task and only has one state T0 = {CLEAR}. We use T = k Tk to
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Table 1: Sizes of the state and actions spaces of the considered models. A∗ denotes the largest individual
action set. Planning times are a polynomial function of these quantities.
state space
|D|

MMDP
S-MDP
Phase-MMDP
SP-MDP
k-SP-MDP

action space
|L|

|A∗ ||D|
|A∗ |
|A∗ ||D|
|A∗ |
|A∗ |

|L|
· |T|
|L| · |T||L|
|L||D| · |T||pL|
|L| · |T||pL|
|L| · |T|k

denote the set of all task states. Each task type Tk may optionally be associated with one (or more) particular
action aTk to perform that task.1 Each agent i can perform movement and task actions.
These SPATAP-specific components can now be used to define the induced MMDP. Agents and their
actions are unchanged. A state is a tuple s = hλ,τ i, where λ is the vector of locations (λi denotes the
location of agent i), and τ is the task status vector (τx denotes the task status at location x). The transition
function can be factored as
"
#"
#
Y
Y
0 0
T
0
M
0
P (λ ,τ |λ,τ,a) =
px (τx |τx ,λ,a)
pi (λi |λi ,ai )
(2.2)
x∈L

i∈D

where pT are task transition probabilities and pM are agent movement probabilities.2 The task transition
probabilities pT are assumed to be conditionally independent given the locations and actions of the agents
and encode the probability of progressing toward finishing the tasks, as well as exogenous events that spawn
new tasks (e.g., somebody spilling dirt).
The reward function is additively factored and is the sum of task rewards RT and movement costs RM :
R(s,a) =

"

X

x∈L

RxT (τx ,λ,a)

#

+

"

X
i

RiM (λi ,ai )

#

.

(2.3)

While the above lays out the general form of SPATAPS, such problems are, in general still very difficult
since the terms pTx and RxT are non-local, i.e., they depend on all the agents, also those far away from location
x. In order to gain more traction on the problem, we will assume that a task at a particular location x will
only be influenced by a subset of agents. This subset we call the locality scope L(x,τx ,λ,a) and depends on
the location x, the task type and state encoded by τx , and λ,a. For instance, in our example L(x,τx ,λ,a) for
a dirty location x, it will only contain those agents at x that perform the ‘clean’ action. In the remainder of
this paper, we will simply write aL for the action profile of agents in the locality scope. As such, we will
consider task transitions of the form pTx (τx0 |τx ,λL ,aL ). Similarly, we will assume that the task rewards can
be expressed as RxT (τx ,λL ,aL ).
We would hope that the special structure of SPATAPS might make them easier to solve. Unfortunately,
this is in general not the case:
Theorem 1. Optimally solving a SPATAP is MMDP-hard.
Proof Sketch. We reduce from the problem of solving an MMDP by creating a SPATAP with a single location and a single task. The task states correspond to the states of the MMDP and similarly can we derive pTx
and RxT from the transitions and reward of the MMDP. The optimal solution of this SPATAP is the optimal
solution of the MMDP.
This theorem illustrates that while the concept of tasks is very general and powerful, this comes at a
worst-case computational cost. Nevertheless, SPATAPS offer ample opportunities to exploit their specific
characteristics. In particular, in the following sections, we propose two types of approximation techniques
that each directly exploit problem structure.
1 For

some tasks it may not be necessary to explicitly perform a task action, e.g., in exploration just reaching a location is sufficient.
are independent, effectively assuming that lower-level path-planning will avoid collisions within the same location.

2 Movements
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Subjective Approximations

The first set of techniques by which we bring computational leverage to the (online) planning process are
subjective approximations, which aim to address the complexity that is introduced by the presence of multiple agents. They increase planning efficiency by distributed approximation: decomposing the larger problem
into a set of approximate smaller planning problems, one for each agent.
Self-absorbed Agent Approximation. The extreme case of subjective approximation is to plan for each
agent independently, assuming that it is the only agent present in the problem. We refer to this type of
approach as the ‘self-absorbed agent’ approximation. A self-absorbed agent i only models its own location
and thus has individual states si = hλi ,τ i. It also assumes that the transitions only depend on its own actions
"
#
Y
SA 0
T,SA 0
0
pi (si |si ,ai ) =
px
(τx |τx ,λi ,ai ) pM
i (λi |λi ,ai )
x∈L

RiSA (si ,ai )

=

"

X

RxT,SA (τx ,λi ,ai )

x∈L

#

+ RiM (λi ,ai ).

(3.1)

(τx0 |τx ,λi ,ai ) and RxT,SA (τx ,λi ,ai ) reIt may be difficult to map pTx (τx0 |τx ,λL ,aL ), RxT (τx ,λL ,aL ) to pT,SA
x
spectively. However, in many cases, it is possible to assume a default effect or default action for the other
agent (e.g., we can assume that there will be no other agent cleaning the same spot). Another approach is to
treat the agents as noise [6], e.g., by assuming some (e.g. uniform) distribution over λ−i ,a−i .
SA
Formally, we define a subjective MDP (S-MDP) for agent i as a tuple Ss ,Ai , pSA
, where Ss is
i , Ri
the subjective state space of states si = hλi ,τ i. Solving a S-MDP can be done with standard techniques,
yielding value functions ViSA,t (si ) and QSA,t
(si ,ai ), which directly follow from (2.1).
i
The S-MDP improves significantly over the MMDP formulation in terms of complexity (see Table 1). As
shown, there is no longer any exponential dependence on the number of agents in an S-MDP, which directly
means that it admits more efficient solutions. However, we expect that self-absorbed agent approximations
are insufficient in domains where agents need to perform a fair amount of coordination. Next, we propose a
number of approaches that do account for interactions between agents.
Empathy by Predicting other Agents’ Locations. The key idea that allows us to take into account interactions without falling back in the complexity of exponentially many joint actions is that, from the perspective of one agent, in order to compute a best-response it only needs to predict what tasks will be tackled
by the other agents. That is, it only cares about the aggregate effect of the actions of the rest of the team,
but not about which team member addresses which task in particular. In order to predict what tasks will be
addressed by the rest of the team, we use the predicted probability for agents being at a location as a proxy
for them addressing the task at that location.
In particular, from the perspective of an agent i, we want to be able to predict the location λtj of an
agent j, t-stages from now. That is, we want to compute the probability distribution Pr(λtj |s0 ) where s0 is
the full MMDP state ‘now’ (i.e., when the agent performs this prediction).
To compute these ‘presence mass’ distributions, one needs to assume particular behavior of the other
agents. One possibility, is to assume that other agents perform a random walk [10]. This assumption,
however, leads to uninformative uniform distributions over states when predicting further into the future.
To avoid this problem, we assume that the other agents use a self-absorbed model with quantile response
and take actions according to a Boltzmann policy using the self-absorbed agent approximation VSA , which
prevents this problem, as illustrated in Fig. 2 (middle). When there are multiple agents present, we can
accumulate the presence mass distributions and therefore do not need to take every single agent into account.
We use the accumulated presence mass distribution for the next model.
Empathy by Fixed Weight Discounting. The MDVF [10] approach is inspired by DVFs [13] and allows
agents to share their value function. This is achieved by using a different value function (namely VSA ) to
discount the values of future states. In the resulting formulation, however, MDVF agents do not share their
value functions. Instead, each agent computes VSA in parallel and uses it to discount the V M DV F values.
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Figure 2: Left: A sample state for a diamond shaped gridworld with two agents (A0 , A1 ) and two active task
locations and VSA for the current state. Middle: The presence mass of A1 from the viewpoint of A0 . Right:
The discounted value function VEF W D for A0 resulting for this configuration.
Realizing this, we propose a more straightforward approach: we do not discount using VSA , but just
use the next-stage value function. We refer to this simplification as empathy by fixed-weight discounting
(E-FWD). The resulting value function is given by

W D,t
QF
(si ,ai )
i

=R

SA

(si ,ai ) +

X
s0

p

SA

"

(s0i |si ,ai )



1 − fi

X
j6=i

Pr(st+1
j

=

s0i |s0 )



ViF W D,t+1 (s0i )

#

.

(3.2)

where RSA and pSA are the self-absorbed model components. (These are the same for all agents, and hence
we drop the subscript i to simplify notation). The last probability term is just the presence mass of an agent j
t+1
0
being at the location specified by s0i , i.e., Pr(st+1
= s0i |s0 ) = Pr(λt+1
the location specified
j
j |s ) with λj
0
by si . Finally, fi is a fixed weight that determines how much the value of a next state is discounted. We
follow [10] and set fi to max R(s,a)/ max V (s,a). An example illustrating this discounting is shown in
Fig. 2 (right).

4

Phase-Myopic Approximations

While subjective approximations reduce the complexity due to multiple agents, they do not sufficiently
reduce the complexity of the state space. To overcome the complexity of the state space, we propose a
different way of approaching the problem. Rather than seeing each location x ∈ L as a potential location for
a task that may appear or disappear, we focus only on the current ‘task phase’, i.e., the current set of tasks
(i.e., only on those locations x for which τx 6= CLEAR). By focusing only on these locations, the number
of task states induced is much smaller, allowing for big increases in planning efficiency.
Phase MMDPs. We formalize this idea by means of the so-called phase-MMDP, which, given a global
state s = hλ,τ i, can be defined as follows. A Phase-MMDP for state s, is an MMDP hD, Sp , A, P p , Rp i.
The considered task locations in this MMDP, however, are restricted to the set of pL = {x ∈ L | τx 6= CLEAR}
of phase task locations, i.e., the set of ‘active’ locations where there is a task). Thus, the state space Sp is
spanned by the set of joint locations L|D| and the set T|pL| of all possible task vectors for the active locations. We write pτ ∈ T|pL| for the restriction of τ to the locations in pL. A phase-MMDP state is a tuple
ps = hλ,pτ i. The transition (and reward) function follow from equation 2.2 (and 2.3) by restricting the
product (summation) to pL.
A phase-MMDP provides leverage by restricting the number of states compared to the regular MMDP
formulation. However, in the worst case, there are active tasks everywhere and there is no reduction. Also,
it does not address the large joint action space (see Table 1).
Subjective Phase MDPs. Realizing that subjective and phase-myopic approximations yield complementary gains, we propose to combine both approximations in a formalism that we refer to as subjective phase
MDP (SP-MDP). An SP-MDP for agent i is a subjective model, meaning that it includes only the actions
of agent i itself, moreover, it is a phase approximation, meaning that the states only include task states for
active tasks. Specifically, a local state is a tuple si = hλi , pτ i, where λi is the location of agent i and pτ
is the phase task vector. In an SP-MDP, the number of actions is the number of individual actions and the
number of states is potentially much smaller due to the phase-myopic assumption (see Table 1).
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world
world

SA

MDVF

EFWD

SPUDD

2x2
3x3

93.32%
94.73%

97.86%
96.83%

98.41%
97.24%

100%
100%

Line
Diamond
Corridors
4x4
6x6
Office

(a)

|L|
12
13
18
16
36
66

|S|

n
2
3
3
4
5
6

5.90e + 05
1.80e + 07
1.53e + 09
4.29e + 09
4.16e + 18
6.10e + 30

|A|

25
125
125
625
3125
15625

(b)

Table 2: (a) Relative values of the three approaches averaged across a set of randomly drawn starting states
and compared to the SPUDD optimum value function. (b) Larger dirt-world benchmarks.
kSP-MDPs. As mentioned, in the worst case there are many active tasks, which means that the number of
states will still be prohibitive. However, by the combination of subjective and phase-myopic approximations,
it is possible to exploit the problem structure even further. In particular, the subjective model of each agent
may make different approximations by exploiting what parts of the current state are relevant to that agent.
For instance, in the construction of the SP-MDP for an agent i, we can now make use of the location
of that agent, by restricting the state space of the SP-MDP to include only task locations for the k nearest
tasks. We refer to the resulting model as kSP-MDP. The number of states of the kSP-MDP is given by
|Sksp | = |L| · |T|k .
As is clear from Table 1, the kSP-MDP is the only model that is guaranteed not to have any exponential
complexities. Standard dynamic programming for a h-step lookahead MDP takes time O(h|S|2 |A|), and
thus is feasible for large problems when using the kSP-MDP model.

5

Experiments

Since, the approximations that we introduced are not bounded, we report the results of an empirical evaluation aimed at determining the solution quality afforded by these approximations. For this purpose, we
implemented a dirt-world simulator in Python in which agents plan online, in a distributed fashion, using the
kSP-MDP model. The movement transition probabilities pM
i are such that a movement can fail (the agent
remains at its previous location) with 10% probability. The task at location x is deterministically completed
if any agent i performs action ST AY at that location A task appears at a location x with probability 0.05
(but an agent staying at a location prevents task appearance). The team of agents receive reward +1 for every
clean location at every time step. We do not consider movement costs. Agents solve their individual kSPMDPs for (a maximum of) h = 20 steps lookahead, using regular dynamic programming. Unless reported
differently, we use k = 4.
In order to asses overall solution quality, we compare the approach with the global MMDP solution.
Note that the global MMDP, unlike the phase-MMDP approximation, considers all locations on the board
potential task locations, even currently ‘inactive’ ones. We use SPUDD [7], the state-of-the-art optimal
solver for factored MDPs, to provide the value of the optimal solution for horizon 10, and compare this
to the average value generated by 100 dirt-world simulations with online planning. Table 2a shows the
results for this comparison. SPUDD was only able to scale to 2x2 and 3x3 gridworlds with two and three
agents respectively. For these problems, the approximations perform very well; even the naive self-absorbed
approximation achieves over 93 % of optimal. The proposed simplification E-FWD even yields slightly
higher rewards than the more complex MDVF.
To examine the impact of restricting planning to only the k nearest tasks, we performed an experiment
in which we vary k, holding other parameters fixed. For this experiment, we used a “full” 4x4 gridworld, i.e.
dirt is present everywhere, with three agents that used the E-FWD algorithm to select their actions. Results
shown in Figure 3a, are averages over 100 runs of horizon 20 with 95% confidence intervals. Additionally
shown are the number of states for each k (the dashed line). The figure clearly shows that, although k = 1,3
perform poorly, there is no significant difference for k ≥ 4, which explains our choice of k = 4 for all the
other experiments.
Finally, we test the performance of our approximations on a number of larger test problems, listed in
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SA

1200

MDVF
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SA
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V in 10 3

190

max. #states

1500

1100

170
500
160

V

V

1000

1000

EFWD

2

900
800
700

150

MDVF

1

2

3

4

5

6

7

1

0

Line

Diamond

Corridors

4x4

6x6

Office

k

(a) varying k

(b) Different problem sizes

Figure 3: (a) Mean reward and number states for k-nearest task phase MDP with a 4x4 gridworld and three
agents while increasing k. (b) Mean reward for various gridworlds as presented in Table 2b.
Table 2b. The “Line” world is a straight line of 12 states, and the “Corridors” and “Office” world are shown
in Figure 1. These problems are too large to be solved optimally, e.g., office world has 6.10e + 30 states and
15625 actions as shown in Table 2b. In fact, few methods can deal with such large problem. The only other
approach that we found to offer the required scalability is the ‘partition organization’ [14]. The problem is
partitioned in (overlapping) regions and each agent is assigned to one region. This approach is well suited
for problems in which there is a straight forward partitioning, i.e. very symmetric worlds.We automatically
calculate the partitions by assigning each location to the closest agent. If there are multiple agents with the
same distances, the location is added to both partitions. We refer to this approach as “PART”. PART still
suffers from the fact that large regions lead to too large local problems, we addressed this by also restricting
to the k nearest tasks in these problems.
Each method is run for 100 steps and repeated 10 times with random initial positions for the agents,
while the world always being “full”. Figure 3b shows the mean total reward including the 95% confidence
intervals, i.e. non-overlapping error-bars mean statistically significant results. The self-absorbed approach
performs the worst for every setting. The simplifications of E-FWD do not lead to a loss: there is no
significant difference with MDVF and both have higher means and smaller variance than PART. Especially
in more complex worlds, i.e. the “Corridors” and the “Office”, the PART approach has a very high variance
due to the different partitioning for each run. E-FWD is more reliable because it does not depend on the
initial partitioning.
Additionally, we computed a theoretical (loose) upper bound, by assuming that at every stage, the expected number of tasks appears and all agents are able to clean every second time step (i.e., in one step each
agent uses a ‘teleport’ move they can reach the location of a next task, which is then serviced in the other
step). Clearly, this upper bound is a vast overestimation of the optimal value, since each time step new tasks
appear at random locations and agents need more than one step travel times to these tasks. However, the
proposed approximations yield rewards relatively close to this (unrealistic) upper bound. Generally over
90% of the upper bound is achieved in the smaller worlds up to 4x4, and about 75% in the 6x6 world and
about 70% in the “Office” world are achieved.

6

Related Work

In this work, we define approximate models which we can solve optimally. This should be contrasted
with efforts to approximately solve exact models (e.g. [8]). Combining such approaches (approximately
solving the approximate models) may lead to even further scalability, required for real-life problems. The
restrictions of the local problem of each agent to a subset of state factors is reminiscent of converting to a
Dec-MDP, but in fact fundamentally different, since the observation of the global state s is used to construct
the agents’ kSP-MDPs. Moreover, despite recent advances, e.g., [4], Dec-MDP solution methods do not
nearly scale to problems of the size considered here. While there have been other approximate methods
for solving MMDPs, these typically depend on pre-specifying the fixed, or context-dependent coordination
structure [9, 15]. For SPATAPS, however, fixed coordination structures are a poor choice and the number
of contexts to be considered is huge. To overcome the problem of pre-specifying interaction structures one
can try to learn them [11, 3], but the premise underlying these methods is that there are only few states in
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which the agents need to coordinate. In contrast, in SPATAPS, the agents need to coordinate what tasks they
service at all states. SPATAPS relate to resource allocation [16] (agents can be interpreted as resources that
are assigned to different tasks). We, however, allow reallocation at every time step and consider spatially
distributed tasks and travel times. Finally, the subjective approximations presented in this paper can be
interpreted as online planning for a special instance of a level 1 interactive POMDP [5]. In contrast to
standard interactive POMDP solution methods, however, we propose dedicated approximation algorithms
that exploit the characteristics of SPATAPS.

7

Conclusions & Future Work

This paper introduces SPATAPS, a general sub-class of MMDPs suitable for domains such as multi-robot
exploration. To combat the complexity of general MMDP algorithms, we propose to use phase-myopic and
subjective approximations, and combine both to yield an efficient online planning method for SPATAPS.
Current work investigates a theoretical understanding of these methods including which guarantees, i.e.
bounds, can be given for the proposed approaches. The transition of the dirt-world example to a real-world
application, as well as identifying methods for ‘positive interaction’ settings (e.g., there are joint tasks for
which two agents are required), and mixtures of negative and positive interactions are promising directions
for future work.
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Universitá di Torino, Italy
c
Utrecht University, Netherlands
Abstract

Execution of business processes often requires resources, the use of which is usually subject to constraints.
In this paper, we study the compliance of business processes with resource usage policies. To this end,
we relate the execution of a business process to its resource requirements in terms of resources consumed,
produced or blocked by tasks of the business process. Policies specifying constraints on resource usage
are specified in the form of obligations and the verification of whether a business process complies with a
given resource usage policy is formally studied.

1

Introduction

Workflows are used for modelling, designing, executing, monitoring and optimizing business processes.
Being essential parts of complex dynamic business environments, it is often necessary to annotate business
processes with the resources necessary for their execution. Since the resources that are available for the
execution of business processes are typically limited, there is a clear need to model the possible interactions
between business processes and resources, i.e. how the resources are used when the business process is
being executed, and whether the execution of the business process does not violate any resource constraints.
Previous works in literature have been mainly focused on study of the resource scheduling problem, i.e.
the allocation of resources to business processes under various constraints. In contrast, we study the problem
of formally verifying that a business process design model is consistent with a given set of resource usage
constraints. This is a design-time problem to formally prove that the execution of a business process, as
defined by its business process model, does not violate a given resource usage policy, specifying constraints
on the availability, consumption and production of system resources.
This paper introduces a general framework for the modelling of business processes and the specification
of their resource usage requirements. From the conceptual point of view, we enable modelling of the system’s business processes and resources, and the specification of how tasks of business processes influence
the system’s resources. In particular, business process tasks may interact with resources in one of the following ways: the execution of a task could lead to the production, consumption or blockage of resources.
The resource usage requirements are specified in the form of a usage policy defining constraints over the interaction between business processes and system resources. This is in contrast with other approaches where
business process constraints are expressed as meta-data of the business process model such as in [1]. The
formal verification of the compliance of a business process with a usage policy requires verifying that every
possible execution of the business process satisfies the policy constraints defined in the policy.
The remainder of the paper is structured as follows. Section 2 discusses related work. Section 3 presents
an overview of the resource usage compliance problem. Section 4 presents our approach to tackle the
problem of checking the compliance of a business process with a resource usage policy. Finally, Section 5
concludes and gives some future directions.
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Related Work

Resource models and resource usages in business processes and workflows have been studied in the literature. One representative of this research is the work of Lerner et al [4] where a meta-model allowing a
comprehensive specification of resources and their complex inter-relationships in processes and work-flows
is presented. The meta-model enables the specification of classes of resources, resource hierarchies and
resource instances (i.e. concrete resource objects). Resources may be annotated with attributes such as their
capacity, quality and availability. The authors also describe how their meta-model can be used by a resource
manager to allocate at runtime the resources needed for the execution of tasks. The focus of our work is
on the verification of business process model compliance with resource usage policies. In other words, our
work enables model validation given a set of resource usage constraints at design-time as opposed to the allocation of resources at runtime. Note that model validation at design-time could be the only way to ensure
the success of resource allocation at runtime. In this sense, our work is complementary to theirs.
Russell et al. [7] identify around 40 patterns of interactions between resources and workflows. These
patterns are mainly related to resource assignment to a task and division of workload between resources,
with a focus on human resources. The ability to support the identified patterns is used as criteria to compare
several work-flow management systems. In contrast, we focus on checking the compliance of a business
process with a set of resource usage constraints and not on modelling of the ways work-flows and their
resources interact.
A rich data model for workflow resources is introduced by Ouyang et al. in [5]. The model considers
consumable and non-consumable resources and allows the annotation of resources with information such
as their capacity. Their system allows the specification of some restrictions over resource usages such as
restrictions on the availability of resources in time. The main difference between our work and theirs is that
their focus is on modelling resources to enable the semi-automatic task/resource scheduling, whereas we
study the formal verification of business process compliance with constraints over resource usage.
Business process compliance is a research area that is getting more relevant because of the need to
ensure that business processes satisfy some necessary properties before their execution. However, The
current research [8] mainly focuses on regulatory compliance, i.e. compliance with respect to a set of
regulations specified using some normative language. The novelty of our approach is our focus on the study
of compliance with resource usage policies.
To conclude, although resource modeling and regulatory compliance have been studied in the literature,
to our knowledge, our work is the first introducing a formal model for checking the compliance of business
processes with resource usage policies.

3

Motivation & Overview

Companies’ architectures include various elements, among which are business processes describing the ways
using which a company pursues its business objectives, resource pools describing sets of available resources
in the company and policies describing regulations which the company has to follow while achieving its
business objectives. The success of a company requires that its business processes and its resource usage
requirements are compatible, i.e. that constraints specified on the usage of the company’s resources are
respected by the company’s business processes.
We model the aforementioned elements by considering the architecture presented in Figure 1. The
left side of Figure1 shows an abstract representation of this architecture whereas the right side gives a
concrete example. The architecture includes business processes (describing the ways a company conducts
its business) and resource models (describing the company’s resources). Resource usage specifies how the
execution of a business process affects resources of the system, i.e. whether a task execution produces,
consumes or blocks some resources. Finally, usage policies define regulations that the use of resources by
business processes should be compliant with.
Note that the decoupling of business and resource models offers more flexibility than the case of having
them tightly combined. For example, the models could be separately designed and updated. Also, business
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models could be linked with different resource models and their compatibility with respect to a given set of
resource usage constraints can be analysed.
Resources of
Dept_A

Resources of
Dept_B
Usage Policy of
Dept_B by Y

Resource
Models

role1

money

role1

...
Usage
Policies

role2
Usage Policy of
Dept_A by Y

...

Resource
Usage

Business
Models

buy
letters

write
letters

buy
paper

Business
Process X
Model

print
copies

Business
Process Y
Example

Figure 1: Exemplary Company Architecture: composed of a set of business processes, resource models
(execution environments), resource usage models describing the use of resources by business processes and
usage policies specifying constraints on the resource usage.

Running Example To present and explain the concepts introduced, we consider an example of a business
process describing the required tasks for a family to send Christmas postcards to their friends and family.
This example will be used throughout the paper to develop and illustrate our approach.
Example 1 (Christmas Letters) A family, composed of three people (the father, the mother and a young
boy), wants to send greeting letters before Christmas to their friends and relatives. In order to be able to do
so, the members of the family need to write greeting letters, buy the envelopes and send the greeting letters.

4

Resource Usage Compliance of Timed Business Processes

This section starts by introducing the modelling of temporal business processes and resources. Then, the
specification of resource usage policies and the verification of whether the use of resources by business
processes complies with the specified usage policies is presented.

4.1 Timed Business Process
In order to verify the compliance of a business process model with a set of usage constraints, such model
must fulfill some requirements. To faithfully model resources usage, a business process needs to include the
notion of time in order to specify with a finer granularity when a resource is being used. Moreover it is also
necessary to specify how tasks of the business process interact with resources.
A business process is a structure representing the possible ways of achieving a business objective. Business processes are composed of a set of tasks that should be executed in an order specified by the business
process model. A task represents an atomic activity which execution helps towards the achievement of the
business goal associated to the business process containing it. In the present paper, we consider timed business processes. Therefore, we associate with each task in the business process a time interval representing
the possible minimum and the maximum amount of time required to execute it.
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Definition 1 (Task) A task t = h`, ρi is a tuple, where ` is the label of the task, ρ is a time interval of the
form [min, max] where min and max are positive natural numbers including zero.
In the following, we use the notations t.l to refer to the label and t.ρ.min and t.ρ.max to refer to the
minimum and maximum execution time of a task t = h`, ρi.
Example 1 may include the following tasks:
• Buying the envelopes: The father (or the mother) should go to buy the envelopes from the nearest
post-office. This task is defined as follows: hbuy envelopes, [15, 20]i.
• Writing letters for relatives: The father (or the mother) should write letters for their relatives with the
help of their son. This task is defined as follows: hwrite relatives letters, [8, 10]i.
• Writing letters for close friends: The father (or the mother) should write letters for their close friends.
This task is defined as follows: hwrite close friends letters, [7, 9]i.
• Writing letters for friends: The father (or the mother) should write letters for their friends with the
help of their son. This task is defined as follows: hwrite friends letters, [6, 8]i.
• Sending the letters: The father (or the mother) should send the letters. This task is defined as follows:
hsend , [13, 15]i.
Definition 2 (Process Block) Let T be the set of all tasks. A process block B is inductively defined as
follows:
• ∀t ∈ T , t is a process block.
• Let B1 , . . . , Bn be process blocks:
– A sequence block: SEQ(B1 , . . . , Bn ) is a process block.
– An XOR block: XOR(B1 , . . . , Bn ) is a process block.
– An AND block: AND(B1 , . . . , Bn ) is a process block.
Definition 3 (Structured Process Model) A structured process P is a sequence block SEQ(start, B, end),
where start and end are two pseudo tasks, {start, end} ∩ T = ∅. Those pseudo-tasks are used to identify
the beginning of a structured process model and its ending.

buy
envelopes
[15,20]

write
friends
[6,8]

write
relatives
[8,10]

[2]

send
letters
[15,20]

write
close friends
[7,9]

(a) Business Process 2: write to relatives after writing to friends

Figure 4.1 shows a business process that could be considered for the achievement of the goal to send the
greeting cards. This process could be textually represented as follows:
SEQ(start, buy envelopes, AND(write close friends letters, write friends letters),
write relatives letters, send letters, end)
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In some cases, it can be useful to allow specifying that a task does not necessarily start after the execution
of its preceding task and may start after some delay as shown in the example where a delay of two time units
is specified before the task send letters. We handle a delay [d] relative to the execution of a task t by
considering it as a dummy task hdummyt , [0, d]i that precedes t. Note that we omitted the time interval of
each task in the textual representation of the process models for the sake of simplicity.
For timed business process models, we define the possible traces. A trace is a set representing the
business process tasks and their absolute start and end time points, e.g. hsend envelopes, [17, 19]i means
that the task send envelopes started at time point 17 and ended at time point 19. Valid traces of a structured
business process is defined as follows.
Definition 4 (Traces of a Timed Process Block) Let B be a process block. A valid trace τ of B given an
initial time point t0 , between t0 and some end time point te , is defined as follows. Such a trace is said to be
[t ,t ]
of length te − t0 and is denoted by τB 0 e .
[t ,t ]

0 e
• If B = start then τstart
= {hstart, [t0 , te ]i} such that t0 = te = 0,

[t ,t ]

0 e
• If B = end then τend
= {hend, [t0 , te ]i} such that t0 = te ,

[t ,te ]

• If B ∈ T then τB 0

= {hB, [t0 , te ]i} such that B.ρ.min ≤ te ≤ t0 + B.ρ.max,
[t ,t ]

[t

0 e
• If B = SEQ(B1 , ...Bi , ..., Bn ) then τSEQ(B
= τB11s
1 ,...,Bn )

... ∪

[t ,t ]
τBnns ne

,t1e ]

[t

(i−1)s
∪ ... ∪ τBi−1

∪t(i−1)e ]

such that t1s = t0 , te = tne and tis = t(i−1)e for every 1 ≤ i ≤ n,
[t ,t ]

[t ,tie ]

0 e
• If B = XOR(B1 , ...Bi , ..., Bn ) then τXOR(B
= τBiis
1 ,...,Bn )
tis = t0 and te = tie ,

[t

,t ]

[t

,t1e ]

1s e
1s
• If B = AN D(B1 , ...Bi , ..., Bn ) then τAN
D(B1 ,...,Bn ) = τB1
Sn
that te = max( i=1 {tie }) and tis = t0 for every 1 ≤ i ≤ n.

[t ,tie ]

∪ τBiis

∪

for some 1 ≤ i ≤ n such that
[t ,tie ]

∪ ... ∪ τBiis

[t

∪ ... ∪ τBnns

,tne ]

such

According to the definition above, the following are some of the valid traces of the business process:
{hstart, [0, 0]i, hbuy envelopes, [0, 17]i, hwrite friends, [17, 25]i, hwrite close friends, [17, 24]i,

hwrite relatives, [25, 34]i, hsend letters, [36, 54]i}

(1)

hwrite relatives, [24, 33]i, hsend letters, [33, 52]i}

(2)

{hstart, [0, 0]i, hbuy envelopes, [0, 16]i, hwrite friends, [16, 22]i, hwrite close friends, [16, 24]i,

4.2 Modeling Resources and Business Processes Resource Usage
The execution of a business process’ tasks requires resources. These resources are not necessarily independent and there could be complex relationships among them. In this paper however, we model them as a set
of independent resources since it does not directly affect our work. Executing the tasks of a business process
may affect the available resources in the three following ways: (1) the execution could produce some units
of some resource types, (2) it may consume some units of some resource types or (3) it could block some
units of some resource types from the start until the end of the task execution.
Definition 5 (Resource Model) A resource model is a set R where each element of the set represents a type
of resource available in the model.
Definition 6 (Business Resource Usage Model) Let R be the resources of a resource model R and T the
set of tasks of a business process B. The usage model of R by B is a set of facts of the following relations:
• C ⊆ T × R × N: a fact C(t, r, n) means that a task t consumes n units of resource r.
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• P ⊆ T × R × N: a fact P (t, r, n) means that a task t produces n units of resource r.
• B ⊆ T × R × N: a fact B(t, r, n) means that a task t blocks n units of resource r.
For example, we identify the set of resources involved in the Christmas Letters business process as follows:
{envelope, parent, child}
Notice that the resources parent and child are actually roles assigned to some agents. In the present paper
we use roles to determine the capabilities of an agent to accomplish the execution of a specific activity.
The usage of these resources by tasks of Christmas Letters business process may be defined as follows:
{ B(buy letters, parent, 1), P (buy letters, envelope, 20),
B(write relatives, parent, 1), C(write relatives, envelope, 5), B(write relatives, child, 1),
B(write close friends, parent, 1), C(write close friends, envelope, 5),
B(write friends, parent, 1), C(write friends, envelope, 10), B(write relatives, child, 1),
B(send letters, parent, 1) }
In order to study compliance of the execution of a business process with respect to a usage policy, we
consider business process executions as follows. An execution is a trace composed of a sequence of states
where each state is the representation of the business process execution state and the resource state at a time
point. The execution state reflects the tasks being executed at the current time point whereas the resource
state reflects the number of units produced, consumed and blocked by the business process up until the
current time point. Thus, a state is represented as σ/δ where σ is the execution state and δ the resource state.
Definition 7 (Business Process Resource Usage Executions) Let τ be a valid trace of a business process
B of length n and MU the usage model of some resource model R by B. The execution trace corresponding
to τ is a sequence of states σs /δs , σ0 /δ0 , ..., σi /δi , ..., σn /δn , σe /δe where σi represent the business process
execution state and δi represent the resource usage state. An execution trace is defined as follows:
• σs = {start}, σe = {end} and for every 0 ≤ i ≤ n,
– if ht, [s, e]i ∈ τ and s = i, then start(t) ∈ σi
– if ht, [s, e]i ∈ τ and e = i, then end(t) ∈ σi

– if ht, [s, e]i ∈ τ and s < i < e, then exec(t) ∈ σi
• δs = {c(Ri , 0), b(Ri , 0), p(Ri , 0)} for every resource Ri ∈ R (resources of R).
• for 0 ≤ i ≤ n, every resource state δi depends on the previous resource state δi−1 and the current
execution state σi as follows:
δi = (δi−1 ∪ Ei+ ) \ Ei− where Ei+ =
P|N |
{c(r, m + 1 N ) | N = {n | c(r, m) ∈ δi−1 , start(t) ∈ σi , C(t, r, n) ∈ MU }} ∪
P|N |
{p(r, m + 1 N ) | N = {n | p(r, m) ∈ δi−1 , end(t) ∈ σi , P (t, r, n) ∈ MU }} ∪
P|N |
P|L|
{b(r, m + 1 N − 1 L) | N = {n | b(r, m) ∈ δi−1 , start(t) ∈ σi , B(t, r, n) ∈ MU },
L = {n | b(r, m) ∈ δi−1 , end(t) ∈ σi , B(t, r, n) ∈ MU }}
Ei− =
{c(r, m) | c(r, m) ∈ δi−1 , start(t) ∈ σi , C(t, r, n) ∈ MU } ∪
{p(r, m) | p(r, m) ∈ δi−1 , end(t) ∈ σi , P (t, r, n) ∈ MU } ∪
{b(r, m) | (b(r, m) ∈ δi−1 , start(t) ∈ σi , B(t, r, n) ∈ MU ) or
(b(r, m) ∈ δi−1 , end(t) ∈ σi , B(t, r, n) ∈ MU )}
The executions of B are the set of execution traces corresponding to its set of valid traces.
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In the definition above, the resource state is updated according to which tasks start/end at the current
state. The function Ei+ determines the new set of updated facts that should be inserted in δi whereas Ei−
identifies the set of facts that should be removed from δi−1 . For example, the following is a simplified
representation of a part of the execution corresponding to the trace (3) to illustrate the evolution of the
execution and resource states in an execution trace.
{start}/{..., b(child, 0), p(envelope, 0), c(envelope, 0), b(parent, 0), ...},

{start(buy envelopes)}/{..., b(child, 0), p(envelope, 0), c(envelope, 0), b(parent, 1), ...}, ...,
{end(buy envelopes)}/{..., b(child, 0), p(envelope, 20), c(envelope, 0), b(parent, 1), ...},
{start(write f riends), start(write close f riends)}/

{..., b(child, 1), p(envelope, 20), c(envelope, 15), b(parent, 2), ...}, ...,

{end}/{..., b(child, 0), p(envelope, 20), c(envelope, 20), b(parent, 0), ...}.

In an execution trace, we assume that the consumption of a resource occurs at the start of the task and that
the production of resources occurs at the end of a task. Although these can be extreme assumptions, they
are the most reasonable given our interest in the study of business process compliance with resource usage
policies since these represent the worst cases with respect to resource usage.
Definition 8 (Formula Satisfaction) Let op be an operator from the following set {<, ≤, =, ≥, >}, let X
represent symbols from the set {c, p, b} and Y represent symbols from the set {start, end, exec}. The truth
of a formula f at a state σi /δi of an execution trace τ , denoted σi /δ i |=τ f , is defined as follows:
• σi /δi |=τ >

and

σi /δi 6|=τ ⊥.

• σi /δi |=τ X(r, v1 )

iff X(r, v1 ) ∈ δi , otherwise if X(r, v1 ) 6∈ δi ,

• σi /δi |=τ Y (t)

iff Y (t) ∈ σi ,

• σi /δi |=τ X(r, op, v1 )

iff

otherwise if Y (t) 6∈ σi ,

then σi /δi |=τ ¬X(r, v1 ).

then

σi /δi |=τ ¬Y (t).

σi /δi |=τ X(r, v2 ) and v2 op v1 is true.

• The truth of complex formulas, i.e. the conjunction, disjunction, etc are defined as usual.

4.3

Usage Policies & Compliance

We use a subset of Process Compliance Language (PCL) [2] to specify the usage policies. In general, a
PCL rule has the following form: Γ ⇒ O, where Γ represents the set of premises of the rule and O the
obligation enforced when the premises are satisfied. Let F be a propositional literal, PCL distinguishes two
types of obligations: achievement and maintenance. An achievement obligation, written Oa (F ), is satisfied
by an execution trace if it contains a state where F is verified. A maintenance obligation, written Om (F ),
is satisfied by an execution trace if each of its states verifies F .
The semantics of PCL are defined with respect to the satisfaction of propositional literals in the states of
execution traces. To reuse PCL and keep its semantics, we simply substitute the satisfaction of propositional
literals over execution traces by formula satisfaction as in Definition 8. For example, consider Example
1, we specify some policies on the usage of resources using maintenance and achievement obligations as
follows.
• > ⇒ Om (b(parent, ≤, 2))
• > ⇒ Oa (p(envelope, ≥, 20))
The first policy specifies that the amount of parents blocked at any moment should be less or equal to two.
The second rule specifies that more than twenty envelopes should be produced during the execution of the
business process. Notice that we used > as the set of premises to represent that these policies are active for
the whole duration of the business process.
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Compliance The compliance of a business process with a usage policy is defined as follows: A business
process is said to be fully compliant with a usage policy if none of its execution traces violates any of the
obligations specified in the usage policy, it is said to be partially compliant if at least one (but not all) of
its executions violates at least one of the obligations in the usage policy. The analysis of business process
compliance with a usage policy allows to identify the risks of failures due to non-compliance with resource
usage requirements.

5

Conclusion

In this paper, we study the modelling of resources and their usage requirements in timed BPMs. Our extension allows a high level specification of resources, how they are used by the tasks of a business process and
the specification of constraints over resource usage in the form of well-structured usage policies. The main
advantage of the approach is that it enables the validation of business processes at design-time and to ensure
that a business model is consistent with the resource usage requirements specified by the company.
This work can be extended in several ways. For example, we may investigate ways to improve the design
of a business process to guarantee satisfaction of usage constraints or, reciprocally, the relaxation of usage
constraints to make a business process compliant with the resource usage policy. We may also extend the
work by allowing more sophisticated resource models and resource usage policies. One further direction of
research is the study of runtime optimizations of resource allocation and scheduling and the improvement of
the computational properties of compliance verification.
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Abstract
In this paper we investigate the accuracy of user terminology models extracted from open online profiles.
In our project, user models are used for the profiling of knowledge workers in order to assist them with
information tasks such as email filtering and professional search. We created terminology models from
profiles on LinkedIn, Twitter and ArnetMiner (scientific publications) using a term scoring function based
on Kullback-Leibler Divergence. The resulting term profiles were evaluated by their owners. Overall, all
the models were of reasonable quality, scoring between 0.55 and 0.80 Average Precision. We analyzed the
overlap between the models, the subjects’ rating for specificity of the models and the distinction between
personal and professional interests. We experimented with the potential of the network context by adding
information from connected users to the model. However, this did not improve the quality of the model.
In future work, we plan to compare the user models created from online profiles with user models created
from local documents in their ability to improve personalized information filtering.

1

Introduction

Knowledge workers face enormous amounts of information every day, all with different levels of relevancy
to the current task the user is performing. The SWELL project1 aims to develop applications that assist
knowledge workers in their daily processes. Examples of applications are the automatic filtering of email
messages and the personalization of search results. In order to provide such tools to the user2 , a model of
the user’s interests, topics and expertise has to be created.
The construction of a user model either relies on implicit or explicit user information.This paper presents
the result of an exploratory study in which explicit and implicit online information is combined: We use
existing online profiles (explicit information) and information retrieved from the different networks these
online profiles are situated in (implicit information). This drastically reduces the information the user has
to supply in order to have a profile generated; only the unique identifier of the user on such a network has
to be provided. From online profiles, we extract user models in the form of lists of keywords (terms) that
represent the user’s online content. We formulate the following research question: What is the quality of the
user terminology models (in the form of lists of keywords) extracted from open online profiles?
In order to answer this question, we created user models using data from three different online networks:
Twitter, LinkedIn and ArnetMiner (scientific publications) and we asked the owners of the profiles to judge
the relevance and the specificity of the terms. We use these judgments as ground truth for the evaluation of
our method for constructing the models.
Because of the different nature of these networks, differences between the different user profiles for each
network are expected, for two reasons: First, users may represent different identities across these networks.
1 http://www.swell-project.net/
2 We

will use the term user and knowledge worker interchangeably in this paper
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An example of this is that a person might not expose a political preference in a professional setting, while
exposing this preference in a personal setting. This phenomenon was described by Clauß and Köhntopp [4]
as ‘partial identities’. Second, there is a big difference in the information that can be extracted from the three
networks. Twitter limits interactions to 140 characters per utterance. LinkedIn profiles typically provide
information that would be included in a CV, therefore including names of institutions and schools. Scientific
publications are relatively long documents, but may not be easily accessible due to licensing issues. In
addition, we expect the profiles to be rather sparse. In order to correct for this, we enrich the profiles with
data extracted from other nodes within the network. The inspiration for this was the work of Kostoff et
al. [6], who used abstracts of citing papers to create a model of the cited paper.
We formulate four sub questions that we will answer in this paper:
1.
2.
3.
4.

How much overlap is there between the models created from the different networks?
Does including information from adjacent nodes in the network produce better profiles?
How specific are the models created from the different networks?
To what extent can we distinguish professional from personal identities by modelling the user profiles
of one user?

2 Related Work
Information filtering is based on concepts, methods and techniques from different research areas [5]. In this
section, we will first describe earlier attempts to create user models from online profiles (Section 2.1) and
next we describe two papers about enriching user profiles through collaborative filtering (Section 2.2).

2.1 User modelling with online profiles
User modelling is a field of AI that is concerned with gathering information about a user and then using
that information to adapt a system to the user [10]. The goal of user modelling in our project is to filter
information (e-mails, search results) based on its relevance for the user. In this paper, we focus on the user’s
terminology: we extract user models in the form of lists of terms that represent the user’s online content.
Lops et al. [8] introduce a paper recommendation system, based on the ‘Specialties’, ‘Interests’, and
‘Groups and Associations’ data entities provided by LinkedIn profiles. Each term and user is then represented in a vector space. Vectors of adjacent users in the network are then added to the user’s vector. The
recommendation engine calculates the similarity between the user’s vector and the paper’s vector in order to
recommend the appropriate papers.
An almost similar approach was taken by Abel et al. [2], but instead of LinkedIn, Twitter data was used,
including the content of the URLs from the user’s tweets [3]. Additionally, the user model was further
enriched by using entity recognition. The user model is again represented in a vector space, as are the
articles which are recommended to the user. Tang et al. [12] use probabilistic topic modeling for finding
interests of researchers. This method relies on statistical models to analyze terms in large bodies of texts
and how they are interconnected.
A survey by Abdel-Hafez and Xu [1] gives a clear overview of recent approaches to user modelling on
social networks.

2.2 Collaborative filtering and triangulation
One possible approach to enriching sparse datasets is collaborative filtering. This technique uses the activity
of other users in order to generate user-specific recommendations [7]. User relations are often formed by
common interests and thus make it possible to use the data generated by these peers to enrich the profile of
the user. Kostoff et al. [6] extracted terms from citing papers to describe the topics of the cited paper. This
way of trans-citation analysis proved to be very successful way to detect the general theme of an article.
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Table 1: The data fields retrieved from each network.
Network

Subject

Data field

Note

Twitter

User

tweet.text

The last 500 tweets, excluding
replies

Twitter
LinkedIn

Followed by user
User

LinkedIn

Connections of user

ArnetMiner
ArnetMiner

User
Co-authors of user

user.description
profile.{industry,
headline, summary,
specialties,interests,
skills, educations,
three-current-positions,
three-past-positions}
profile.{industry,
headline, summary,
specialties, positions}
publication.title
publication.title

3

Limited by r basicprofile
API permission
All papers harvested by ArnetMiner

Methodology

In order to answer our research question(s), profile models were generated for a selected group of knowledge
workers. The majority of these subjects were sourced from TNO, an independent research organization.
The profiles can thus be qualified as profiles belonging to knowledge workers, the target demographic of the
SWELL project.

3.1

Data collection

In order to retrieve the information needed for composing the corpora for the different subjects, APIs provided by Twitter3 and LinkedIn4 were used. Collecting information about academic publications proved to
be more difficult since there is no API available for Google Scholar due to licensing restrictions. Ultimately,
ArnetMiner5 , a data mining system for creating an academic social network [13], was used to obtain paper
titles. Not only the profiles of the knowledge workers were retrieved, but also the profiles connected to the
user to enrich the user’s profile. Table 1 gives an exact overview of the data fields that were retrieved from
the different networks.
The textual data was then tokenized into unigrams and decoded from unicode to ASCII. Characters
that are not supported by ASCII were ignored. A list of English and Dutch stop words were used to filter
common words. No differentiation between languages was made during data collection, nor during the term
scoring process. Manual inspection showed that a majority of the profiles were provided in English, except
for some of the Twitter profiles.
In total 10 LinkedIn, 8 Twitter and 6 ArnetMiner profiles were analyzed, provided by 13 separate subjects. An overview of the collected data can be found in table 2.
3 https://dev.twitter.com/docs/api/1.1

4 https://developer.linkedin.com/documents/profile-api
5 http://arnetminer.org/RESTful

service
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Table 2: Aggregated overview of networks supplied by the subjects.

3.2

Networks

Frequency

LinkedIn
Twitter
ArnetMiner
LinkedIn ∧ Twitter
Twitter ∧ ArnetMiner
Academic ∧ LinkedIn
LinkedIn ∧ Twitter ∧ ArnetMiner

10
8
6
6
4
5
4

Term scoring

The goal of term scoring in user profiling is to find the terms that are the most descriptive for a user’s corpus.
In this work, we restrict ourselves to unigrams.6 As term scoring algorithm, we implemented pointwise
Kullback-Leibler divergence as proposed by Tomokiyo and Hurst [14]. Their algorithm consists of two
parts: ‘informativeness’ (how informative is the term for the corpus) and ‘phraseness’, (how tight are the
words in a sequence of multiple words). Both phraseness and informativeness are estimated using a language
modelling approach. Because we only analyze unigrams, we only apply the ‘informativeness’ aspect of the
algorithm, measuring the difference between the language model of the user and the language model of a
background corpus. We chose the Corpus of Contemporary American English as the background corpus,
which is free to use and is easy to process because the developers provide a word frequency list. Applying
the informativeness language model, we weigh the probability of a term t in the user corpus (r(t)) with the
probability of the term in the background corpus (q(t)):
p(t) = r(t) log

r(t)
q(t)

(1)

For the estimation of r(t) both the user corpus Cu and the supporting network corpus Cn are taking into
account, but the terms that do not occur in Cu are disregarded:
r(t) =

(count(t, Cu ) + count(t, Cn ) ∗ found(t, Cu ))
|Cu | + |Cn |

(2)

The count function returns the count of the term within a corpus. The f ound function only evaluates to
1 when the term is found in the respective corpus, therefore canceling out the additional term frequency if
it’s not present in the user corpus. The resulting scores are normalized so that the highest score becomes 1.
An example of a model can be found in Table 3. The top-10 terms are shown, ordered by the outcome of
Equation 1.

3.3

User evaluation

In order to evaluate the quality of the models, personalized surveys were created by taking the 20 highest
scoring terms for each model. The user models as well as the network supported models were evaluated.
Terms that were included in multiple models only occurred once in the survey; subjects were asked to
evaluate 120 terms at most (three networks, two models per network) if all three networks were supplied. In
practice this number came down to around 70 terms on average, due to the term overlap. Subjects were not
told which term was extracted from which network. All terms were then ordered alphabetically.
For each term the user was asked whether they judged the term to be relevant to their online profile.
If this was the case, the user was asked to rate the terms on specificity using a scale ranging from 1 to 5
6 We will later extend to bi- and trigrams. In [15] we found that longer terms (with two or three words) are more often considered
relevant by the profile owner than unigrams, so we expect that better models can be created if we extend the terms to multi-words.
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Table 3: Top 10 terms from LinkedIn models generated for user 1. The scores of the terms in the user corpus
clearly shows the sparseness of the corpus.
Term
extraction
nlp
humanities
retrieval
linguistics
phd
postdoctoral
visiting
classification
why-questions

Score (Cu )
1.0
1.0
1.0
1.0
1.0
1.0
1.0
1.0
0.892
0.892

Term
phd
retrieval
linguistics
computational
postdoctoral
lecturer
applications
extraction
wolverhampton
nlp

Score (Cu + Cn )
1.0
0.912
0.74
0.647
0.352
0.352
0.337
0.329
0.286
0.243

(1 being a very general term, 5 being a very specific term). For example, ‘researcher’ is a more general
term than ‘biologist’. In addition, the user marked each term as being relevant for the user’s professional
or personal profile. With the user assessments, the ranked term lists for each profile were evaluated using
Average Precision [9]:
Pn
k=1 (P (k) ∗ relevant(k))
(3)
nc
The relevant function evaluates to 1 only if the term was deemed relevant by the user. The P function
returns the precision of the ranked list at position k. nc represents the total number of relevant terms in the
list.

4 Results
4.1 Overlap between the models created from the different networks?
Table 4: Average overlap in analyzed profiles for top 20 terms. In Cu , only the term counts in the user profile
itself are taking into account. In Cu + Cn , the term counts in profiles from connected users have been added.
n = 20

Twitter
Cu

Twitter
Cu + Cn

LinkedIn
Cu

LinkedIn
Cu + Cn

ArnetMiner
Cu

ArnetMiner
Cu + Cn

Twitter Cu
Twitter Cu + Cn
LinkedIn Cu
LinkedIn Cu + Cn
ArnetMinder Cu
ArnetMinder Cu + Cn

0.756
0
0.017
0.053
0.053

0.756
0.025
0.042
0.066
0.066

0
0.025
0.640
0.100
0.100

0.017
0.042
0.640
0.080
0.090

0.053
0.066
0.100
0.080
0.800

0.053
0.066
0.100
0.090
0.800
-

To measure the overlap between the models as stated in research question (1), the top-n terms from each
model were cross-referenced with the other models generated for the user. The retrieved terms are placed
in a set and then compared to another set of terms from another profile. The formula below indicates the
amount of overlap and is a slight rewrite of the Jaccard coefficient [11]; the sets we compare are always of
the same length.
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Table 5: Variance overlap in analyzed profiles for top 20 terms.
n = 20

Twitter
Cu

Twitter
Cu + Cn

LinkedIn
Cu

LinkedIn
Cu + Cn

ArnetMiner
Cu

ArnetMiner
Cu + Cn

Twitter Cu
Twitter Cu + Cn
LinkedIn Cu
LinkedIn Cu + Cn
ArnetMinder Cu
ArnetMinder Cu + Cn

0.222
0
0.003
0.015
0.015

0.222
0.009
0.007
0.012
0.012

0
0.009
0.484
0.02
0.025

0.003
0.007
0.484
0.013
0.017

0.015
0.012
0.02
0.013
0.265

0.015
0.012
0.025
0.017
0.265
-

2∗

|M1 ∩ M2 |
|M1 | + |M2 |

(4)

Because the order of the terms is not taken into account in the overlap, two models can look distinctively
different when viewed as a ranked list. Table 4 shows the average overlap of all analyzed profiles. The data
in Table 4 show a high degree of overlap between the model Cu and the network-supported model Cu + Cn
from the same network, ranging from 64% to 80% overlap. Overlap between the different networks is lower,
with LinkedIn and ArnetMinder networks overlapping between 8% and 10%. The Twitter models overlap
the least with other models.

4.2 Including information from adjacent nodes in the network
Table 6: Average Precision of different models as rated by the user.

Cu
Cu + Cn

Twitter
Average
0.555
0.583

Variance
0.604
0.634

LinkedIn
Average
0.802
0.770

Variance
0.077
0.060

ArnetMiner
Average
0.801
0.777

Variance
0.093
0.056

The results of the user profile evaluation are in Table 6. The difference in Average Precision between
the model extracted from the user corpus (Cu ) and the model extracted from the network supported corpus
(Cu + Cn ) is small; a paired t-test (n = 24) shows that this difference is not significant (P = 0.56). User
corpus models perform better in the case of LinkedIn and ArnetMiner, compared to Twitter; the difference
between the averages for ArnetMiner and Twitter is significant on the 0.05-level (P = 0.047 according to a
t-test for independent samples).

4.3

How specific are the models created from the different networks?

Table 7: Average specificity (1–5) of different models as rated by the user. Terms that were judged as
non-relevant were assigned a specificity score of 0.
Cu
Cu + Cn

Twitter
1.43
1.65

LinkedIn
2.26
2.34
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The results for the model specificity are in Table 7. Terms that were judged as non-relevant were assigned a specificity score of 0. The results show that LinkedIn models were judged as the most specific
and Twitter models as the least specific. The differences between specificity scores for Twitter on the one
hand and LinkedIn or ArnetMiner on the other hand are both significant with P < 0.0001; the difference
between LinkedIn and ArnetMiner is significant on the 0.05-level with P = 0.031 according to a t-test for
independent samples.

4.4

Distinguishing distinguish professional from personal identities
Table 8: Proportion of terms belonging to the professional profile as rated by the user.
Cu
Cu + Cn

Twitter
52.5%
51.5%

LinkedIn
85.6%
85.7%

ArnetMiner
100%
100%

The results of the distinction between professional and personal interests are in Table 8. Twitter terms
contain the fewest professional terms. LinkedIn models proved to be predominantly professional. The
ArnetMiner profile only includes professional terms. One user made an interesting remark after filling out
the survey: “I noticed that a lot of terms weren’t only relevant to my professional profile, but also to my
personal profile. I wasn’t able to indicate this in the survey.” This remark makes it clear that the separation
between profiles is not always binary. In other words, professional and personal identities seem to overlap.

5

Conclusions and future work

In this preliminary research we explored the generation of user terminology models using open profiles and
a frequency based scoring function for a small group of knowledge workers. These models were evaluated
by their owners. Overall, all the models were of reasonable quality, scoring between 0.55 and 0.80 Average
Precision. The overlap between the different models generated for the networks proved to be minimal. This
however does not necessarily mean that user models represent different identities of the user on different
networks, but can possibly be attributed to the the type of media.
Models generated from Twitter profiles were judged to be the least in quality and in specificity. Twitter
profiles contain many terms that were relevant to the user’s personal interest, but not as many as we would
have expected. Hardly any overlap between Twitter models and the other models was found. Both LinkedIn
and ArnetMiner were of high quality and high specificity, which is consistent when taking the kind of
network into account. Evaluation by the subjects did not show a large difference in quality between the
models generated from the user corpus and the network supported corpus. While the quality of the models
remained similar, the amount of data used for generation of the network supported models was multiple
times larger. This did help with the granularity of the term scores.
In future work, we plan to take into account multi-word phrases (bi- and trigrams) in addition to unigrams. In previous work we already showed that for other term profiling tasks, multi-word terms were
generally assessed as more informative than unigrams [15]. Finally, we plan to compare the user models created from online profiles with user models created from local documents in their ability to improve
personalized information filtering, in particular professional search.

Acknowledgements
This publication was supported by the Dutch national program COMMIT (project P7 SWELL).

55

BNAIC 2013

FULL PAPERS (A)

References
[1] Ahmad Abdel-Hafez and Yue Xu. A survey of user modelling in social media websites. Computer and
Information Science, 6(4):p59, 2013.
[2] Fabian Abel, Qi Gao, Geert-Jan Houben, and Ke Tao. Analyzing user modeling on twitter for personalized news recommendations. User Modeling, Adaption and Personalization, pages 1–12, 2011.
[3] Fabian Abel, Qi Gao, Geert-Jan Houben, and Ke Tao. Semantic enrichment of twitter posts for user
profile construction on the social web. In Proceedings of the 8th extended semantic web conference
on The semanic web: research and applications - Volume Part II, ESWC’11, pages 375–389, Berlin,
Heidelberg, 2011. Springer-Verlag.
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bullies in social networks
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Abstract
Cyberbullying is a serious social problem in online environments and social networks. Current approaches
to tackle this problem are still inadequate for detecting bullying incidents or to flag bullies. In this study
we used a multi-criteria evaluation system to obtain a better understanding of YouTube users‟ behaviour
and their characteristics through expert knowledge. Based on experts‟ knowledge, the system assigns a
score to the users, which represents their level of “bulliness” based on the history of their activities, The
scores can be used to discriminate among users with a bullying history and those who were not engaged in
hurtful acts. This preventive approach can provide information about users of social networks and can be
used to build monitoring tools to aid finding and stopping potential bullies.

1

Introduction

Cyberbullying is an alarming problem among teenagers and adolescents. Cyberbullying comes in
different forms and through a variety of modalities depending on the characteristics of the people
involved. Bullying can happen through public postings of a private picture without the consent of the
person(s) in the picture, it can happen through vulgar text messages and threatening phone calls, and one
of the most common ways is by posting nasty and hateful comments about someone in social networks
such as YouTube. As negative effects caused by bullying among youths are increasingly reported, an
increasing number of studies is dedicated to dealing with cyberbullying in online environments [1-2].
However, cyberbullying remains a growing concern and the existing approaches are still inadequate. Most
current approaches towards cyberbullying detection concentrate on the content of textual comments. By
applying conventional sentiment analysis techniques they try to identify cyberbullying incidents [3-5].
However, these approaches fail to incorporate personal and contextual features for the users involved.
(From now on we refer to “user” as someone who is active in social networks, and uses these networks
for communication, entertainment and other purposes.)
Cyberbullying is a multi-dimensional problem and environmental characteristics (for example, the
degree to which a person is active in social networks) and personal features (for example, age) influence
how cyberbullying takes place. Extra information, other than what can be extracted from online
comments can be of added value to improve the accuracy of bullying incidents detection. There is ample
information available: users‟ characteristics and intentions can be traced and recognized in their writings
and online activities However, this information might not be transparent enough and not all human
characteristics can be extracted in the form of a set of features that can be interpreted by machine learning
models. In contrast, deductive approaches, such as expert systems, can benefit from more sources of
information and can offer an analysis based on elements conveying information about human
characteristics that goes beyond online activity patterns.
A candidate approach that integrates human reasoning and experts‟ opinions is a so-called MultiCriteria Evaluation System (MCES). A MCES is a deductive approach that combines different sources of
information, to make a decision among alternatives. Multi-criteria evaluation systems are commonly
applied in variety of evaluation and decision support system research fields [6-7], information retrieval
[8], and measurement of document content reliability [9]. In this paper we propose to integrate expert
knowledge into a multi-criteria evaluation system for cyberbullying detection. By the trust commonly put
in human knowledge, this may bring a human touch to a problem that is rooted in human behaviour .This
would overcome the limitation inherent to approaches based on machine learning, namely that it is often
difficult to understand why a machine learning algorithm gives certain results.
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In this study we focus on measuring the degree of “bulliness” of YouTube users. The degree of
bulliness represents the extent to which a user can be expected to act as a bully. We hypothesize that
expert knowledge can be used to assign a score to a YouTube user which represents the likeliness of
future bullying behaviour of that user. YouTube is considered to be a sample of the general internet
population in terms of the audience demographics [10]. There is a broad audience from different age and
gender groups. This makes this network comparable to real life situations for investigating the interaction
among users. The history of activities and characteristics of a user in YouTube comprise the elements of a
MCES. Experts provide input to the system to weigh and assign the values of these criteria. The system
will compile the information collected from different sources (experts) to generate a final user score that
indicates the degree of bulliness of that user.
As will be explained in the next section, throughout the stages of this study we use expert knowledge
in order to have more understanding about users‟ behaviour and to select the features that can represent
user‟s characteristics and convey information about their intentions. To our knowledge this is the first
time that a MCES is used for cyberbullying detection in social networks. In the next section we describe
the dataset and feature space as well as the proposed approach and the procedure for collecting insights
from a panel of experts. The results, discussion and future work are presented in sections 3 and 4.

2

Methods and Materials

In this section we will explain the MCES that we have used in our experiment in more depth. The dataset,
the feature space as well as the structure of the expert panel and the process of expert knowledge
elicitation will also be explained.

2.1

Multi-Criteria Evaluation System (MCES)

MCES is a commonly used technique for decision-making in business, industry, and finance [11]. MCES
provides a framework for combining a variety of features and ranking the alternatives based on criteria set
by a group of experts. It provides a methodology for experts to compensate for the uncertainty in their
knowledge as well as inconsistency between themselves. In this study we used MCES to: (1) rank the
importance of the features that we extracted for users in YouTube, (2) standardize and set criteria, and (3)
combine the criteria based on the knowledge of experts to evaluate the features for a user. This technique
can be applied to combine different sources of knowledge and information to reach a final decision on the
bulliness score of a user. Feature values (such as age) reflect the characteristics of a user in YouTube.
Absolute values of each feature (Fi i=1…n) correspond to the numerical values of each criterion (C i). To
assign such correspondences we asked m experts (Ej j=1…m) to set criteria (Ci i=1…n) for each feature.
For example expert Ej sets criterion Ci by assigning a likelihood value to the feature Fi under specific
conditions. For example the criterion Cj is, if the age of the user (Fi) is between 13 and 16 years old, then
it is “very likely” that the user is a bully. The experts also assigned weights (Wi i=1…n) to each feature
to indicate its relative importance. The score of each user is calculated by taking the weighted average of
the criteria.

2.2

Dataset

As the dataset for our study, figures on the user behaviour for YouTube are used. YouTube is the world‟s
largest user-generated content video system [10]; 60 hours of video are uploaded every minute, and over
4 billion videos are viewed every day [12]. Based on YouTube statistics, most of the users are between 18
to 24 years old and its usage among men and women is the same. Obviously also negative behaviour is
part of this communication and interaction platform. The videos and the comments trigger bullies to
victimize their targets through harassing comments or other disturbing misbehaviours. Despite the fact
that the owners of YouTube videos have the possibility to remove offensive comments from the site, most
of the comments are not moderated. Therefore, YouTube comments can be used as a source for
cyberbullying studies. For our study we sampled 3825 users who had commented on the top 3 videos of
the YouTube video categories. YouTube users can carry out different actions, such as posting comments,
responding to comments, subscribing to users‟ channels (i.e. the personal page of the users that shows
their activities), uploading videos and, liking and disliking other users‟ actions. We collected a log of the
users‟ activities for a period of 4 months (April – June 2012). We also captured profile information of the
users, such as their age and the date they signed up. We could not access private profiles and private
information from the profiles, such as private addresses. In total there are 54,050 comments in our
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dataset. On average there are 15 comments per user (StDev= 10.7, Median = 14). The average age of the
users is 24 with 1.5 years of membership duration. While 38.2% of the users have uploaded less than 10
videos, 1.3% has uploaded more than 100. About one third of the users have no subscriptions while 56%
have less than 20, and 1% more than 500 subscriptions.

2.3

Feature Space

Based on a literature review on cyberbullying and social behaviour factors [13] [14], and consultation of
domain experts, we compiled a set of 11 features in three categories to identify bullying users. The
selection was limited to what is technically possible to extract from YouTube. We grouped the features in
the three categories, representing the characteristics, actions and behaviour of the users, respectively (also
see Table 1).
Table 1. The summary of feature sets and the units in which they have been presented
Feature Set
User features
Content features

Activity features

Feature Name

Unit

Details

F1 Age

Categorial

Categories; 13-16, 17-19, 20-25, 26-30 and above 30 years old.

F2 Membership duration

Categorial

Categories; less than 1 year, 1-3 years, More than 3 years.

F3 Length of the comments

Numerical

Average in Youtube: 12 words

F4 Profane words in the username

Boolean

True, False

F5 Profanities and bullying sensitive topics Numerical

Average per comment in YouTube: 1.2 %

F6 Second person pronouns

Numerical

Average per comment in YouTube: 2.3 %

F7 First person pronouns

Numerical

Average per comment in YouTube: 2.2 %

F8 Non-standard spellings

Numerical

Average per comment in YouTube: 21.5 %

F9 Number of uploads

Numerical

Average in YouTube: 4.56

F10 Number of subscriptions

Numerical

Average in YouTube: 23

F11 Number of posted comments

Numerical

Average in YouTube: 14.4

 User features - This set consists of the personal and demographic information derived from the
users‟ profiles: (F1) The age of the users, divided in 5 age groups: 13-16, 17-19, 20-25, 26-30 and
above 30 years old; Cyberbullying differs across different age categories. Frequency of bullying
incidents as well as choice of words and language structures change in different age groups. The
youngest age at which users can sign up in YouTube is 13 years old and the categories correspond
to educational level. We assume that the provided information in the user profile is correct, but we
are aware of the fact that this might not be the case. (F2) The membership duration of the users,
divided into 3 groups: less than 1 year, 1- 3 years and above 3 years.
 Content features - These features are derived from the content of the user comments. This category
of features pertains to the writing structure and usage of specific words. (F5) The number of
profane words in the comment based on a dictionary of profanities, normalized by the total number
of words in the comment. The dictionary consists of 414 profane words including acronyms and
abbreviation of the words. The majority of the words are adjectives and nouns. To identify
frequent bullying topics such as minority races, religions and physical characteristics we also
added a manually compiled set of cyberbullying words to our dictionary [1]. (F3) The length of the
comments, which is relevant information as bullying comments are typically short. To detect the
comments which are personal and targeting a specific person, we included the (F7) normalized
number of first person pronouns and (F6) second person pronouns in the comment. (F4)
Usernames containing profanities; YouTube users can choose their username to be their real name
and/or surname or can choose any other aliases and combinations of symbols and words. We
believe that it is more likely that users with bad intentions would hide their real identity; (F8) Nonstandard spelling of the words in the users‟ comments. This includes misspellings (e.g. 'funy'
instead of 'funny'), or informal short forms of the words that are used in online chats and posts
(e.g. 'brb' which means 'be right back').
 Activity features - This set of features helps to determine how active the user is in the online
environment. One of the common activities of the users is to upload videos. These can be home
videos provided by users themselves, or videos made by others. A user can also post comments on
uploaded videos as well as on other users‟ comments. Most of the YouTube users have a public
channel, in which they upload their videos and in which their activities such as posted comments
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can be viewed. Users can subscribe to others channels and follow the activities of the owner of the
channel if they find it interesting. In this feature set we consider (F9) number of uploads, (F10)
number of subscriptions and (F11) number of posted comments.

2.4

Expert Panel

A panel of twelve experts in the area of cyberbullying was convened. The experts have a background in
psychology, social studies and communication sciences. The majority of the panel works on
cyberbullying causes, effects and solutions from social and psychological perspectives. A smaller number
works on social behaviour, psychology and communication studies. During a preliminary meeting the
purpose of this survey was explained. The experts completed the survey individually.

2.5

Expert Knowledge Elicitation

Experts were provided with an online questionnaire, consisting of 22 factual questions. To avoid
ambiguities, each question also provided a brief definition of the concepts addressed. For each of the
features experts were asked to express their opinion on the likelihood that a bully user belongs to a certain
category relevant for that feature. For example, “What is the likelihood that a bully user belongs to the
following age categories?” where the age categories are given in the question. In this type of questions,
experts could express their opinion through a four-point scale answering options; 'Unlikely', 'Less likely',
'Likely' and 'Very likely' corresponding to values 0.125, 0.375, 0.625 and 0.875 respectively [15]. The 'I
don't know' option was also available. Experts could provide comments at the end of each question. To
understand how informative and helpful the features are in the determination of personality and potential
behaviour of a user we also asked experts to weigh the features. The experts‟ choices were corresponded
to values of 1: not informative, 2: partially informative, 3: informative and 4: very informative. The
questionnaire required approximately 20 minutes to be completed. It took about three weeks to receive all
the responses from the expert panel.

2.6

Evaluation

To measure the consistency of the elicited knowledge from the expert panel, the assignments were
analysed in terms of overall disagreement among experts. For each expert, we compared the value that the
expert had assigned to each criterion, to the „median value ±1‟ of that criterion. If the assigned value was
out of this range, it was considered as a different opinion and therefore a disagreement. The final
disagreement rate was calculated by taking the ratio of the total number of disagreements to the total
number of opinions expressed by each expert on all the criteria.
To evaluate the performance of the proposed MCES approach, we randomly selected one comment
per user (n=3825), and manually labelled them. We assumed that any user with at least one bullying
comment in our dataset is a bully. Two PhD students independently labelled the comments as bullying
and non-bullying based on the definition of cyberbullying in this study. We then compared their labels
(inter-annotator agreement = 93%, Kappa = 0.78) and the comments which both students had labelled as
bullying, were marked as bullying (9.7% of the posts). The comments for which there was a
disagreement were discarded. Using this dataset, we evaluated the discrimination capacity of our model
by analysing its receiver operation characteristic (ROC) curves. A ROC curve plots “sensitivity” values
(true positive fraction) on the y-axis against “1–speciﬁcity” values (false positive fraction) for all
thresholds on the x-axis [16]. The area under such a curve (AUC) is a threshold-independent metric and
provides a single measure of the performance of the model. AUC scores vary from 0 to 1. AUC values of
less than 0.5 indicate discrimination worse than chance; a score of 0.5 implies random predictive
discrimination; and a score of 1 indicates perfect discrimination.

3

Results

Figure 1 illustrates the importance of each feature based on the weights that were assigned to them by the
experts. Based on the results, profanities and bullying sensitive topics in the history of a user‟s comments
is the most informative feature (average weight equals 3.6). The second and third most informative
features are the inclusion of profanities in usernames (average weight equals 3.2) and age (average weight
equals 3) respectively. The least informative feature is the number of non-standard spellings in the history
of users‟ comments (average weight equals 1.7). An average likelihood was also assigned to the features
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and their subcategories in each feature set. How high or low the value of a certain feature is, was
measured in comparison to the average value of that feature in YouTube. The experts‟ choices on the
likelihoods, was taken to correspond to values of 0.125 (not likely), 0.375 (less likely), 0.625 (likely) and
0.875 (most likely). The overall rate of disagreement among experts was 0.05.

4

Most informative

3

2

1
Least informative
F1

F2

F3

F4

F5

F6

F7

F8

F9

F10

F11

Features

Figure 1. Feature weights indicated by experts

The age range between 13 and 16 years is indicated to be most likely to contain bullies. The age
category above 30 years old is ranked as corresponding to the lowest bulliness likelihood. Experts
indicate that a typical bully has a membership period shorter than 1 year. The outcome of the
questionnaire also indicate that it is more likely that bully users have a high ratio of second person
pronouns in their comments as well as profane words in their usernames. These later two features are
ranked as the two most likely features in the Content features set. Moreover the likelihood of writing
short and right-to-the-point comments is higher than the likelihood of lengthy ones. In the Activity
features set, a high number of posting comments has the highest likelihood in comparison to the other
features. The number of uploads comes in the second place in this set. See Table 2 for detailed results and
the likelihood of each feature and its subcategories.
Table 2. List of features subcategories and their likelihoods based on experts’ opinion
Feature

Rule

Likelihood

Std

Feature

Rule

Likelihood

Std

F1

R1-1

IF 13 < F1 < 16 THEN

0.725

0.242

F6

R6-1

IF F6 < Average THEN

0.339

0.173

F1

R1-2

IF 17 < F1 < 19 THEN

0.597

0.232

F6

R6-2

IF F6 > Average THEN

0.732

0.197

F1

R1-3

IF 20 < F1 < 25 THEN

0.431

0.167

F7

R7-1

IF F7 < Average THEN

0.375

0.000

F1

R1-4

IF 26 < F1 < 30 THEN

0.344

0.088

F7

R7-2

IF F7 > Average THEN

0.375

0.000

F1

R1-5

IF F1 > 30 THEN

0.268

0.134

F8

R8-1

IF F8 < Average THEN

0.375

0.000

F2

R2-1

IF F2 < 1 THEN

0.525

0.224

F8

R8-2

IF F8 > Average THEN

0.486

0.182

F2

R2-2

IF 1 < F2 < 3 THEN

0.475

0.224

F9

R9-1

IF F9 < Average THEN

0.500

0.231

F2

R2-3

IF F2 > 3 THEN

0.275

0.137

F9

R9-2

IF F9 > Average THEN

0.375

0.125

F3

R3-1

IF F3 < Average THEN

0.688

0.222

F10

R10-1

IF F10 < Average THEN

0.458

0.204

F3

R3-2

IF F3 > Average THEN

0.375

0.000

F10

R10-2

IF F10 > Average THEN

0.417

0.102

F4

R4-1

IF F4 = True THEN

0.700

0.237

F11

R11-1

IF F11 < Average THEN

0.236

0.132

F4

R4-2

IF F4 = False THEN

0.225

0.129

F11

R11-2

IF F11 > Average THEN

0.725

0.211

F5

R5-2

IF F5 < Average THEN

0.375

0.000

F1 / F5

Rx1-5

IF F5 > Average AND F1 > 30 THEN

0.675

NA

F5

R5-2

IF F5 > Average THEN

0.688

0.222

F13 / F8 Rx8-2

IF 13 < F1 < 16 AND F8 > Average THEN

0.125

NA

The experts also had the opportunity to give additional comments after each question. Some of the
experts combined existing criteria into new criteria. One of the experts indicated, for example, that if the
age of the user is above 30, then it is very likely that the profanity use in his/her comments is for
harassing purposes. Another expert stated that a high number of non-standard spellings in younger ages,
13 to 16, is not as alarming as the use of slang and misspellings in ages above 30. First we calculated the
scores considering all equal weights for criteria; the highest score was 0.65 while the lowest was 0.32.
When we applied the weights and the highest score was 0.71, and the lowest was 0.29. In the last step of
our experiment, we replaced some of the criteria with their corresponding combined criteria. The highest
score increased to 0.75 and the lowest remained the same. As illustrated in Figure 2, the discrimination
capacity of the model was 0.71 and improved to 0.72 when the weights of the features were also taken
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into account. When taking into account the suggested combined criteria, the discrimination capacity was
improved to 0.74.

1 Specificity (false positives)
Figure 2. ROC curves of the estimated users’ score

4

Discussion

In this experiment we built a MCES to assign a bulliness score to YouTube users. We employed experts‟
knowledge to define the weights and to set the criteria of the system. The final scores were discriminative
for users with a bullying history and those who had not been engaged in hurtful interactions. Our
proposed approach has a human touch as it makes use of human knowledge and experts‟ experience. The
MCES approach is flexible towards inconsistencies among different sources of information and can be
easily fine-tuned by adding specific criteria to identify forms of human behaviour that are hard to capture
by less well understood models. Moreover, the proposed approach easily helps considering context
specific criteria in a natural way, rather than using complex formulas which are difficult to interpret. It
may contribute to identify social network users who may act in a hurtful way in earlier stages, as systems
based on this approach can be used as a preventive tool for network administrators and moderators to stop
these users from causing any further harm. Although according to the experts‟ opinion, the importance of
features are different and experts have assigned different weights to features, our results show that the
system did not seem to improve significantly after considering the weights of the features. This can be
due to the disagreement among experts on the weights. This disagreement may have neutralized the effect
that weights should have had on the results.
The proposed approach can be used in other social networks as well. Depending on the network under
study and the design of the platform, the activity features may vary. For example if the study is on
Twitter, the number of followers can be selected as one of the activity features. Given this variation the
advantage of our approach is that the questionnaire can be easily updated by adding the extra features and
there is no need to develop any training data to train a new model. Our approach is language-independent
and is adaptable to other languages by modifying the dictionaries. We can also outline another advantage
of the proposed approach since we can easily carry out the study from the experts‟ perspective by setting
criteria according to their experiences, giving rise to a valuable aid. As suggested in the questionnaire by
some experts, having more combined criteria may improve the accuracy of the results. For example, one
expert argued that it is not sufficient to only know how active one user is, but we have to study its
frequency and changes over time, as the level of activities or harassing behaviour may vary in time. In
future work we would like to also compare this method with a machine learning method based on the
same feature sets and study how the outcome would differ.
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Abstract
Several approaches exist to solve Artificial Intelligence planning problems, but little attention has been
given to the combination of using landmark knowledge and satisfiability (SAT). Landmark knowledge
has been exploited successfully in the heuristics of classical planning. Recently it was also shown that
landmark knowledge can improve the performance of SAT based planners, but it was unclear how and in
which domains they were effective. We investigate the relationship between landmarks and plan generation performance in SAT. We discuss a recently proposed heuristic for planning using SAT and suggest
improvements. We compare the effects of landmark knowledge in parallel and sequential planning, also
looking at previous research. It turns out that landmark knowledge can be beneficial, but performance
highly depends on the planning domain and the planning problem itself.

1 Introduction
In Artificial Intelligence (AI) planning, one tries to find an action sequence from a given initial state to a
goal state. The planning task is usually described in the high level Planning Domain Definition Language
(PDDL) format [5]. This format consists of a description of the planning domain and the planning problem.
The domain defines the predicates and actions that can be performed and the problem defines the initial state
and the goal state. Multiple problems can be related to one domain. Several methods have been used to
find plans. Examples are state-space search based methods and logic-based methods such as satisfiability
(SAT). SAT encodings are a very powerful tool to express a wide range of combinatorial problems. Often,
these problems can be translated to a propositional formula and subsequently be solved using a general
SAT solver. In 1992, Kautz and Selman proposed SAT based AI planning and in 1996 they showed that
satisfiability algorithms are a competitive alternative to the classical plan search approaches [3, 4]. In this
paper we focus on factors that affect the efficiency of a planning task solver: landmark knowledge for
planning and possible improvements for SAT planning heuristics.
Control knowledge is additional information inferred from the problem specification, which can be used
to improve the efficiency of a solver, or to find a better plan. Specifically this control knowledge can be
integrated in the encoding of a planning task by means of additional clauses. These clauses can help the
SAT solver to find a solution more efficiently, in terms of running time. Recently, Cai et al. [1] proposed the
idea of integrating landmark knowledge in the encoding of a planning task. In order to verify their observed
increase in performance, we implemented their method using MiniSAT [2], a general purpose open-source
SAT solver. Rintanen proposed several heuristics that can be used to make SAT solvers more planning
specific, such as his own SAT solver Madagascar [11, 12]. Our work includes components of his solver
Madagascar, MiniSAT and uses the LAMA planner to find landmarks. LAMA is a heuristic search planner
using landmarks and winner of the 2008 International Planning Competition, which showed that landmarks
can be succesfully used in planning [8, 10]. The paper also contains possible improvements for the heuristics
proposed by Rintanen [12].
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Our paper is organized as follows. In section 2 we give a general introduction to classical AI planning.
Solving planning tasks with satisfiability solvers is the topic of section 3. Section 4 explains the concept of
landmarks and section 5 contains possible improvements for planning heuristics. Next, the results of our
experiments can be found in section 6. The last section contains our conclusion.

2 Planning
In this section an introduction to AI planning is given. In short, a planning task consists of an initial state and
a goal state, which should be reached. A plan transitions from one state to another by executing actions. An
action has preconditions that should be fulfilled before the action can be applied and there are postconditions
(also called effects) that are established after executing the action. There are several definitions of a planning
task, we use the definition presented in [12].
Definition 1 (Planning task [12]) A planning task P is defined by a tuple hX, I, A, Gi, where X is a set of
state variables, I is the initial state, A is a set of actions and G is the goal state. A state s : X → {0, 1}
is an assignment of truth values to the variables in X. The actions in A are defined by a pair (p, e), where
p and e are sets of literals representing the preconditions and the effects of the action. This means that the
precondition literals must hold in order to apply the action and after applying the action the effect literals
are true. Formally, an action (p, e) can be executed in state s if s |= p. This gives a state s′ for which s′ |= e
holds. Variables not affected by the effects remain unchanged.
Given a planning task, a valid solution consists of actions that can be executed to achieve the goal state
from the initial state. In this paper there are two variants of plans that are important. Sequential plans are
a sequence of actions with only one action per time step. A sequential plan containing actions 0, 1, . . . , t is
feasible if At (. . . A1 (A0 (s)) . . .) |= G, where Ai (s) denotes the execution of action i in state s. Parallel
plans are a sequence of sets of actions where every time step contains one or more actions that are executed.
The actions defined at a time step can be executed in arbitrary order. This means that the outcome of the
execution of the plan does not depend on the ordering in which the actions in parallel steps are applied.
In this paper the effects of landmark knowledge on sequential and parallel plans is compared. In order
to run experiments we use problems formulated in PDDL [5].

3 SAT based planning
The satisfiability problem (SAT) is the problem to find an assignment of truth values to variables such that
a propositional formula can be satisfied (i.e., evaluates to TRUE). The idea of translating a planning task to
SAT was proposed by Kautz et al. [3]. In this section the reduction is explained, based on the notational
conventions introduced by Rintanen [12].
The basic components are a parameter T ≥ 0 that represents the number of time steps involved (also
called the horizon). Each state variable x ∈ X is represented by a variable xt for each time point t ∈
{0, . . . , T }. It indicates whether variable x is true at time t or not and represents the value of the state
variable during the execution of a plan. If X = {x1 , . . . , xn }, then the state at time t is defined by the values
of xt1 , . . . , xtn . The actions a ∈ A are represented by a variable at for the time points t ∈ {0, . . . , T − 1}.
Setting this variable to TRUE indicates that the action a is executed at time t.
Given a planning task and a horizon value T , the planning task can be translated to a formula that is
satisfiable if and only if there exists a plan with horizon less than or equal to T . To include the preconditions
and effects of action a = (p, e) at time t ∈ {0, . . . , T − 1}, (1) is used. The first formula ensures that the
preconditions have been fulfilled when executing the action and the second formula implies the relationship
between executing the action and its effects for the next time step. Note that this assumes the precondition is
one conjunction of atoms; for an arbitrary propositional formula one must use the Tseitin transformation [14]
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to map this to a clause set and then replace each atom l by lt in the resulting clause set.
^
^
at →
lt
at →
lt+1
l∈p

(1)

l∈e

The next component of the encoding contains information about variables that change or do not change,
shown in (2). Suppose that a1,x , . . . , an,x are the actions having x as one of the effects. Similarly, suppose
that a1,¬x , . . . , an,¬x are actions that have ¬x as an effect.
xt+1 → (xt ∨ at1,x ∨ . . . ∨ atn,x )

¬xt+1 → (¬xt ∨ at1,¬x ∨ . . . ∨ atn,¬x )

(2)

The first formula shows that if x is true at time t + 1, this is caused by one of the actions with x as an effect,
or it was already true at time t. The same reasoning can be used to explain the second formula.
The last part of the encoding contains information about the initial state and goal state. For all variables
x ∈ X that are true in the initial state a unit clause x0 is added. Variables x ∈ X that are false in the
initial state correspond to unit clauses ¬x0 . For all literals that are true in the goal state we can add a unit
clause xT . The formulas discussed can be easily converted to Conjunctive Normal Form.
Parallel planning requires a more sophisticated formalism, and for more details about parallel encodings
we refer to [13]. Our planning solver generates formulas for increasing values of horizon T and tries to
find a satisfying assignment of truth values to variables. Once a satisfying assignment has been found, the
corresponding plan can be deduced from the values of the action variables. Since our solver uses parts of
the solver Madagascar, we use the included encodings for sequential plans and A-step plans [13]. The latter
uses Graphplan parallelism, which is also used by the solver from [1]. Therefore, we argue that the encoding
we use for parallel plans is similar.

4 Landmark knowledge
In this section we introduce the concept of landmarks and their SAT encoding. Landmarks were first defined by Porteous et al. [7] as “facts that must be true at some point in every valid solution plan”. Later,
Richter [8] extended the definition by changing ‘facts’ to the more inclusive ‘propositional formula’ to include disjunctive and conjunctive landmarks as well. Now, landmarks consisting of a single atom are called
unit [1] or fact [8] landmarks. Of the previously mentioned types of landmarks, the unit (or fact) landmarks
are used in our solver. The following definition of a landmark for SAT based sequential planning has been
adhered to in this research:
Definition 2 (Landmark [9, 8, 1]) Let P = hX, A, I, Gi be a planning task and π = ha0 , a1 , ..., at i a
sequential plan of P . A fact p is true at time i in π iff p ∈ ai−1 (..a0 (I)...). A fact p is added at time i in π
iff p is true at time i in π but not at time i − 1. Facts in I are added at time 0. A fact p is first added at time
i in π iff p is true at time i in π but not at any time j < i. A fact p is a landmark of P iff in each valid plan
for P it is true at some time.
Note that the facts in the initial and goal state are landmarks by definition and thus they are trivial
landmarks. Cai et al. [1] proved that the definition of landmarks on sequential plans can be generalized to
parallel plans and introduced a propositional encoding of landmarks (and their orderings). The knowledge
of landmarks alone might not be sufficient to increase a solver’s performance, but the orderings between
them provide valuable information that can be used to form a plan. We have used the proposed encoding of
landmark orderings as clauses in our SAT solver, which is explained further on. For that purpose we first
define the considered landmark orderings.
Definition 3 (Orderings between landmarks [9, 1]) Let q and p be landmarks of a planning task. If in
each plan where p is true at time i and q is true at some time j < i, there is a natural ordering between p
and q, written as qnat → p. If in each plan where p is first added at time i and q is true at time i − 1, there
is a greedy-necessary ordering between p and q, written as qgn → p. If in each plan where p is added at
time i and q is true at time i − 1, there is a necessary ordering between p and q, written as qnec → p.
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Our solver uses the landmark extraction from the LAMA planner [10]. More details about how the
LAMA planner obtains landmarks and their orderings can be found in [8].
Landmark clauses Given the landmarks associated with a planning task and their orderings, these
can be added as control knowledge to the SAT encoding in the form of additional clauses. Cai et al. [1]
proposed the idea to encode landmarks orderings into clauses, which has been integrated in our solver and
is discussed here. LAMA outputs a landmark graph, showing the orderings between all children and parent
landsmarks. From this graph our solver generates additional clauses. A clause p0 ∨ . . . ∨ pT is generated for
every landmark fact p, where the horizon of the current plan has been denoted by T . This clause ensures that
the fact must be true at some point in any sequential plan, since it is a landmark. If we have two
landmarks q
Wm=0
and p with a greedy necessary ordering qgn → p, then we add the clause qi−1 ∨ ¬pi ∨ m=i−1 pm for
i = 1, . . . , T , where T is the horizon value. The first and second part of the disjunction represent the fact
that q must be true at time i − 1 if p is true at time i. However, it must only be the case if p becomes true for
the first time at time i, so the last part of the clause represents the possibility that p was already true before.
The LAMA landmark detection procedure also identifies landmarks that are not a single unit (e.g., a
landmark that is a disjunction of facts). These are not encoded in our planner. Cai et al. only considered
clauses for facts and greedy necessary orderings in their experiments, because they found them to give
superior results compared to other configurations [1]. In our experiments in section 6 we will do the same.

5 Variable selection heuristics for planning as SAT
In addition to the work done on landmark knowledge, we also present an idea for improving the variable
selection heuristic of Madagascar. Madagascar is a solver for classical planning consisting of a procedure
mapping PDDL instances to SAT instances, a built-in SAT solver for solving these, and a procedure scheduling the solving processes for various horizons. The built-in SAT solver is based on the Conflict Driven Clause
Learning (CDCL) architecture [12]. One of the subroutines within this architecture is the variable selection
heuristic: for a given state, which unassigned variable should be assigned (and which polarity should be
chosen)? In this section, we first explain the scoring algorithm maintaining variable activities which forms
the basis of the variable selection heuristic. Then, we consider the planning specific heuristic from [12]
which Madagascar follows, and discuss possible improvements.
The scoring algorithm used by Madagascar is the Variable State Independent Decaying Sum (VSIDS)
algorithm, which was first developed
in the Chaff SAT solver [6]. The score of a literal at iteration t equals
P
′
a geometric sum of the form t′ c[t′ ] · 2−(t−t ) , where t′ ranges over the iterations during which a literal
was active. A literal is active when it occurs in the implication graph during conflict analysis. Scores are not
adjusted during unit propagation. These scores can be used directly for variable selection by choosing the
maximum score literal; alternatively, they can be used as a building block in a more complicated procedure.
Next, we discuss the planning specific heuristic of Madagascar, which uses these scores.

5.1 Madagascar’s variable selection heuristic
There are two strategies possible in a backtracking search procedure to search for a plan: forward chaining
(working from the initial state to the goal state; each path in the search tree is a plan prefix), or backward
chaining (working from the goal state to the initial state; each path in the solving process is (the reverse of)
a plan suffix). The “planning as SAT” approach seems to be neither forward nor backward chaining, because
a satisfiability solver can assign variables in any order, so that the sequence of time points for which actions
are assigned is not necessarily contiguous. It is not clear whether the possibility to form multiple subplans of
actions “makes sense”, that is, whether it leads to better search procedures compared to extending the plan
from the front or the back. We verified experimentally that in the Madagascar solver, the solver sometimes
is in a state where multiple subplans are formed.
Madagascar’s variable selection heuristic resembles the method of backward chaining. The pseudocode
for this procedure is given in [12] on page 9. Intuitively, the heuristic attempts to find support for (sub)goals
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recursively. The search starts at all goal literals l at time T . To find support for a literal at time t, lt , one
scans backwards in time, starting from time t, all t′ ≤ t at which the state variable corresponding to l is
assigned. There are two cases in which the scan terminates and the search for support continues recursively.
If an action a is assigned at time t′ with l ∈ eff(a), the scan terminates and support is recursively calculated
′
for {l′t | l′ ∈ prec(a)}. The other case, if l is assigned FALSE at time t′ , one possible action a is chosen
which has l as one of its effects. The (action, time) pair at is added to the set of candidate decision literals,
and support is calculated for all literals in prec(a). When a termination criterion is met, for example when
sufficient candidate literals are found, the search terminates and a candidate action is selected for branching.

5.2 Modification of the heuristic
In this section, we describe a modification to the above heuristic. Madagascar’s heuristic can be seen as a
′
search process in a graph: for each (subgoal) lt , an action support(lt ) = at is found, it is reported as a candidate decision literal if it is not yet assigned TRUE, and preconditions of a at time t′ become new subgoals.
The corresponding graph, with edges between state literals and actions, is formed by drawing directed edges
′
′
from lt to support(lt ) = at and directed edges from support(lt ) = at to all its preconditions at time t′ .
The idea is to use the VSIDS scores to calculate “maximum activity paths” in this graph. The intuition
is that activities of other nodes in the path should also be taken into account in the choice of the next action.
For this purpose, we define a function val(p) which assigns values to paths p based on the activity scores
score(l) for literals l. We considered functions parameterized by a real number parameter P , 0 ≤ P ≤ 1:
val([p0 ]) = score(p0 )
val([p0 , . . . , pn−1 ]) = P · score(pn−1 ) + (1 − P ) · val([p0 , . . . , pn−2 ])
These functions can be easily calculated recursively along paths, and they can be calculated recursively while
the algorithm traverses the graph. The path weights can be used to determine which action to branch on.
We implemented this modification, but unfortunately, we could not find benchmarks where setting P 6= 1
produced an improvement.

6 Experiments
In this section we present the results of our experiments with landmark clauses. Cai et al. [1] did an experimental evaluation for parallel plans. The purpose of our results is giving a complementary overview to place
their results into perspective. In addition, we show that landmark knowledge can be useful for sequential
planning as well and we identify differences between searching parallel and sequential plans.
There are three configurations of our solver that we use. MiniSAT is the standard configuration without
control knowledge. MiniSAT-GN integrates clauses for greedy necessary orderings and MiniSAT-GN-F
includes clauses for both facts and greedy necessary orderings. These configurations are similar to the
configurations used in [1]. For each configuration we have a version for sequential and parallel plans. Our
experiments have been run on a 3.2 GHz AMD Phenom II processor with a time limit of 15 minutes and a
memory limit of 3.5 GB. We use the benchmark sets from the fifth IPC and the Fast Downward repository1.
The SAT encoding used by [1] may be slightly different, but they also use an A-step encoding for parallel
plans [13]. Cai et al. also count landmarks and orderings that do not correspond to propositional facts2 . Our
tables only include landmarks and orderings involving propositional facts.

6.1 Openstacks domains
Cai et al. observe that landmark clauses give a 50 percent increase in performance for the Openstacks domain [1]. We ran our solver on two sets of problems in this domain and observe different results. The
1 Consult
2 This

http://zeus.ing.unibs.it/ipc-5 and http://hg.fast-downward.org for more info.
is not mentioned in their paper, but it has been verified through personal communication with the authors.
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results are shown in Table 1 and Figure 1. LM and GN denote the number of landmarks and greedy necessary orderings, respectively. Running times are in seconds. We observe that adding landmark clauses
can be beneficial for both parallel and sequential planning in this domain, but we do not observe such a
large performance increase in Figure 1a. The last three problems in Figure 1b show again that landmark
clauses can be beneficial, also for sequential plans (e.g., p07, p08 and p09), and it takes less time to find a
parallel plan. Further investigation showed that MiniSAT made more restarts, conflicts and decisions when
searching parallel plans (397, 651 and 546 percent, respectively, for p07 and M-GN).
Problem
Openst p01
Openst p02
Openst p03
Openst p04
Openst p05
Openst-sat08 p01
Openst-sat08 p02
Openst-sat08 p03
Openst-sat08 p04
Openst-sat08 p05
Openst-sat08 p06
Openst-sat08 p07
Openst-sat08 p08
Openst-sat08 p09

LM
31
31
31
31
31
25
25
25
50
50
50
75
75
75

GN
45
45
45
45
45
29
29
27
60
58
60
93
89
89

MS-s
7.32
7.14
7.36
7.24
7.26
3.22
2.18
2.98
41.52
44.98
38.36
220.62
232.74
248.06

MS-GN-s
5.06
6.12
5.82
5.16
6.70
2.38
1.84
3.46
39.50
43.50
42.10
198.98
229.70
209.84

MS-GN-F-s
7.40
6.86
7.50
7.88
7.00
2.92
2.46
3.40
37.48
42.44
41.44
190.70
199.48
176.02

MS-p
6.14
7.00
7.12
6.28
6.36
0.46
0.48
0.44
19.80
21.50
15.24
127.78
127.42
146.76

MS-GN-p
6.30
4.52
5.74
5.96
6.30
0.48
0.52
0.42
24.52
26.72
18.14
135.32
107.42
123.70

MS-GN-F-p
7.48
7.14
5.34
7.10
7.02
0.50
0.52
0.42
20.06
21.90
22.32
141.58
149.82
139.26

Table 1: Results for Openstacks problems.
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p04

p05

p06

p07

p08

p09

Problem

(a) Openstacks
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Figure 1: Results for Openstacks problems.

6.2 Pipesworld domains
The pipesworld domains come in two versions: tankage and notankage. The results in [1] show that landmark knowledge can be useful for specific problems in the pipesworld domains. Our results are shown in
Table 2 and Figure 2 for some smaller problems. In essence, we observe the same thing, but there is no real
trend that can be found. Consider, for example, p11 and p13 in Figure 2b. For sequential planning, GN
orderings give an increase in performance for p11, while it is worse for p13. In Figure 2a we can see that
fact clauses give a smaller running time for p06, but for p07 it performs badly. These examples show that
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the usage of landmark clauses highly depends on the nature of the problem itself, even though it is in the
same domain.
Problem
Pipesworld-n p01
Pipesworld-n p02
Pipesworld-n p03
Pipesworld-n p04
Pipesworld-n p05
Pipesworld-n p06
Pipesworld-n p07
Pipesworld-n p08
Pipesworld-n p09
Pipesworld-n p10
Pipesworld-n p11
Pipesworld-n p12
Pipesworld-n p13
Pipesworld-t p01
Pipesworld-t p02
Pipesworld-t p03
Pipesworld-t p04
Pipesworld-t p05
Pipesworld-t p06
Pipesworld-t p07

LM
7
12
11
15
13
18
16
22
24
32
8
12
9
13
20
17
19
19
25
17

GN
5
8
8
10
9
12
11
15
18
24
8
13
8
12
18
14
16
16
21
11

MS-s
0.24
0.94
0.40
2.16
0.62
0.66
0.88
2.18
4.42
36.74
78.02
505.94
31.46
0.44
2.66
2.20
19.98
2.26
2.34
9.04

MS-GN-s
0.24
0.86
0.44
2.12
0.70
1.04
1.48
1.46
2.26
18.34
34.48
108.68
70.12
0.44
4.30
1.92
19.70
2.02
11.16
8.30

MS-GN-F-s
0.24
0.88
0.44
2.06
0.76
0.68
1.06
1.68
2.72
28.72
58.78
87.10
38.10
0.44
1.78
1.94
19.42
2.40
8.88
26.52

MS-p
0.18
0.26
0.36
0.38
0.50
0.52
0.70
0.72
1.08
1.28
6.72
28.42
2.00
0.42
0.94
2.24
2.30
2.74
2.84
14.10

MS-GN-p
0.20
0.24
0.36
0.40
0.50
0.56
0.70
0.76
1.08
1.20
3.56
63.28
5.10
0.42
1.38
2.24
2.34
2.68
2.78
14.44

MS-GN-F-p
0.21
0.24
0.36
0.38
0.52
0.54
0.74
0.80
1.08
1.26
3.56
36.06
3.94
0.42
0.60
2.24
2.68
2.72
2.84
14.32

Table 2: Results for Pipesworld problems.
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Figure 2: Results for Pipesworld problems.

7 Conclusion
The effects of using landmark knowledge cannot be easily explained, but landmarks do show to increase
performance on some types of problems and domains. At the moment it can be concluded that landmarks
generally are useful on a small number of problems, but it seems that in some cases landmarks do not provide
additional information. We were not able to reproduce the large increase in performance on the Openstacks
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domain from [1], but we observe that there is a significant improvement in some other cases. It confirms
that their approach is promising, even with the Madagascar solver, but more research is required to make
it working for a large range of problems. With that vision in mind, we identified research directions for
improving planning specific heuristics in the SAT solver. As far as we know, there are currently no planning
heuristics for SAT solvers exploiting landmark knowledge, so this can be considered as future work.
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Abstract

This paper describes a framework for optimizing walking parameters for a Nao humanoid robot. In this
case an omnidirectional walk is learned. The parameters are learned in simulation with an evolutionary
approach. The best performance was obtained for a combination of a low mutation rate and a high crossover rate.

1

Introduction

The main focus of the study is improving the walking behavior of Nao robots by optimizing a set of parameters for an existing walking engine. Our research is highly relevant for the soccer competition; the
RoboCup Standard Platform League (SPL), where a fast walk is essential for winning the World Cup. Yet,
a fast walk has also a broader value. Walking allows robots to move through difficult terrain (without the
force a caterpillar exercises on the environment), and enables them to reach and function in places designed
for humans. When interacting with humans they expect from a robot that it can move at the same speed.
Currently most humanoid robots can only interact with elderly people.
This work can also be interpreted as a test-case for the artificial intelligence: To study the effectiveness of
different machine learning methods in real life environments, which means taking into consideration factors
such as field imperfections, sensor error, error in joint angles, and overheating of servos. To facilitate this
research, a specific framework was created, which allows researchers to manage the learning process and
obtain data for evaluation.
The RoboCup’s aim is to promote Robotics and AI research in a playful and entertaining fashion that
would appeal to non-expert people and potential future generations of researchers [5]. The event is also an
occasion for insiders to share and expand their knowledge. The competition factor plays a role by creating an
environment which stimulates improvement. The fact that contending in the SPL consists mainly of writing
software, helps this sharing process, as code from the winning team has to be published after the end of the
competition.

2

Related work

Multiple methods that combine elements of learning in real life and learning in simulation have been proposed. Haasdijk remarks that in online learning, the average performance of the population is more important
than the best performing individual, as there is always a population, so each individual should perform well
[3]. Bongard et al. suggest combining simulation and real-life evaluation to find an approximate evaluation
in the simulator before assessment in the real world. This way the poorest performers may be prevented
from influencing the average performance [1]. Nordin and Banzhaf note that genetic algorithms can be used
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Figure 1: Overview of the 25 joints of the Nao robot (Courtesy Aldebaran).
in an on-line setting, where the evaluation will be different for each individual, as the averaging tendencies
even out the effects of probabilistic sampling, resulting in a set of good solutions [8].
MacAlpine and Stone have been successful in the use of a genetic algorithm to teach a Nao robot to walk.
Their approach uses the CMA-ES policy search, and did an extensive search of a policy space consisting
of 14 out of over 40 parameters [6]. However, for this method to show any result, a huge number of
rollouts (simulation runs) is needed. This is not necessarily true for some other gradient methods and genetic
algorithms, which can show improvement early on (even before convergence). Both have been applied by
Meijer, who tested performance of methods he refers to as Finite Difference, Vanilla, Episodic Natural Actor
Critic and a genetic algorithm, in learning an optimal kicking motion for a Nao [7]. It should be noted that
these methods were applied to improve performance of an already existing kicking motion.

2.1

Genetic algorithms

Genetic algorithms are a name for machine learning methods that aim to optimize through means similar to
biological evolution. A basic genetic algorithm contains at least the following:







Properties that define an organism: The ‘genes’ that can be altered to create new organisms.
A population of organisms that is to be evaluated.
A fitness function and corresponding evaluation tasks that specifies how these organisms are evaluated.
A way to generate new generations based on old ones.
Learning parameters that influence how new generations are formed.

The algorithm evaluates the population, and based on each organisms performance, selects ‘parents’ out
of which new generations can be created, similar to the biological process of natural selection. Through the
fitness function and corresponding evaluations, the search can be guided. A disadvantage of this method is
that the fitness function must be user-specified, which may be hard to do in tasks with multiple objectives or
in cases where the criteria for performance are unclear. The ways in which new generations are generated
are similar to biological generation of offspring: Genes of either parent are transmissed directly, new genes
are derived through crossovers by taking a (weighted) mean of genes of the two, or entirely new genes are
created through mutation by adding random elements to the organism.
For each generation there can also be a part of individuals that is directly copied to the next one (the
organisms survive). It’s important to set a proper number of survivors and parents in order to have the
highest quality features of fittest individuals pass to the next generation without however limiting the search
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space to a small area. If too many organisms survive, it could be possible that these and their offspring
dominate the concurrent generations in a few timesteps, causing a local optimum to be reached.

3
3.1

Approach
Platform

The robot used in SPL is Nao (version H25) by Aldebaran [2], a humanoid, bipedal robot. It has inertia
sensors that enable fall-detection, and a total of eight resistance sensors in the two feet that allow for early
detection of imbalance. Both of these are used in the evaluation of parameter settings. Figure 1 shows an
overview of the Nao’s joints. It should be noted that the training and evaluation were both performed in
simulation using models of this particular robot, due to the high number of iterations needed for these to be
effective.

3.2

Walking engine

In the RoboCup 2013 we used the NaoTH framework for Nao by Berlin United [4] for various reasons: it
features a modular code which makes it easy to expand, and provides a walking engine from which we can
select a set of parameters for learning.
The walking system is closed loop, and uses a set of more than thirty parameters. A subset of this set
was selected manually for learning, as these were likely to contribute to a stable and fast walk than others.
Some examples are:
singleSupportTime Defines how long the Nao stands on a foot for during the walking. This determines the
walking frequency.
stepHeight Defines the maximum distance between the ground and the base of the feet. If not too high
improves stability, but given the low weight of the robots, if set over a certain limit, makes the robot
bounce and actually lose stability. It also requires more work by the joints which translates in overheating and joints’ efficiency decreasing.
maxStepx;y; Defines the maximum length (for walking forward), width (for strafing left and right) and
angle (for turning left and right). Given a certain singleSupportTime, those parameters determine the
speed of the movements. If set too high the result is a loss in stability.
bodyOffsetx The body’s offset in x-direction (forward). Setting this to a positive number will result in positioning the body forward during walking, which may contribute to faster walking in the x-direction.
bodyPitchOffset Indicates how much the body leans forward during walking with respect to the hips and
legs. Similar to bodyOffset in that it can contribute to fast walks in x-direction.
CoMHeight Height of the center of mass of the robot during walking. The lower the body will be, the more
stable the walk. However, the load on the leg joints will be higher and steps must be much smaller
than for high center of mass.
The problem of selecting values for these parameters is to be solved using a genetic algorithm, as setting
and testing these parameters manually is a time-consuming task and does not guarantee selection of an optimal parameter set. The differences between robots (for example actuator and sensor error) cause parameter
settings to have a different effect on each robot. Also, the use of machine learning (and, more specifically,
reinforcement learning) to teach robots to perform complex tasks is a relevant topic in AI research, and is a
problem that is not limited to Nao robots, but applies to many other situations.
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Implementation

For the use of machine learning methods described in the previous section, the NaoTH framework was
extended with a module ‘MachineLearning’, which serves as a generic input for different machine learning
methods. It consists of multiple classes:
MachineLearning The module class itself handles debug requests from users.
LearnToWalk The evaluation program used by the module to test performance of specific parameter sets.
MachineLearningMethod An abstract class that contains pure virtual functions, to be implemented by
classes corresponding to specific machine learning methods.
This module can be controlled through debug requests. Alongside the module, an interface was created
for easy parameter selection and the display of information during learning.

4.1

Learning Parameters

To set the genetic algorithm we use specific parameters:
Crossover rate Defines the weight for crossover.
Mutation rate Defines the weight for mutation.
Transmission rate Defines the weight for transmission.
maxGeneration The maximum number of generations that is be evaluated before the algorithm ends.
ResettingTime Time before the Nao touches the ground after a previous evaluation has ended.
RunningTime Duration of an evaluation.
StandingTime Time during the Nao stays still after touching the ground before starting a new evaluation.
It’s used to guarantee stability for the body when starting an evaluation.
# Survivors The number of individuals that are copied from a generation to the next one.
# Parents The number of individuals from a generation that are used to obtain a new generation.
PopulationSize The number of individuals for each generation.

4.2

Evaluation Tasks

Four different evaluation tasks were used. Walking (forward, then backward) is used to emphasize speed,
strafing (left, then right) is incorporated because this is a task that occurs quite frequently during matches.
Turning (clockwise, then counterclockwise) is also used quite often during matches. Walk diagonally (walk
forward/backward + strafe left/right) was added to the evaluation tasks to ensure that the robot will be able
to compensate for overshoot when walking straight towards an object. These four tasks can be combined to
obtain more realistic and challenging action sequences.
These tasks can be combined to obtain more realistic and challenging action sequences.

4.3

Fitness Function

The walking distance is at the base of the fitness function used in the experiments. To emphasize that the
robot should be able to walk in any direction, each evaluation consists of a set of tests, which can include
walking forward, backward, sideways (strafing), rotating, and walking diagonally in any direction, we use
the weighted harmonic mean (equation 1). It rewards increases closer to 0 more than at higher values, which
should result in a behavior that should at least be able to perform each task to a certain minimum level.

P
P

w

n
i=1 i
n wi
i=1 xi

(1)

The weights allow for focusing more on specific tasks such as walking forwards. The framework allows for
giving a negative reward when the robot falls over. The individual can be killed to save time and reduce the
chance of damage in the case of testing in the real world.
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Graphical User Interface

The learning process is managed and controlled through a GUI implemented in Java (figure 2). Its main
functions are:
Learn Starts the genetic algorithm
List Shows the list of learning parameters currently in use
GetInfo Shows relevant information such as the current generation number, the current individual number
and the walking parameters for the fittest individual in the current generation.

Figure 2: Example of the graphical user interface (right) and SimSpark (left).

4.5

Simulator

The used simulator is SimSpark1 , which is the official 3D-simulator for the RoboCup Simulation League. It
was designed to be able to simulate a large number of robots, which proves useful in machine learning tasks.
A disadvantage of this simulator is that the models are slightly different from the real robots, so that learned
parameters cannot be used directly without some tweaking. A second disadvantage is that the simulator
does not guarantee identical results for repeated simulation runs, as it is influenced by network delays on the
machine that disrupts the server.

5 Results
To test the performance of the implemented framework, two separate experiments were conducted. Both
will be described below. For both of these, the performance on each task is measured by taking the traversed
distance as an evaluation score. Falling down is penalized, and results in subtracting 1000 from fitness
(empirically chosen), so that organisms that fall early in the episode are punished more severely than those
that fall at the end of their task.
1 http://simspark.sourceforge.net/wiki/index.php/Main_Page
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Experiment: Walking forward

To test the effectiveness of the method, it was first applied to improve the walk in the x-direction. The effect
of different parameter settings can be seen in figure 3. The settings for these tests were as follows:
Figure
Mutation
NoMutation
Crossover
Equal

Transmission
0.1
0.5
0.1
0.1

Crossover
0.1
0.5
0.8
0.1

Mutation
0.8
0.0
0.1
0.1

# Parents
10
10
10
10

# Survivors
10
10
10
10

PopulationSize
50
50
50
50

It should be noted that the first generation of each test contains only copies of the first individual, making
the performance for this generation prone to error.
2000

Average fitness

1500

1000
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00

Mutation
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5

NoMutation
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15
20
Generation Number

Crossover
25

30

Figure 3: Average fitness for different parameter settings.

5.2

Experiment: Holonomic walk

In this experiment, machine learning was applied to improve the omnidirectional walk of the Nao. Evaluation was performed by forcing Nao to execute multiple different subtasks, which were to be performed
in quick succession - with no pause in between tasks. The tasks were chosen so that they would closely
resemble actions during a football match. There was no bias toward any of the evaluations, with each phase
lasting 7 seconds, although the order of the tasks would always be the same. Falling down was penalized,
and caused the episode to finish immediately. A parameter set was evaluated based on performance in each
of these tasks:






Walking forward/backward
Turning
Walking towards a static target
Quick stopping/starting and direction changes

The left graph in figure 4 shows how the average fitness of the population changes over time. The graph
suggests that the fitness is generally increasing in the first 25 generations. The graph on the right of figure
4 shows the fitness of the fittest individual in the population over time, which is monotonically increasing.
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Reason for this is that the surviving group of each population, of which the fittest individual is part of, is not
re-evaluated, as suggested by [3].
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(a) Average fitness of the population over time.
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(b) Maximum fitness of the population over time.

Figure 4: Plot showing fitness of populations for a total of 40 generations.

5.3

Evaluation

Results for both experiments indicate an increase in performance, indicating that by learning the walk is
optimized. As can be seen in figure 3 (Mutation versus Crossover), it proved useful to limit mutation,
as random trials usually ended up in organisms with lower fitness than generations created using different
settings. The test NoMutation is used as a benchmark, needed because of noise in the evaluation, by setting
the Mutation rate to zero. This ensures that each generation contained only exact copies of the very first
organism. Its low performance at generation 0 can be explained by this noise as well, as the first generation
contained only copies of the initial organism. Although setting Transmission, Crossover and Mutation rate
equal resulted in nearly the same performance, setting the Crossover rate relatively high resulted in higher
fitness.
The performance in the second experiment cannot be directly compared to the first experiment; however, the relative increases in performance can be compared. The second experiment shows a more steady
increase in performance. This can be explained by the complexity of the task: The chance that a mutation
improves performance in just the task of walking forward is higher than this mutation improves performance
in multiple subtasks simultaneously. Results indicate that the selected method and chosen parameter settings
improve mean performance of the generation over time and will continue to do so.

6

Conclusion

In this study, the effectiveness of evolutionary algorithms is tested by applying one of these to optimization
of walking parameters for a simulated bipedal robot. At the start of the learning process, a working set of
walking parameters is available in an existing framework, meaning that not the joint values but the parameters for the framework must be optimized.
The algorithm and the system controlling the experiment are discussed shortly. Different parameter settings
are tried to learn the optimal parameter-set for a single task, namely walking forward. Based on this first
experiment, the best found settings are used to learn an optimal parameter-set for a holonomic walk. Results
for both experiments indicate that there is indeed an improvement in performance, but that starting with a
suboptimal set makes it so that the resulting increase in performance is small.
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Discussion and Future Work

Since old individuals are not re-evaluated and the evaluation function is noisy, it is likely that the population’s
evolution is inhibited after an individual has gained a high fitness by chance. Re-evaluating should even out
irregularities in the fitness and increase the overall performance [8].
The framework is eventually to be extended to facilitate on online learning, specifically learning during
matches. This would allow for more accurate evaluation of fitness, as the tests in the lab setting are not the
same as a real match. It would also allow for more optimal usage of time during an event, as the robots
must be allowed to cool down before matches, and differences in carpet make evaluation before arriving at
a RoboCup event inaccurate.
Another suggestion is to classify different kind of actions with different parameter sets, as parameters
that work well for walking forward seem to be different from parameters that perform well on other tasks.
This would, however require changes to the framework in order to transition smoothly and without falling.
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Abstract
It is hard, if not impossible, to assume anything about agents’ behavior in a society with heterogeneous
agents from different sources. Organizations are used to restrict and guide the agents’ actions such that
the global objectives of the society are achieved. We discuss how agents can be supported to include
organizational objectives and constraints into their reasoning processes by considering two alternatives:
agent reasoning and middleware regulation. We show how agents can use an organizational specification
to achieve organizational objectives by delegating and coordinating their activities with other agents in the
society, using the GOAL agent programming language and the OperA organizational model.

1 Introduction
Organizations can be defined as a set of entities regulated by mechanisms of social order and created by
more or less autonomous actors to achieve common goals. Agents can enact roles, or take specific positions,
in a society and as such interact with others as a means to accomplish their own goals [4]. In the simplest
case, a society is an environment that is accessible by anyone and that has no control over the agents entering
it. Without any control, it is not possible for the society to ensure that global objectives are achieved and it
is furthermore very hard to assume any kind of behavior of the agents in the system. Consider a hospital: if
anyone can enter and exit the hospital whenever they want, can go anywhere they want inside the hospital,
and there is no restriction on who can enact the role as a doctor or nurse, it is very hard to ensure that sick
people will get the treatment they need. Clearly, the society needs some kind of mechanism to ensure that
certain objectives are achieved and that predefined boundaries are not violated. In multi-agent systems, an
organization is the usual mechanism used for controlling the agents entering the society. An organization is
usually defined via roles, groups, objectives and norms, and it provides a more or less abstract description
of what is expected of the agents in the society. The organizational specification should be balanced as to
not decrease the agents’ autonomy too much, since we after all still want the agents to exhibit an intelligent
behavior. If the objectives are specified very generally, the agents are free to achieve them in a way that
suits them best, whether this is by doing everything themselves, cooperating with other agents having the
same (or similar) tasks, or even delegating some tasks to other agents. On the other hand, if objectives are
specified in much detail by sub-objectives, there is a greater chance that they are achieved in the intended
way. For example, a surgical procedure needs to follow some strict guidelines, but there should still be
space for the surgeon to be able to adapt to different situations and act accordingly, if something unexpected
happens.
In this paper, we investigate the mechanisms required for agents to behave intelligently in a system
specified by an organizational model. We therefore take the top-down view of organizations and agents,
namely that an organization is first specified and the agents are expected to adhere to that specification,
rather than the bottom-up view, which is that the organization emerges as agents cooperate and achieve their
goals. Our focus is on how to ensure that the agents enacting roles in an organization will eventually achieve
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their (role) objectives, while still giving them enough freedom to decide by themselves how to do so. That
is, even though our view is top-down, we investigate what is required for the agents to reason about their
organizational objectives and what implications their role relations have on it. We begin with an analysis
of the requirements of organizational reasoning, eventually leading to the main contribution of the paper:
building blocks that enables agents to perform organizational reasoning about completion, coordination and
delegation of tasks.
We base our work on the OperA model in which roles amongst other things are specified by their objectives, which in OperA can be part of a so-called landmark patterns that provides the order in which the
objectives should be completed. We aim to show that while this ordering may take away some of the agents’
freedom (things have to be done in a specific order), the agents can still remain autonomous as long as the
ordering is not too fine-grained. We further elaborate on how the agents can choose to achieve their objectives differently based on the situation and the organizational specification, such that they are able to e.g.
delegate responsibilities to more capable agents or cooperate with agents that have the same objectives. We
use the GOAL agent programming language to illustrate some of the code patterns that can be used for the
organizational reasoning.
The rest of the paper is organized as follows. We begin with a brief introduction of the OperA model
in section 2. In section 3, we present the approach we are taking in this paper. In section 4, we show how
agents can cooperatively achieve their objectives using landmarks. We discuss related work and conclude
the paper by discussing future research directions in section 5.

2 Organization modeling: The OperA Model
This section introduces the parts of the OperA model required for our work and describes a scenario that
will be used as an example throughout the paper.
The OperA model [1] proposes an expressive way for defining open organizations distinguishing explicitly between the organizational aims, and the agents who act in it. That is, OperA enables the specification
of the organizational structure, requirements and objectives, and at the same time allows participants to have
the freedom to act according to their own capabilities and demands. At an abstract level, an OperA model
describes the aims and concerns of the organization with respect to the social system. These are described
as the organization’s externally observable objectives, i.e. the desired states of affairs for the organization.
The OperA model contains the Organizational Model (OM), which is the result of the observation and
analysis of the domain and describes the desired behavior of the organization, as determined by the organizational stakeholders in terms of objectives, norms, roles, interactions and ontologies. The OM consists
of four interrelated structures: the social, interaction, normative and communicative structure. The social
structure of an organization describes the roles holding in the organization. It consists of a list of role definitions, group definitions, and a role dependencies graph. The interaction structure describes the states that the
agents should achieve, in terms of meaningful scenes that follow pre-defined abstract scene scripts. A scene
script describes a scene by its players (roles), its desired results and the norms regulating the interaction. A
scene script establishes also the desired interaction patterns between roles, that is, a desired combination of
the (sub-) objectives of the roles. The normative structure describes expectations and boundaries for agent
behavior, and the communicative structure specifies the ontology and the communication language used in
the society.
In this paper, we focus on the social and interaction structures, specifically on roles, objectives and
landmarks. We first describe the scenario we will use throughout the paper and then the relevant components
of the OM will be described using the scenario.

2.1 Scenario: First Responders
We consider a scenario of first responders at a fight between groups of people, some of them being injured
and requiring medical attention.
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(a) Social Structure

(b) Interaction Structure

Figure 1: Organizational specification for the scenario.
After a match between Feyenoord and Ajax, groups of fans are fighting and some of the fans
are badly hurt. The authorities have been contacted, and a group number of medics and police
officers (the first-responders) have arrived. The medics are supposed to help the injured, while
the police officers are supposed to break up the fight. However, fans of one group will not allow
medics to help injured from the other group.
Several organizations exist in this scenario (each fan group, the medics, the police officers, and the first
responders which contains both the medics and the police officers), but our focus is on the first responders.
The overall goals of the first responders are to break up the fight and help any injured persons. Agents in the
first responders organization are enacting either the role of a police officer or a medic. Police officers are
able to break up fights and force people to move away from an area. Medics can assess whether a person
is injured and they can move them to the ambulance. Medics cannot move injured people away from the
scene, if fans are standing in their way, so they need to use force to move them away. Given the medics’
abilities, this might not be possible, so in such situation they depend on a police officer helping them. Note
that even though the scenario is quite simple, it touches upon some interesting and relevant dimensions of
organizations, namely the clear purpose of the roles of the organization and the necessity of cooperation and
delegation to achieve the organizational objectives effectively and successfully.
The organization can guide the agents in completing their objectives by giving them more or less freedom
to decide how their objectives should be completed. Following the ideas of [8], we call such expressions
landmarks, defined as conjunctions of logical expressions that are true in a state. Landmarks combined with
a partial ordering to indicate the order in which the landmarks should be achieved are called a landmark
pattern. For example, a fight must be located before it can be stopped.
The first responders organization, modeled in the OperettA environment [1], is shown in figure 1. Figure
1a shows the social structure of the OM, consisting of the two roles and their relations. Police officers depend
on each other for locating and stopping the fight, while medics work together to locate and rescue injured
fans. Furthermore, medics depend on police officers to remove fans that are blocking them. Figure 1b
shows the relation between the scenes and the landmark patterns for the individual scenes. Note that several
scenes can be happening at the same time and one agent can participate in different scenes simultaneously
(e.g., a police officer is simultaneously participating in the stop fight and rescue injured scenes). Transitions
also describe the conditions for the creation of a new instance of the scene. Note that we assume that role
assignment has already been done, and figure 1b only show the relevant parts of the scene structure.

3

Dimensions of organizational reasoning

In open environments agents and organizations are specified independently from each other. In order to
participate in an organization, agents are assumed to be able to reason about an organization. That is, there is
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an expectation that the agents understand such specification. This expectation is in certain cases too strong,
since agents implemented by third parties cannot necessarily be assumed to understand the specification of
the organization. Instead, we assume that there are different ways this requirement can be met, for example,
by making the agents organization-aware, i.e. program them to understand the organizational specification.
Alternatively, a third party that is able to perform the organizational reasoning, such as a middleware agent
or a service (e.g. an artifact [9]), can be made available. If agents have no knowledge about the details
of the organization, a middleware would be responsible for delegating tasks, performing role enactment,
coordinating, etc., while a service could be useful if the agents have some knowledge about the organization,
but not enough to perform their own organizational reasoning.
Once agents are playing roles in an organization, there will be certain expectations of the agent; a role
may have certain norms and objectives, and the organization expects that agents playing such role take part
in achieving the objectives and adhering to the norms. This of course leads to the question: should agents
be able to deviate from the expectations? If so, some kind of monitoring is needed to impose appropriate
sanctions upon violating agents. The agents then need to decide who is responsible for monitoring and
sanctioning in the system. If agents are not allowed to deviate, they should be somehow forced to achieve
their objectives. However, since it is probably not possible to force agents to take certain actions, and
certainly not ideal, without putting severe restrictions to their autonomy, we may instead restrict the kinds
of agents in such system to agents that have a desire to fulfill their organizational objectives and that are
capable of fulfilling them. In such case, we can still expect the organizational objectives to be achieved.
The dimensions discussed above provide us with the following kinds of systems:
Restricted-Middleware Agents are assumed to desire achieving the organizational objectives, i.e. the tasks
they receive from the middleware. The middleware knows which role(s) an agent enacts, which
objectives it is responsible for and whom it can (potentially) delegate tasks to. This knowledge is used
to delegate the tasks to the agents in the system in a “step by step manner”.
Restricted-Agent Agents in this system have beliefs about the organization, and uses those beliefs to decide
which objectives to achieve, which to delegate, and how to coordinate with other agents. The agents
are assumed to desire achieving the organizational objectives.
Regulated-Middleware The agents are not aware of the organization, so the middleware will delegate tasks
in a “step-by-step” manner. Agents may now have own desires and can choose not to perform certain
organizational tasks. Instead of letting the middleware proactively delegate tasks to the agents, the
agents might decide by themselves if they want the middleware to delegate a task for them. Furthermore, the middleware should monitor and sanction agents violating their responsibilities.
Regulated-Agent Agents are able to reason about the organization, but are no longer (necessarily) assumed
to desire the organizational objectives. This means that they at some points may violate their obligations toward the organization, and therefore risk being sanctioned. Without a middleware, monitoring
and sanctioning is distributed among the agents in the system.
The middleware-approach is less complex than the agent approach, and the restricted approach is less
complex than the regulated approach. Thus the least complex system is a restricted system with a middleware
performing the organizational reasoning, while the most complex (w.r.t. these dimensions) is a regulated
system in which the agents are aware of the organization and can reason about their objectives. In the present
paper, we focus on objectives that the agents are assumed to desire fulfilling, so we will only consider the
“restricted” systems.

4 Guiding Agents
The Blocks World for Teams (BW4T) environment (see e.g. [2]) is a simulated environment similar to
the classical Blocks World planning problem. The environment consists of rooms connected to halls and
a number of agents. Colored blocks are placed within each room and the agents are supposed to deliver a
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subset of these blocks to a drop zone in a specific color sequence. Each room only fits one agent and the
blocks in a room are only visible for an agent inside that room.
We use the BW4T scenario to simulate the first responders scenario by considering the drop zone being
the ambulance, colored blocks being injured fans, and agents playing the roles of fans, medics and police
officers. Fans are fighting just outside some of the rooms and they can stop the medic from rescuing injured
fans by entering a room just before the medic does so. Police officers will look for areas where fans are
standing, while medics will check the rooms to find injured fans. Agents in BW4T can communicate, which
allows the agents to more easily coordinate and delegate their objectives. Medics can inform other medics
about their progress toward locating or rescuing injured fans, police officers can inform each other about
fights and coordinate the task of breaking them up, and medics can delegate the task of forcing blocking
fans to move away to police officers that are more capable of this task.

4.1

Reasoning requirements

In the following we describe the aspects required for organizational reasoning. These aspects can be integrated in either an agent or a middleware. In the following when we talk about an agent reasoning about the
organization, for simplicity we do not distinguish between agents reasoning themselves and a middleware
reasoning on the agents’ behalf, since we discuss the general concepts and not how they are implemented.
Given an organizational specification, an agent should be able to decide which objectives it is responsible
for (in terms of the roles it enacts) and whether these objectives are active (e.g., whether previous objectives
in a landmark pattern are achieved). We call this the option consideration. The agent can then reason about
committing to and achieving the objectives in the organizational deliberation phase.
If an agent chooses to attempt to achieve an objective by itself (with or without help from others),
this means that the agent believes it has a plan which achieves the objective. This stems from the agent’s
capabilities, but how this is realized is out of scope of this paper. However, the matter of deciding whether
or not to coordinate or delegate involves knowledge of the organization, thus requiring the agent to be able
to reason about these concepts in relation to the specification of the organization in which it participates. We
have identified the following situations in which agents should consider coordinating or delegating:
Delegation If role r1 depends on role r2 for an objective o, agents enacting r1 should be able to reason
about whether to delegate o to an agent enacting r2 . For instance, a medic should be able to reason
about whether blockingFanRemoved should be delegated to a police officer.
Dependency coordination Conversely, agents enacting r2 that have been delegated objective o should be
able to reason that agents which are enacting r1 should be informed when o is achieved.
Same objective If roles r1 and r2 are responsible for an objective o (note that r1 and r2 might be the same
role), agents enacting either role should be able to reason that agents enacting the other will benefit
from knowing if the objective has been achieved.
Same scene Agents participating in the same scene have the overall objective of achieving the objectives of
the scene, i.e. ending the scene. This means that they should be able to reason that if other agents are
participating in the same scene, they might benefit from knowing that certain objectives of the scene
have been achieved.
Even though these considerations are relevant both when considering reasoning by agents and middleware, some of the situations might be difficult to handle when using a third party. For instance, if agents
responsible for the same objective should coordinate, they need to know who to coordinate with, which is
difficult if they have no organizational knowledge. Either the middleware should inform each agent which
other agents to coordinate with, or the coordination should be done entirely by the middleware, requiring
that it is able to perceive that an objective has been completed.
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Building blocks for organizational reasoning

In the following, we illustrate how the building blocks of the organizational reasoning are implemented in
the GOAL agent programming language [5]. GOAL is a goal-oriented agent programming language, which
fits quite well with the notion of organizational objectives: by committing to an organizational objective, an
agent simply adopts that objective as a goal. In GOAL programs are built by basic rules of the form if msc
then action and forall msc do action, where msc is a mental state condition about the agent’s beliefs
and goals, and action are actions such as handles adoption, belief updates and sending messages. if -rules
matches a single mental state condition, while forall matches all applicable mental state conditions. The
mental atoms bel and a-goal succeed if the arguments are parts of the agent’s beliefs or goals, respectively. The actions adopt, insert, delete, send are used for adopting goals, revising beliefs and
communicating with other agents.
We show how a few of the most essential building blocks using the first responders scenario. In the
following, A, R, S, O corresponds to an agent, role, scene and objective, respectively. If more than one
of each is used, they are distinguished by a number. Anonymous variables are denoted with an underscore,
. We have simplified the code to be more easily comprehended. A part of the agent’s main GOAL program
is shown below, stating that if the agent believes it has an organizational option, it considers it. Otherwise, it
updates its options: Following the discussion above, we define an option as an active objective that the agent
(via its role) is responsible for and the agent updates its beliefs to include this option (the agent should also
consider whether previous options are no longer believed as being options):
forall bel(option(A,O,S)) do organizationalDeliberation.
forall bel(rea(A,R,S), responsible(O,S,R), active(O)) then insert(option(A,O,S)).

The medics are responsible for locating and rescuing injured people and initially only injuredLocated is
active, thus an agent enacting the role of a medic will update its beliefs to include the organizational option
of locating injured people. A very simple medic might choose to adopt the goal of locating injured people if
it is an option:
if bel(option(

,injuredLocated,

)) then adopt(injuredLocated).

It can continuously inform other agents responsible for locating injured people about its progress (i.e. the
rooms checked and the injured people found):
forall a-goal(injuredLocated), bel(rea(A,R,S), responsible(injuredLocated,S,R)) do {
forall <injured found> do send(A, <location>).
forall <room checked> do send(A, <room>). }

When the agent believes that all rooms have been checked, it believes that it has reached the landmark for
the objective. Note that this activates the next landmark, injuredRescued, which will be available the next
time the agent considers its organizational option.
if a-goal(injuredLocated), bel(checkedRooms) then insert(reached(injuredLocated)).

Whenever an objective of an option has been reached, the agent will stop believe that it is an option and
inform other agents in the scene that the objective has been completed:
forall bel(option(A1,O,S), reached(O)) do {
if true then delete(option(A1,O,S)).
forall bel(rea(A2, ,S)) do send(A2, :reached(O, S)). }

The main difference between an agent and a middleware in this context is that the middleware performs
the reasoning on behalf of the agents. This means that the middleware is considered an organizational
agent, and the building blocks above can thus be used to implement a middleware as a GOAL agent. Note
that letting someone perform reasoning on behalf of the agents have some implications. A middleware will
have full control over how objectives are delegated to agents, so if an objective is represented by a set of
sub-objectives that collectively complete the objective, the middleware can delegate the sub-objectives to
individual agents, thus coordinating the fulfillment of the objective. For example, an objective of rescuing
all injured persons can be divided into a sub-objective for each of the injured persons. The middleware
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can then delegate a sub-objective to the medics in the system, e.g. by delegating each injured person to
the nearest medic. On the other hand, the middleware has no or limited access to each agent’s beliefs and
desires, so taking the agent’s state and preferences into consideration is difficult, if not impossible. Even if
a medic currently has a personal desire to avoid rescuing a specific person because that person is located in
the middle of the fight, the middleware is unable to consider this, and it might delegate the task to the medic
anyway.
Agents reasoning about an organization are organization-aware, so each agent is responsible for its own
reasoning w.r.t. the organization. This provides the agents with more freedom and more possibilities, since
they can now consider their own beliefs, meaning that the reasoning can be more fine-grained, allowing
them to consider an objective in different situations. Being able to consider desires has the advantage (from
the agent’s perspective) that the agent can ensure that it does not perform organizational actions that leads
to undesirable situations (such as the one above, where the medic can choose to avoid certain locations).
However, it has the disadvantage (from the organization’s perspective) that certain objectives might never be
fulfilled (e.g. if the fight never stops, and the medic refuses to rescue the injured persons at the undesirable
locations). Thus it increases the agent’s autonomy but also the risk that certain objectives might not be
completed.
Since the building blocks are integrated in GOAL agents, it shows that it enables agents that are initially
unable to reason about organizations, to use information about an organization to decide on how to achieve
its organizational objectives, whether this is by coordination, delegation or something else. The assumption
that agents wants to achieve the organizational objectives gives us assurance that they will eventually be
achieved, and a direction of future research will be to investigate how to have the same kind of assurance
when this assumption has been relaxed.

5

Conclusion

We have presented an approach for performing organizational reasoning by using building blocks that can
be integrated in agents or used by a middleware. By establishing a number of dimensions of organizational
reasoning, we have identified the requirements for agents reasoning about organizational objectives. We have
argued that this reasoning can be naturally divided into two parts: option consideration and deliberation.
In the consideration phase, the options (i.e. objectives) that are possible to commit to are found. In the
deliberation phase, the agent uses its knowledge about the organization to determine how to complete its
objectives, either by itself or by coordination and delegation. We have shown that the basic building blocks
can be applied to both organization-aware agents and third parties such as a middleware performing the
reasoning on the agents’ behalf.
The approach in this paper is based on the OperA model, but apart from OperA, there are other organizational models, such as ISLANDER (part of the EIDE framework [3]) and MOISE+ [7]. It is therefore
quite natural to consider how to let agents reason about these models in order to make them practical. While
this paper focuses on building blocks that can be used both by agents performing the reasoning themselves
and by a middleware, other approaches usually considers how to incorporate organizational reasoning by
use of a middleware or artifacts. A MELI (also part of the EIDE framework) and S-MOISE+ are agentbased middleware solutions for ISLANDER and MOISE+ , respectively. The organizational agents of these
systems ensure that the organization remains consistent and that no prohibited organizational actions are
performed. Artifacts are devices that provide certain functionalities agents use by interacting with them. In
[9] it is suggested that boundary artifacts can be used to control the presence of agents inside an organization and to enact the contract between the agents and the organization. This is further elaborated in [6]
where ORA4MAS (Organizational Artifacts for Multi-Agent Systems) is presented. ORA4MAS is a general approach suitable for different kinds of organizational models. They argue that middleware solutions
typically takes away the control from the agents, whereas artifacts brings this control back to the agents,
since the agents can, via their autonomy, choose whether or not to interact with the organizational artifacts
of the system. In [6] it is integrated with MOISE+ and it is shown how that model can be implemented
using artifacts.

86

BNAIC 2013

FULL PAPERS (A)

Our solution enables both approaches, depending on how much information the agent discloses to the
middleware. If nothing is disclosed, the middleware will have to make very general decisions and can
mostly provide “step-by-step” guidance, while if the agent discloses everything, a middleware will be able
to perform organizational reasoning resembling that of an organization-aware agent. We argue that the
ultimate way of bringing the control back to the agents is to allow the agents themselves to perform the
organizational reasoning. Our building blocks allow agents to perform this kind of reasoning, either by
disclosing their beliefs and desires to a middleware, or by integrating the building blocks in the agents.
Due to space limitations, we have only presented a few building blocks. It is clear that different strategies exist in both the consideration and deliberation phase, allowing organization-aware agents to perform
organizational reasoning that is more sophisticated. For example, an agent might not only consider active
objectives as options, if it wants to look ahead, and it might want to consider objectives, that it itself is not
directly responsible for. We have left an investigation of these strategies as a direction for future research.
Implementing the reasoning inside an agent or a middleware corresponds to situations in which either the
agents are organization-aware or a middleware handles all the organizational reasoning, but hybrid situations
may also occur. For example, if some agents are organization-aware, while others are not, or if some
of the agents are only partially organization-aware. A number of issues arise in such systems: how can
organization-aware agents coordinate with “unaware” agents and how can the middleware know that certain
agents are aware of the organization, and therefore not perform the reasoning for them? Furthermore, a
partially organization-aware agent needs to look to the middleware for support when it is stuck. In the future
we will investigate how to handle such situations, since in open societies these different types of agents may
very well co-exist.
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Abstract
In multi-agent organizations, contractual obligations and prohibitions are important for governing autonomous agents. However, agents may only wish to participate in an organization if the contracts they
engage in respect and satisfy their policies specifying how the agent may be used, we call these use policies and they specify what norms may be imposed on them in a contract and what norms must be imposed
on the contractual counter-parties. To address this, we propose a representation of use policies as sets of
meta-norms constraining the norms that may be imposed on the agents with use policies. We then consider, given a bilateral contract formed between a client and an agent wishing to enact a role, the properties
of a correct contract with respect to the use policy of the role enacting agent. This means we can analyse
contract formation processes in the face of use policies.

1

Introduction

Autonomous agents, by definition, cannot be controlled directly, only influenced in their actions [18]. Thus,
in order for agents to collectively perform useful tasks, norms have long been used in multi-agent systems
to influence agents’ decision making by imposing obligations and prohibitions on them (e.g. [4, 9, 13–15]).
Meanwhile, mechanisms of compliance checking and governance have been used to ensure agents have
reason to abide by norms (e.g. [10–14, 16]).
Agents may be bound to organizational roles with contracts, represented as sets of norms. Yet, agents
may also have policies placed on them constraining what they may agree to in a contract, we call these use
policies. We view use policies as sets of meta-norms specifying what norms ought to be and not be in a
contract for contractual agreement to take place (e.g. forbidding obligations being imposed on an agent, or
obligating obligations being imposed on counter-parties, such as for payment). Thus, before an agent agrees
to a contract it may need to check the contractual norms with its use policy, furthermore, the contract may
need to be adapted to accommodate the agent’s use policy by adding, modifying or removing norms.
For a contract to be compliant with a use policy, a set of requirements must be met that ensure contractual
norms do not violate meta-norms in a use policy. In this paper we contribute such a set of requirements for
checking contract compliance with respect to use policies together, we also contribute representations of
norms and meta-norms.
In related work, Boella et al. [2,3] propose a framework for meta-norms, arguing meta-norms are needed
if there is a hierarchy of authorities, one authority guiding the other in legislation. In our case, we have a
hierarchy of authorities, the authority specifying a use policy guides the authority forming the contract.
Meanwhile, Brown [5] formalizes a type of norm that may act as an exception to other norms, thus somewhat getting towards the notion of use policies we aim at. Further afield, work on automated contracting
(e.g. [6,7]) considers contracting as a lifecycle of negotiation and enactment. However, in none of the aforementioned work do they consider the acceptance and rejection of contracts or the application of meta-norms
as use policies.
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In this paper we provide a representation of norms and define role templates as an input in a roleenactment contract formation process (Section 2.1). Then, we give a representation for meta-norms over the
language of norms (Section 2.2). To define the contract correctness properties, we first define the role enactment contracts (a set of norms), then a means to compare object-level norms, finally we use comparisons
of norms to determine when norms in a role enactment contract are not in conflict with the meta-norms of
a use policy (Section 3). In Section 4 we assess the proposed requirements with examples of correct and
incorrect contracts. Finally, in Section 5 we discuss the implications of the requirements we propose and
areas of future work.

2

A Language of Norms for Agent Behaviour, Role Templates and
Agent Use Policies

In this section we define a language of norms needed for our definitions of role templates (the first input in
contract formation), and contracts. We then give a language of meta-norms over the language of norms, to
be used to construct meta-norms in agent use policies (the second input to contract formation).

2.1

Norm Specification Languages and Role Templates

In the following we assume a domain language L of all the propositional formulae for a given domain.
We also assume the following mutually disjoint infinitely countable sets: the set of constant symbols AC
denoting agents; the set of constant symbols R denoting roles and the set of variable symbols AV denoting
agent variables. We assume the domain language is used to express states of affairs and not actions, thus we
respectively focus on ought-to-be and not ought-to-do.
We give a language for specifying norms NS over an assumed domain L for a set of subjects S (roles
and agents). The language is used to express existing norms that apply to agents in role enactment contracts
or are included in templates of roles (as input for forming contracts before they are enacted). An example is
introduced to give an idea of how the shortly following definition of the normative language may be used.
Example 1. (Precipitation) Suppose an agent, client, wishes to establish a contract where an agent playing an organizational role Precip Role must provide it with data on the local precipitation (precipitation data)
before one time interval has passed (interval(1)). The client wishes to establish a contract with norms that
appropriately guide an agent, sensor resource, playing the role of precipitation gatherer into fulfilling
this task.
In our representation language a norm specifies who it applies to, the deontic type (obligation or prohibition), the aim of the norm that is obligated/prohibited, when the norm is detached (the condition) and a
deadline of the norm. There are many other possible representations of norms which we do not discuss here
but instead refer to the following literature survey [1].
Definition 1. (Language of Norms). We define the language of norms NS parametrised with the set of agent
and role symbols S ⊆ AC ∪ R, as the set of norms of the form dde:cr (ρ, α, δ) denoting that if the state ρ holds
the debtor de is obligated/prohibited (given by d) towards the creditor cr to ensure the obligated/prohibited
state α holds before the deadline state δ holds. Where:
• d ∈ {O, F } specifies a deontic type of either obligation (O) or prohibition (F).
• de, cr ∈ S denote the agent or role enacted by an agent to which the norm is directed and to which
the norm serves, respectively, s.t. de 6= cr.
• ρ ∈ L ∪ {>} is the condition.
• α, δ ∈ L ∪ {⊥} are the states the agent/role de is obligated or prohibited to see to and the deadline
of the norm, respectively.
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Taking the previous example, the following norm expresses an obligation with no condition, for gathering precipitation data before a temporal deadline:
OPrecip Role:Client Role (>, precipitation data, interval(1))
We define role templates as input for forming contracts. These specify the set of norms an agent enacting
the role, the debtor, would commit to and the creditor the role serves. In the case of the debtor, the symbol
identifying the agent that will play the role is unknown a priori, so in the role template’s norms the name of
the role is used as a place holder for the debtor agent.
Definition 2. (Role Template). A role template is a tuple (r, a, N) where:
• r ∈ R is a label of the role.
• a ∈ AC is the creditor to which the agent enacting the role serves.
• N ⊆ N{r,a} is a set of norms that apply to the role s.t. ∀dde:cr ϕ ∈ N : de = r ∧ cr = a.
For example, the role template T = (Precip Role, client, Npr ) describes a role for gathering
precipitation data on behalf of a client agent.
Npr = {OPrecip Role:client (>, precipitation data, interval(1))),

FPrecip Role:client (>, turn device off, fulfilled(obj1) ∨ violated(obj1)),

OPrecip Role:client (violated(obj1) ∨ violated(pro1), paid, interval(1)))}

2.2 Meta-norms and Agent Use Policies
Meta-norms allow use policies to be defined for agents, specifying what is required in a contract for a
contractual agreement to take place. Meta-norms are appropriate for this task because they can be used to
describe what norms are obligated and prohibited from being in a contract. We define a meta-norm language
first and then the notion of the use policy as a set of meta-norms.
Unlike object-level norms and for simplicity meta-norms have no deadlines. Meta-norms constrain the
single action of forming a contract. Thus, the implicit deadline of a meta-norm is the formation of the
contract and no explicit deadline is required.
There are two different concepts that may be expressed in the language of meta-norms:
• Obligatory obligations and prohibitions defining those norms that must be imposed by the organization. For example, an agent’s use policy may stipulate that if the agent is obliged to perform some
work, another agent must be obliged to pay it.
• Prohibited obligations and prohibitions specifying what may not be imposed on the agent. These
guide the legislator (in this case the authority forming the contract) in what they may prohibit or
obligate.
All meta-norms may have an object-level norm acting as a condition, that is, the meta-norm is only in
effect if a particular object-level norm is in the contract.
The syntax of meta-norms is given below, capturing the aforementioned concepts by nesting a norm
acting as a condition and a norm acting as an aim within an obligation or a prohibition. For simplicity, the
language limits meta-norms to just one level of nesting:
Definition 3. (Language of Meta-Norms). The language of meta-norms MNS is defined as a set of metanorms over a language of norms NS . A meta-norm mn ∈ MNS is defined as:
mn ::= d(n, n0 )
Where:
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• n ∈ NS ∪ {ε} is either a norm or empty and n0 ∈ NS is a norm.
• d ∈ {O, F } is the deontic type.
• d(n, n0 ) indicates that on the condition either norm n is imposed or n is empty, then it is obligatory/prohibitory for norm n0 to be imposed.
Finally, we define an agent’s use policy as a a set of meta-norms:
Definition 4. (Agent Use Policy). Let a ∈ AC identify the agent with the use policy, MN ⊆ MN{a}∪AC ∪AV
be the set of meta-norms constraining what should and should not be in a contract for the agent a to agree
to it, an agent use policy is a tuple (a, MN).

3 Role Enactment Contracts and Correctness
A role enactment contract is a set of norms given in a role template and possibly further norms as demanded
by a use policy. If in the role template used to construct the contract the subject of a norm was the role name,
in the contract this becomes the agent enacting the role.
Definition 5. (Role Enactment Contract). Given a role template T = (r, a, N ), a symbol denoting the agent
0
enacting the role a0 ⊆ AC , a role enactment contract rec(a0 , T ) ⊆ N{a,a } is a contract binding an agent to
the role. The role identifier in the template’s norms is replaced with the identifier of the role enacting agent:
∀dde:cr ϕ ∈ N, ∃dde0 :cr ϕ ∈ rec(a0 , T ) : de0 = a0
For example, for some role template pr templ the role enactment contract
C = rec(sensor resource, pr templ) may be described as:
C = {Osensor resource:client (>, precipitation data, interval(1))),

Fsensor resource:client (>, turn device off, fulfilled(obj1) ∨ violated(obj1))

3.1 Norm Entailment
Use policies state what norms ought and ought not be in a contract. To analyse a contractual norm’s compliance with a meta-norm, a comparison with the norms acting as antecedents and consequences of meta-norms
and the contractual norm is needed. The comparison needs to determine whether when the duties of a norm
n are detached the same duties are also detached from the norm n0 for the same agents. If it is the case that
the same duties are detached and the norm n is the consequence of an obligatory meta-norm, then the norm
n0 can be said to be compliant with the meta-norm. On the other hand, if the norm n is the consequence
of a prohibitive meta-norm (and the antecedent holds), the norm n0 is said to be non-compliant with the
meta-norm.
When making such comparisons, we are not interested in whether norms are identical (i.e. that only the
same duties are detached by two norms in only the same contexts). To illustrate why, take a meta-norm in
a use policy stating there must be an obligation for the agent receiving services to pay the agent supplying
the services. This norm is satisfied by any object-level norm in a contract that obligates payment in return
for services. However, the meta-norm is also satisfied by any non-identical norm that obligates further
duties, for example both payment and gratitude for services. Furthermore, the meta-norm is satisfied by
an object level-norm that obligates the same duties in additional contexts, for example obligating payment
when services are provided or when it is Wednesday. We thus define the notion of norm entailment, where
one norm n entails another norm n0 if at least all the duties of n are detached by n0 in at least the same
contexts.
A further consideration in norm entailment is its negation. If, for example, it is prohibited for an agent
to be prohibited from turning its device off when it is in Rotterdam, then the existence of a norm where the
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agent is prohibited from turning the device off when it is Wednesday will mean that the agent is prohibited
from turning its device off when it is in Rotterdam if it is also Wednesday. This is undesirable even though
the detachment of the prohibition was not caused by it being in Rotterdam. Thus, we also introduce a
stronger version of negated norm entailment.
The notions are formalized in terms of obligations, so we define equality between an obligation and a
prohibition. The definition of equality is based on the following intuitions: compliance with an active obligation requires either the aim being achieved or the deadline being maintained to the contrary. Conversely,
for an active prohibition compliance requires either the aim being maintained to the contrary or the deadline
being achieved. This means that, for example, a prohibition to turn a sensor off until the sensor has collected
data is equivalent to an obligation to collect data before the sensor is turned off.
Thus, we define equality between prohibitions and obligations as the switching of the aim and the deadline. This differs from Von Wright’s [17] definition, where a prohibition is equivalent to an obligation to the
contrary. The discrepancy is due to our norms having deadlines. A prohibition of an aim before a deadline
is not equivalent to the obligation of the negation of the same aim before the same deadline. Otherwise, we
would also expect an obligation to achieve a state before a deadline to be contradictory to an obligation to
achieve the negation of the same state, before the same deadline. Yet, for example, in the Logic for Contract
Representation formalism of the OperA framework [8], there is no such contradiction.
Before formalizing norm entailment, we illustrate the intuitions with some examples, where `D denotes
a norm entails another norm. An obligation to pay a fine when a particular norm has been violated entails a
norm with the same aim but which may also be detached under other conditions.
OPrecip Role:client (violated(obj1), paid, interval(1)) `D

OPrecip Role:client (violated(obj1) ∨ violated(pro1), paid, interval(1))

A norm obligating the payment of a fine before one time interval entails a norm that obligates the payment of the fine and apologising (i.e. further duties) with a deadline of one time interval passing or leaving
the jurisdiction (i.e. stricter deadlines).
OPrecip Role:client (violated(obj1), paid, interval(1)) `D

OPrecip Role:client (violated(obj1), paid ∧ apologise, interval(1) ∨ left jurisdiction)

We formalize norm entailment and equality between obligations and prohibitions (≡D ) with a proof
system using propositional logic’s syntactic consequence `. The following intuitions are for two norms n1
and n2 . (E1) states n1 entails n2 so long as the subjects are not different and n2 is detached in at least the
same contexts, has at least the same duties and has at least the same deadline. (E2) states that n1 does not
entail n2 in the strong sense if the subjects are different, or the same aims and deadlines are never detached
in the same context (i.e. they are different or the conditions are contradictory). (E3) is equality between
prohibitions and obligations. (E4) specifies a pair of a debtor and creditor entails another such pair so long
as the subjects have the same symbols or are variables.
S
Definition 6. (Norm Entailment and Equivalence). Let n, n0 ∈ NL
, be two norms, de, de0 , cr, cr0 ∈ AC ∩
AV ∩ R be subjects, the definitions of norm entailment, equivalence and subject entailment, respectively
denoted with n `D n0 , n ≡D n0 and (de, cr) `S (de0 , cr0 ), are defined as below:

⇔ (de, cr) `S (de0 , cr0 ) and

(E1) Ode:cr (ρ, α, δ) `D Ode0 :cr0 (ρ0 , α0 , δ 0 )

ρ ` ρ0 and α0 ` α and δ ` δ 0

(E2) not(Ode:cr (ρ, α, δ) `D Ode0 :cr0 (ρ , α , δ )) ⇔ (de, cr) 6`S (de0 , cr0 ) or
0

0

0

ρ0 ` ¬ρ or α0 6` α or δ 6` δ 0

(E3) Fde:cr (ρ, α, δ) ≡D Ode0 :cr0 (ρ0 , α0 , δ 0 )

⇔ de = de0 and cr = cr0 and

(E4) (de, cr) `S (de0 , cr0 )

⇔ (de = de0 or de ∈ AV or de0 ∈ AV ) and

ρ ≡ ρ0 and α ≡ δ 0 and δ ≡ α0

(cr = cr0 or cr ∈ AV or cr0 ∈ AV )
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We now define the correctness of the contract with respect to the definition of norm entailment. The
property MObl(C, UP) asserts that all the obligatory obligations specified in the use policy must be respected
in the contract. The property WMPro(C, UP) asserts that the prohibition of norms must be weakly respected
such that for any prohibited norm in the use policy and a norm in the contract with at least the same duties
and deadlines, they must not have the same conditions. The property SMPro(C, UP) is the strong version of
the previous property. It states that for any prohibited norm in the use policy and a norm in the contract with
the same duties and deadlines, the conditions must be contradictory.
The consequent of a meta-norm may be collectively entailed by several norms in a contract. For example,
an obligatory obligation to be paid and thanked for services is collectively satisfied by one norm that obliges
payment and another that obliges thanking for services. Thus, to make pair-wise comparisons we ensure
previously independently defined norms are represented as single norms by introducing the closure of the
set of contractual norms.
Definition 7. (Role Enactment Contract Correctness). Let T be a role template (r, a, N ), UP be a use
policy (a, MN), C a role enactment contract rec(a0 , T ) and the set C 0 be the closure of the set C under
logical equivalence, the relation ≡D previously introduced and the following rules
Ode:cr (ρ, α, δ) Ode0 :cr0 (ρ0 , α, δ) (de, cr) `S (de0 , cr0 )
Disjoined Conditions
Ode:cr (ρ ∨ ρ0 , α, δ)
Ode:cr (ρ, α, δ) Ode0 :cr0 (ρ, α0 , δ) (de, cr) `S (de0 , cr0 )
Conjoined Aims
Ode:cr (ρ, α ∧ α0 , δ)

Ode:cr (ρ, α, δ) Ode0 :cr0 (ρ, α, δ 0 ) (de, cr) `S (de0 , cr0 )
Disjoined Deadlines
Ode:cr (ρ, α, δ ∨ δ 0 )
The properties MObl(C, UP), WMPro(C, UP) and SMPro(C, UP) for contract correctness are:
MObl(C, UP)

⇔ ∀O(n, n0 ) ∈ MN, ∃n00 ∈ C 0 (n = ε ∨ n `D n00 ) → ∃n000 ∈ C 0 (n0 `D n000 )

WMPro(C, UP) ⇔ ∀F (n, n0 ) ∈ MN, ∃n00 ∈ C 0 (n = ε ∨ n `D n00 ) → ∀n000 ∈ C 0 (n0 6`D n000 )
SMPro(C, UP)

4

⇔ ∀F (n, n0 ) ∈ MN, ∃n00 ∈ C 0 (n = ε ∨ n `D n00 ) → ∀n000 ∈ C 0 [not(n0 `D n000 )]

Examples of Correctness

We give the idea of how meta-norms constrain contracts and the definitions of correctness with an example
of an incorrect contract, followed by a correct version. We recall a contract may be produced from a role
template by way of Definition 5, where its set closure may be produced by way of Definition 7. The contract
C ⊇ rec(sensor resource, pr templ) is the closed set of the role template contract, described as:
C = {Osensor resource:client (>, precipitation data, interval(1))),

Fsensor resource:client (>, turn device off, fulfilled(obj1) ∨ violated(obj1)),

Osensor resource:client (violated(obj1), paid, interval(1))),

Osensor resource:client (violated(pro1), paid, interval(1))),
Osensor resource:client (violated(obj1) ∨ violated(pro1), paid, interval(1)))}

The agent’s use policy stipulates the agent demands to be paid for providing data (a meta-obligation),
may not be prohibited to turn the device off at any point (a prohibition on a prohibition) and may not be obligated to pay another agent (a prohibition on an obligation). The use policy UPres = (sensor resource, MNres )
is described as:
MNres = {O(Osensor resource:X (>, precipitation data, interval(1))),
OY:sensor resource (fulfilled(obj1), paid, interval(2))),

F (ε, Fsensor resource:X (>, turn device off, ⊥))}
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The property MObl(C, UPres ) does not hold, there is no norm obligating an agent to make a payment
in return for services. The strong property for meta-prohibitions, SMPro(C, UPres ) also does not hold, as
we can see with a counter-example where the agent’s meta-norm specifies it may not be prohibited from
turning its device off, whilst the contract does the opposite (n.b. these are prohibitions and so the equality
with obligations must be used to show the following):
¬[not(Fsensor resource:X (>, turn device off, ⊥)) `D

Fsensor resource:client (>, turn device off, fulfilled(obj1) ∨ violated(obj1)))]

We might be led to believe that there is a second counter-example, where WMPro(C, UPres ) does not
hold. This would appear to be due to the use policy specifying the prohibition of an obligation for the
resource agent to make a payment and the obligation in the contract for it to make a payment. However,
WMPro(C, UPres ) does hold in this case because the resource agent’s use policy states that it is only in the
general case the agent must not be obliged to pay another agent (denoted with >), meanwhile, the contract
actually specifies the obligation to pay another agent is in the specific case that a norm is violated:
Osensor resource:X (>, paid, ⊥)) 6`D Osensor resource:client (violated(obj1), paid, interval(1)))
We conclude with a contract that is correct with respect to the use policy:
C 0 = {Osensor resource:client (>, precipitation data, interval(1))),

Osensor resource:client (violated(obj1) ∨ violated(pro1), paid, interval(1)))
Oclient:sensor resource (fulfilled(obj1), paid, interval(2)))}

MObl(C 0 , UP) holds, the obligation for the sensor resource to be paid is now included. SMPro(C 0 , UP)
holds, the previously prohibited prohibition has been removed and consequently WMPro(C 0 , UP) also holds.

5 Conclusions
In this paper we have presented a way to check if the contracts required by organizations match the requirements of the parties in the contracts as specified in their use policies. We have done this by characterising
contracts as sets of norms and use policies as sets of meta-norms. Thus, directions for future work include
solutions to forming contracts that comply with use policies and an assessment of any such solutions based
on the requirements specified in this paper.
Although the choice of propositional logic is adequate for presenting the problem, future work may
also extend the requirements to cover frameworks defined over first order logic. Other obvious extensions
include incorporating sanctions and describing when a sanction is acceptable with regard to a use policy.
Finally, thus far we have considered bilateral contracts, but in multi-agent organizations role dependencies
are commonplace and so it may not suffice to just consider direct agreements between agents.
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Abstract
What constitutes ‘Best’ in ‘Inference to the Best Explanation’ has been hotly debated. In Bayesian models
the traditional interpretation is ‘Best = Most Probable’. We propose an alternative notion, denoted as Most
Frugal Explanation (MFE), that utilizes the fact that only few variables actually are relevant for deciding
upon the best explanation. We show that MFE is intractable in general, but can be tractably approximated
under plausible situational constraints.

1

Introduction

Abduction or inference to the best explanation refers to the process of finding a suitable explanation of
observed data or phenomena. In the last decades, Bayesian notions of abduction have emerged due to
the widespread popularity of Bayesian techniques for representing and reasoning with knowledge [16, 24].
They are used in decision support systems in a wide range of problem domains such as [3, 7, 13] and as
computational models of economic, social, or cognitive processes [6, 25, 26]. A natural question is of course
what is seen as best. Apart from the obvious interpretation—the best explanation is the one with maximum
posterior probability—other relationships have been proposed to describe why we judge one explanation
to be preferred over another [22], like various measures based on a Bayesian account of coherence theory
[10, 14]. Such alternative formalisms put an emphasis on different properties of ‘good’ explanations, e.g.,
that they are coherent with the available evidence. While the posterior probability of such explanations is not
the deciding criterion to prefer one explanation over another, it is typically so that explanations we consider
to be good for other reasons also have a high probability compared to alternative explanations [15].
However, computing explanations is computationally costly, especially when there are many intermediate (neither observed nor to be explained) variables that may influence the explanation. One way of dealing
with this intractability might be by assuming modularity of knowledge representations. However, this is
problematic as we cannot know beforehand which elements of background knowledge or observations may
be relevant for determining the best explanation [11]. Fortunately, even when a full Bayesian analysis may
not be feasible, we need not constrain inferences only to small or encapsulated knowledge structures. It
is known that in general only few of the variables in a network are relevant to a particular inference query
[9]. We propose to utilize this property of Bayesian networks in order to make tractable approximate inferences to the best explanation over large unencapsulated knowledge structures. This novel explanation
formalism, denoted as Inference to the Most Frugal Explanation (MFE), is explicitly designed to reflect that
only few variables are typically relevant in real-world situations. Our aim here is to leave out those variables not needed to deciding upon an explanation, in a loose sense thus applying Occam’s razor to Bayesian
abduction.
M OST F RUGAL E XPLANATION (MFE)
Instance: A Bayesian network, partitioned into a set of observed evidence variables, a set of explanation
variables, a set of ‘relevant’ intermediate variables that are marginalized over, and a set of ‘irrelevant’
intermediate variables that are not marginalized over.
Output: The joint value assignment to the nodes in the explanation set that is most probable for the
maximal number of joint value assignments to the irrelevant intermediate variables.
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In the remainder of this paper, we will discuss some needed preliminaries in Section 2. In Section 3 we
discuss MFE more thoroughly. We give a more formal definition, including a formal definition of (normative) relevance in the context of Bayesian networks. We show that, despite intractability of the problem in
general, MFE can be tractably approximated under plausible assumptions. We conclude in Section 4.

2

Preliminaries

In this section we will introduce some preliminaries from Bayesian networks, in particular the MAP problem
as standard formalization of Bayesian abduction. We will discuss the ALARM network which we will use
as a running example throughout this paper. Lastly, we introduce some needed concepts from parameterized
complexity theory.

2.1

Bayesian networks

A Bayesian or probabilistic network B is a graphical structure that models a set of stochastic variables, the
conditional independences among these variables, and a joint probability distribution over these variables.
B includes a directed acyclic graph GB = (V, A), modeling the variables and conditional independences
in the network, and a set of parameter probabilities Pr in the form of conditional probability tables (CPTs),
capturing the strengths Q
of the relationships between the variables. The network models a joint probability
n
distribution Pr(V) = i=1 Pr(Vi | π(Vi )) over its variables, where π(Vi ) denotes the parents of Vi in
GB . We will use upper case letters to denote individual nodes in the network, upper case bold letters to
denote sets of nodes, lower case letters to denote value assignments to nodes, and lower case bold letters to
denote joint value assignments to sets of nodes. By convention, we will use E, H, and I, to denote the set of
evidence variables, the set of explanation variables, and the set of intermediate variables, respectively. The
problem of determining the most probable joint value assignment to the explanation set given evidence is
defined as MAP1 . As a decision problem, MAP is formally defined as follows.
M AXIMUM A P OSTERIORI P ROBABILITY (MAP)
Instance: A Bayesian network B = (GB , Pr), where V is partitioned into evidence variables E with joint
value assignment e, explanation variables H, and intermediate variables I; a rational number 0 ≤ q < 1.
Question: Is there a joint value assignment h to the nodes in H such that Pr(h, e) > q?

2.2

The ALARM network

The ALARM network [1] will be used throughout this paper as a running example. It consists of thirty-seven
discrete variables. Eight of these variables are diagnostic variables, indicating problems like pulmonary embolism or a kinked tube; another sixteen variables indicate measurable or observable findings. The remaining
thirteen variables are intermediate variables, i.e., they are neither diagnostic variables, nor can be observed
(in principle or in practice). As an example, consider that a high breathing pressure was detected (PRSS =
high) and that minute ventilation was low (MINV = low); all other observable variables take their default
(i.e., non-alarming) value. From these findings a probability of 0.92 for the diagnose ‘kinked tube’ (KINK
= true) can be computed. Likewise, we can compute that the most probable joint explanation for the diagnostic variables, given that PCWP (pulmonary capillary wedge pressure) and BP (blood pressure) are high,
is that HYP = true (hypovolemia, viz., loss of blood volume) and all other diagnostic variables are negative.
This joint value assignment has probability 0.58. The second-best explanation (all diagnostic variables are
negative, despite the two alarming conditions) has probability 0.11.

2.3

Parameterized complexity theory

In the remainder, we assume that the reader is familiar with basic concepts of computational complexity
theory inasmuch they are related to Bayesian computations. In particular we assume familiarity with Turing
Machines, the complexity classes NP and PP, oracles, and intractability proofs. For more background we
refer to textbooks like [12] and [4]. In addition to these basic concepts we will shortly, and somewhat
informally, introduce parameterized complexity theory. A more thorough introduction can be found in [8].
1 Also PARTIAL MAP or M ARGINAL MAP to emphasize that the probability of any such joint value assignment is computed by
marginalization over the intermediate variables.
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Sometimes problems are intractable (i.e., NP-hard) in general, but become tractable if some parameters
of the problem can be assumed to be small. Informally, a problem is called fixed-parameter tractable for a set
of parameters k = {k1 , . . . , km } if it can be solved in time, exponential only in k and polynomial in the input
size |x|. In practice, this means that problem instances can be solved efficiently, even when the problem is
NP-hard in general, if {k1 , . . . , km } are known to be small. The notion of fixed-parameter tractability can
be extended to deal with rational, rather than integer, parameters [18]. Informally, if a problem is fixedrational tractable for a (rational) parameter ki , then the problem can be solved tractably if ki is close to 0.
For readability, we will liberally mix integer and rational parameters in the remainder.

3

Most Frugal Explanations

In real-world applications there are many intermediate variables that are neither observed nor to be explained, yet may influence the explanation. Some of these variables can considerably affect the outcome of
the abduction process. Most of these variables, however, are irrelevant as they are not expected to influence
the outcome of the abduction process in all but maybe the very rarest of cases [9]. To compute the most
probable, most likely, or most coherent explanation of the evidence, however, one needs to marginalize over
all these variables, that is, take their prior or conditional probability distribution into account. This seems a
waste of computing resources when we might as well have assigned an arbitrary value to these variables and
still arrive at the same explanation. One way of ensuring tractability of inference may be by ‘weeding out’
the irrelevant aspects in the knowledge structure prior to inference. Yet, it is quite unpractical to construct
and represent a subset of the entire knowledge structure for every new query of the belief system: this may
buy tractability for the abductive inference itself, but requires extensive computations to construct a subset
of the ‘relevant’ variables and the probabilistic relationships between them. Therefore we assume that inferences are made on the (entire) knowledge structure, rather than re-representing priors and conditionals in
order to do inference on subsets of the knowledge structures. We propose that marginalization is done only
on a subset of the intermediate variables (the variables that are considered to be relevant), and that a sampling strategy is used for the remaining intermediate variables that are not considered to be relevant. Such
a sampling strategy may be very simple (‘decide using a singleton sample’) or more complex (‘compute the
best explanation on N samples and take a majority vote’).
Example 1. In the ALARM network, let us assume that, given the observations that PCWP and BP are high,
we consider VTUB, SHT, VLNG, VALV and LVV to be relevant intermediate variables, and VMCH, PVS,
ACO2, CCHL, ERLO, STKV, HR, and ERCA to be irrelevant variables. The most frugal joint explanation
for the diagnostic variables is still that HYP = true while all other diagnostic variables are negative: in 31% of
the joint value assignments to these irrelevant intermediate variables, this is the most probable explanation.
In 16% of the assignments ‘all negative’ is the most probable explanation, and in 24% of the assignments
HYP = true and INT = onesided (onesided intubation, rather than normal) is the most probable explanation
of the observations. If, in addition, we also consider VMCH, PVS, and STKV to be relevant, then every
joint value assignment to ACO2, CCHL, ERLO, HR, and ERCA will have HYP = true as the most probable
explanation for the observations. In other words, rather than marginalizing over these variables, we might
have assigned just an arbitrary joint value assignment over these variables, decreasing the computational
burden. If we had considered less intermediate variables to be relevant, this strategy may still often work,
but has a chance of error, if we pick a sample for which a different explanation is the most probable one. We
can decrease this error by taking more samples and take a majority vote.
Note that MFE is not guaranteed to give the MAP explanation, unless we marginalize over all intermediate
variables. Even with a voting strategy based on all joint value assignments to the irrelevant intermediate
variables, we may still end up with a different explanation as explanations are computed differently.

3.1

Relevance

Until now, we have quite liberally used the notion ‘relevance’. In this paper, we make a distinction between
the intrinsic or normative and expected or subjective relevance of the intermediate variables. The intrinsic
relevance is a statistical property of an intermediate variable that is based on Druzdzel and Suermondt’s [9]
definition of relevance of variables in a Bayesian model. According to Druzdzel and Suermondt a variable
in a Bayesian model is relevant for a set T of variables, given an observation E, if it is “needed to reason
about the impact of observing E on T” [9, p.60]. Our operationalization of “needed to reason” is inspired

98

BNAIC 2013

FULL PAPERS (A)

by Wilson and Sperber’s [28] relevance theory, who state that “an input is relevant to an individual when
its processing in a context of available assumptions yields (. . . ) a worthwhile difference to the individual’s
representation of the world” [28, p.608]. The term ‘worthwhile difference’ in this quote refers to the balance
between the actual effects of processing that particular input and the effort required to do so. We define
intrinsic relevance of a variable as a measure, indicating how sensitive explanations are to its actual value,
so that this measure can be used to assess the ‘worthwhileness’ of considering this variable. Informally, an
intermediate variable I has a low intrinsic relevance when there are only few ‘possible worlds’ in which the
most probable explanation changes when the value of I changes.
Definition 2. Let B = (GB , Pr) be a Bayesian network partitioned into evidence nodes E with joint value
assignment e, intermediate nodes I, and an explanation set H. Let I ∈ I, and let Ω(I \ {I}) denote the set of
joint value assignments to the intermediate variables other than I. The intrinsic relevance of I is the fraction
of joint value assignments i in Ω(I \ {I}) for which argmaxh Pr(h, e, i, i) is not identical for all i ∈ Ω(I).
The expected relevance of I is a subjective assessment of the intrinsic relevance of I which may or may
not correspond to the actual value. Such a subjective assessment might be based on heuristics, previous
knowledge, or by approximating the intrinsic relevance, e.g., by sampling a few instances of Ω(I \ {I}).
Note that both intrinsic and expected relevance of a variable are relative to a particular set of candidate
explanations H, and conditional on a particular observation e.
Example 3. Let, in the ALARM network, again PCWP and BP be high, and let all other observable variables
take their non-alarming default values. The intrinsic relevance of the intermediate variables for the diagnosis
is given in Table 1. Note that the left ventricular end-diastolic blood volume (LVV) is highly relevant for the
diagnosis, while the amount of catecholamines in the blood (CCHL) is irrelevant given these observations.
Variable

VMCH

Relevance 0.53

ACO 2

VTUB

SHNT

VLNG

VALV

PVS

0.80

0.88

0.76

0.64

0.24 0.00

CCHL

LVV

ERLO

0.00

0.94 0.00

STKV

HR

ERCA

0.57

0.00 0.00

Table 1: Intrinsic relevancy of intermediate variables in the ALARM network
When solving an MFE problem, we marginalize over the ‘relevant intermediate variables’. We assume that
the partition between relevant and irrelevant is made, based on some threshold on the (subjective) expected
relevance of the intermediate variables. For example, if the threshold would be 0.85 then only SHNT and
LVV would be relevant intermediate variables in the ALARM network, but if the threshold would be 0.40
then also VMCH, VTUB, VLNG, VALV, and STKV would be relevant variables. That influences the results,
as the distribution of MFE explanations tends to be flatter when less variables are marginalized over. With
a threshold of 0.85 there are 24 explanations that are sometimes the MFE, with the actual MAP explanation
occurring most often (26%). With a threshold of 0.40 there are just three such explanations, with the MAP
explanation occurring in 75% of the cases. Thus, the distribution of MFE explanations is more ‘skewed’
towards one explanation when more variables are considered to be relevant.

3.2

Complexity Analysis

To assess the computational complexity of MFE, we first define a decision variant.
M OST F RUGAL E XPLANATION (MFE)
Instance: A Bayesian network B = (GB , Pr), where V is partitioned into a set of evidence nodes E with a
joint value assignment e, an explanation set H, a set of relevant intermediate variables I+ , and a set of
irrelevant intermediate variables I− ; a rational number 0 ≤ q < 1 and an integer 0 ≤ k ≤ |Ω(I− )|.
Question: Is there a joint value assignment h to the nodes in H such that for more than k joint value
assignments i to I− , Pr(h, i, e) > q?
It will be immediately clear that MFE is intractable, as it has the NPPP -complete MAP and MSE [17]
problems as degenerate cases for I− = ∅, respectively I+ = ∅. In this section we shown that MFE is
PP
NPPP -complete, making it one of few real world-problems that are complete for that class2 . The canonical
S ATISFIABILITY-variant that is complete for this class is E-M AJ M AJSAT, defined as follows [27].
2 Informally, one could imagine that for solving MFE one needs to counter three sources of complexity: selecting a joint value
assignment out of potentially exponentially many candidate assignments to the explanation set; solving an inference problem over the
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EM AJ M AJSAT
Instance: A Boolean formula φ whose n variables x1 . . . xn are partitioned into three sets E = x1 . . . xk ,
M1 = xk+1 . . . xl , and M2 = xl+1 . . . xn for some numbers k, l with 1 ≤ k ≤ l ≤ n.
Question: Is there a truth assignment to the variables in E such that for the majority of truth assignments
to the variables in M1 it holds, that the majority of truth assignments to the variables in M2 yield a
satisfying truth instantiation to E ∪ M1 ∪ M2 ?
As an example, consider the formula φex = x1 ∧ (x2 ∨ x3 ) ∧ (x4 ∨ x5 ) with E = {x1 }, M1 = {x2 , x3 }
and M2 = {x4 , x5 }. This is a yes example of E-M AJ M AJSAT: for x1 = TRUE, three out of four truth
assignments to {x2 , x3 } (all but x2 = x3 = FALSE) are such that the majority of truth assignments to
{x4 , x5 } satisfy φex .
PP
To prove NPPP -completeness of the MFE problem, we construct a Bayesian network Bφ from an EM AJ M AJSAT instance (φ, E, M1 , M2 ). For each propositional variable xi in φ, a binary stochastic variable
Xi is added to Bφ , with uniformly distributed values TRUE and FALSE. These stochastic variables in Bφ are
three-partitioned into sets XE , XM1 , and XM2 according to the partition of φ. For each logical operator
in φ an additional binary variable in Bφ is introduced, whose parents are the variables that correspond to
the input of the operator, and whose conditional probability table is equal to the truth table of that operator.
The variable associated with the top-level operator in φ is denoted as Vφ , the set of remaining operators
is denoted as Opφ . Figure 1 shows the graphical structure of the Bayesian network constructed for the
example E-M AJ M AJSAT instance given above.

∧ Vφ
∧
∨
X2
X1
XE

Opφ
X3
X M1

∨

X4

X5
X M2

Figure 1: Example of the construction of Bφex for the Boolean formula φex = x1 ∧ (x2 ∨ x3 ) ∧ (x4 ∨ x5 )
PP

Theorem 4. MFE is NPPP -complete.
PP

Proof. Membership in NPPP follows from the following algorithm: non-deterministically guess a value
assignment h for which there are at least k joint value assignments i− to I− such that Pr(h, i− , e) > q.
The latter can be decided using an oracle for I NFERENCE (marginalizing over the variables in I+ ) and we
can decide whether there are at least k such joint value assignments i− using an additional oracle for the
threshold counting; note that we cannot ‘merge’ both oracles as the ‘threshold’ oracle machine must accept
inputs for which the I NFERENCE oracle answers ‘no’ as well as inputs for which the oracle answers ‘yes’.
−
PP
To prove NPPP -hardness, we reduce MFE from E-M AJ M AJSAT. We fix q = 12 and k = |Ω(I2 )| . Let
(φ, E, M1 , M2 ) be an instance of E-M AJ M AJSAT and let Bφ be the network constructed from that instance
as shown above. We claim the following: If and only if there exists a satisfying solution to (φ, E, M1 , M2 ),
there is a joint value assignment to xE such that Pr(Vφ = TRUE, xE , xM2 ) > 21 for the majority of joint
value assignments xM2 to XM2 .
⇒ Let (φ, E, M1 , M2 ) denote the satisfiable E-M AJ M AJSAT instance. Note that in Bφ any particular joint
value assignment xE ∪xM1 ∪xM2 to XE ∪XM1 ∪XM2 yields Pr(Vφ = TRUE, xE , xM1 , xM2 ) = 1,
if and only if the corresponding truth assignment to E ∪ M1 ∪ M2 satisfies φ, and 0 otherwise.
When marginalizing over xM1 (and Opφ ) we thus have that a joint value assignment xE ∪ xM2 to
XE ∪ XM2 yields Pr(Vφ = TRUE, xE , xM2 ) > 21 if and only if the majority of truth assignments
variables in the set I+ , and deciding upon a threshold of the joint value assignments to the set I− . While the ‘selecting’ aspect is
typically associated with problems in NP, ‘inference’ and ‘threshold testing’ are typically associated with problems in PP. Hence, as
PP
these three sub-problems work on top of each other, the complexity class that corresponds to this problem is NPPP .
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to M1 , together with the given truth assignment to E ∪ M2 , satisfy φ. Thus, given that this is the
case for the majority of truth assignments to M2 , we have that Pr(Vφ = TRUE, xE , xM2 ) > 12 for
the majority of joint value assignments xM2 to XM2 . We conclude that the corresponding instance
|Ω(XM2 )|
(Bφ , Vφ = TRUE, XE , XM1 ∪ Opφ , XM2 , 12 ,
) of MFE is satisfiable.
2
|Ω(X

)|

M2
⇐ Let (Bφ , Vφ = TRUE, XE , XM1 ∪ Opφ , XM2 , 12 ,
) be a satisfiable instance of MFE, i.e., there
2
exists a joint value assignment xE to XE such that for the majority of joint value assignments xM2
to XM2 , Pr(Vφ = TRUE, xE , xM2 ) > 12 . For each of these assignments xM2 to XM2 Pr(Vφ =
TRUE , xE , xM2 ) > 12 if and only if the majority of joint value assignments xM1 to XM1 satisfy φ.
PP

Since the reduction can be done in polynomial time, this proves that MFE is NPPP -complete.
Given this intractability result, it may not be clear how MFE as mechanism for inference to the best explanation can scale up to task situations of real-world complexity. One approach may be to seek to approximate
MFE, rather than to compute it exactly. Unfortunately, approximating MFE is NP-hard as well as computing it exactly. Given that MFE has MAP as a special case, it is intractable to infer an explanation that has a
probability that is close to optimal [23] or that is similar to the most probable explanation [19]. By and of
itself, for unconstrained domains, approximation of MFE does not buy tractability.

3.3 Parameterized Complexity
An alternative approach to ensure computational tractability is to study how the complexity of MFE depends
on situational constraints, as described in Section 2. Building on known fixed parameter tractability results
for MAP [18] and MSE [17], we will consider the parameters in Table 2:
Parameter

Description

Treewidth (t)
Cardinality (c)
#Relevants (|I+ |)
Skewedness (s)

A measure on the network topology.
The maximum number of values any variable can take.
The number of relevant intermediate variables that we marginalize over.
A measure on the probability distribution [21], denoting the probability that for a
given evidence set E with evidence e and explanation set H, two random joint value
assignments i1 and i2 to the irrelevant variables I− would yield the same MFEs.
Table 2: Overview of parameters for MFE.

For I+ = ∅, MAP can be solved in O(ct · n) for a network with n variables, and since Pr(X = x) =
P
t |I+ |
· n). Note that even when we can
y∈Y Pr(X = x, Y = y), we have that MAP can be solved in O(c · c
tractably decide upon the most probable explanation for a given joint value assignment i to I− (i.e., when c,
|I− |

t, and |I+ | are bounded) we still need to test at least b c 2 c + 1 joint value assignments to |I− | to decide
MFE exactly, even when s = 1. However, in that case we can tractably find an explanation that is very likely
to be the MFE if s is close to 1. Consider the following algorithm for MFE (adapted from [17]):

Algorithm 1 Compute the Most Frugal Explanation
Sampled-MFE(B, H, I+ , I− , e, N )
1: for n = 1 to N do
2:
Choose i ∈ I− at random
3:
Determine h = argmaxh Pr(H = h, i, e)
4:
Collate the joint value assignments h
5: end for
6: Decide upon the joint value assignment hmaj that was picked most often
7: return hmaj
This randomized algorithm repeatedly picks a joint value assignment i ∈ I− at random, determines the
most probable explanation, and at the end decides upon the explanation that was picked most often. Due
to its stochastic nature, this algorithm is not guaranteed to give correct answers all the time. However, the
error margin  can be made sufficiently low by choosing N large enough. How large N needs to be for a
particular  depends on the probability of selecting a joint value assignment i for which hmaj is the most
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probable explanation. This probability corresponds to the skewedness parameter s that was introduced in
Table 2. If skewedness is high (e.g., s = 0.85), then N can be fairly low (N ≥ 10) to ensure an error
margin of less than  = 0.1. When determining the most probable explanation is easy—in particular, when
the treewidth and cardinality of B are low and there are few relevant variables in the set I+ —the algorithm
thus runs in polynomial time. Since these parameters are independent of i, MFE can in that case be decided
in polynomial time, with a small possibility of error, when the skewedness is sufficiently large.

3.4 Discussion
We showed that MFE is intractable in general, yet can be tractably approximated (with a so-called expectationapproximation [21]) when the treewidth of the network is low, the cardinality of the variables is small, the
number of relevant intermediate variables is low, and the probability distribution for a given explanation set
H, evidence e and relevant intermediate variables set I+ is skewed towards a single MFE explanation. We
also know that MAP can be tractably computed exactly when the treewidth of the network is low, the cardinality of the variables is small, and either the MAP explanation has a high probability, or the total number
of intermediate variables is low [18]. How do these constraints compare to each other?
For MAP, the constraint on the total number of intermediate variables seems implausible. In real-world
knowledge structures there are many intermediate variables, and while only some of them may contribute
to the MAP explanation, we still need to marginalize over all of them to compute MAP. Likewise, when
there are many candidate hypotheses, it is not obvious that the most probable one has a high (i.e., close to 1)
log p
probability. Note that the actual fixed-parameter tractable algorithm [2, 18] has a running time with log
1−p
in the exponent, where p denotes the probability of the MAP explanation. This exponent quickly grows with
log 0.1
decreasing p, e.g., for p = 0.1 the exponent would be log
0.9 ≈ 22. Furthermore, treewidth and cardinality
actually refer to the treewidth of the reduced junction tree, where observed variables are absorbed in the
cliques. Given that we sample over the set I− in MFE, but not in MAP, both parameters (treewidth and
cardinality) will typically have much lower values in MFE as compared to MAP. That is, it is more plausible
that these constraints are met in MFE than that they are met in MAP. Given the considerations in [9] it seems
plausible that the skewedness constraint is met in many practical situations. Finally, the ALARM example
suggests that the MFE results are fairly robust with respect to which variables are considered to be relevant.

4

Conclusion

In this paper we proposed Most Frugal Explanation (MFE) as an alternative to MAP. While this problem
PP
is intractable in general—it is NPPP -complete, and thus even harder than MAP (NPPP -complete [23]),
PP
Same-Decision Probability (PPPP -complete [5]), and k-th MAP (PPP -complete [20])—it can be tractably
approximated under situational constraints that are arguably more realistic in large real-world applications
than the constraints that are needed to render MAP (fixed-parameter) tractable. In future work we hope to
explore the properties of MFE using simulations on (random) networks to investigate how MFE behaves under varying circumstances, like having a mismatch between intrinsic and expected relevant variables, having
many competing explanations, and having varying degrees of ‘skewedness’ of the probability distribution.
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Abstract
MCTS has been successfully applied to many sequential games. This paper investigates Monte Carlo Tree
Search (MCTS) for the simultaneous move game Tron. In this paper we describe two different ways to
model the simultaneous move game, as a standard sequential game and as a stacked matrix game. Several
variants are presented to adapt MCTS to simultaneous move games, such as Sequential UCT, Decoupled
UCT, Exp3, and a novel stochastic method based on Regret Matching. Through the experiments in the
game of Tron on four different boards, it is shown that Decoupled UCB1-Tuned perform best, winning
62.3% of games overall. We also show that Regret Matching wins 53.1% of games overall and search
techniques that model the game sequentially win 51.4-54.3% of games overall.

1 Introduction
Games are important domains for investigating intelligent search techniques. Classic examples include
Chess, Checkers and Go, each of which are simple to learn yet hard to master. In classic game tree search,
game-specific knowledge is used to determine the strength of each position using a static evaluation function.
If the evaluation function is difficult to design then an alternative approach has to be chosen.
Monte Carlo Tree Search (MCTS) [4, 6, 10] builds up a search tree without requiring an evaluation
function. Instead, it builds a search tree gradually guided by Monte Carlo simulations. MCTS was initially
applied to the game of Go [6] but has since been applied to many different games and settings [3]. This paper
focuses on selection and backpropagation strategies in MCTS applied to two-player turn-based simultaneous
move games, such as Tron. Algorithms investigated in this paper, including sequential UCT [10], are:
UCB1-Tuned, Decoupled UCT, Decoupled UCB1-Tuned, Exp3 and Regret Matching.
In Tron, two players move simultaneously through a discrete grid and at each move create a wall behind
them. The first applications of MCTS to Tron [7, 15] applied standard (sequential) UCT while treating the
game as a turn-based alternating move game in the search tree. A comparison of selection and backpropagation strategies in simultaneous move MCTS is presented in [13]. However, results are only presented for
a single map and there is no comparison to sequential UCT previously used in this domain. In addition, we
introduce a new variant based on Regret Matching, which performs relatively well in practice. Throughout
this paper, we investigate the impact of different selection and backpropagation strategies on the playing
performance of MCTS in Tron.
The paper is organized as follows. It starts with a brief description of Tron and MCTS in Section 2.
Section 3 deals with how MCTS handles the game specific principles of Tron. In Section 4 the different
selection strategies are explained. Afterwards experiments are shown in Section 5 and a conclusion is drawn
from the experiments in Section 6. Furthermore, possible future research is also discussed in Section 6.
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Figure 1: (Left) A game in Tron; 41 moves are already played. Player 1 started in the top left corner and
Player 2 started in the bottom right corner. (Right) The four phases of the Monte Carlo Tree Search.

2

Monte Carlo Tree Search

Monte Carlo Tree Search (MCTS) [6, 10] is a technique used for decision-making in turn-based, sequential
games. To make a decision, MCTS makes use of simulations combined with an incrementally-built search
tree. In the search tree, each node represents a state in the game. To evaluate a state, a game is simulated in
self-play from the current (root) state of the game until the game is finished. The first part of each simulation
will encounter states that are part of the search tree. Which states are encountered in this first part depends
on the moves selected during the simulation (the so-called selection strategy). When a state is not in the tree,
a play-out policy chooses successor states until the end of the game. MCTS then expands the tree by adding
the first state it encountered along its play-out. The result of the simulation is then backpropagated to every
node visited in the simulation up to the root where node statistics are updated accordingly. The right part of
Figure 1 illustrates the four different phases of a simulation [5].

2.1 Simultaneous Move MCTS
Standard MCTS applies to sequential turned-based games. However, in some games moves are chosen
simultaneously. There are two models to handle the simultaneous moves that occur in Tron.
The first model, used to implement Sequential UCT, ignores the presence of simultaneous moves and
treats the game as a sequential turn-based game inside the search tree. We call this the sequential tree
model. In practice, this worked well in Tron [7, 15], except it clearly favours one player which is especially
problematic when players are close to each other. In this model, the game is sequential inside the search
tree, until a leaf node is reached. The play-outs are then simulated as a simultaneous game [7]. In this paper,
the player running the search always moves first.
The second model, used to implement simultaneous move MCTS, stores a matrix at each node. We
call this the stacked matrix model. Each cell of the matrix corresponds to a joint move, i.e., a move chosen
by both players simultaneously, and a corresponding child node (successor state). This is a more accurate
representation of the underlying game since players are not able to influence their current decision after
having seen the other player’s current move choice. This is the model used in [11] and [13].

3 Tron & MCTS
Tron originates from the 1982 movie with the same name. It is a two-player game (see left part of Figure 1)
played on discrete grids possibly obstructed by walls. In addition, the maps are mostly symmetric so that
none of the players have an advantage. Unlike sequential turn-taking games where payers play consecutively,

105

BNAIC 2013

FULL PAPERS (A)

at each step in Tron both players move simultaneously. The game is won if the opponent crashes into a wall
or moves off the board. If both players crash at the same turn into a wall, the game ends in a draw.
Tron is played in a grid-like environment and often the two players become separated from each other.
When this happens, each agent is essentially playing their own single-player game and the goal of the game
becomes to outlast the opponent. Therefore the play-out can be prematurely terminated by counting the
number of squares captured by each player and then assigning a win to whoever has claimed the most space.
The problem is that some positions might not offer a way back and therefore become suicide moves. For
that reason a greedy wall-following algorithm can be used, which tries to fill out the remaining space. When
both players have filled their space, the moves which were made are counted and the player with the higher
move count wins. This approach was proposed by Den Teuling [7].
Also, when players are separated, there is no need to let a play-out decide which player would win.
Instead, it can be predicted by the Predictive Expansion Strategy (PES) [7]. PES is used to avoid play-outs
when they are not necessary. Each time the non-root player tries to expand a node, the PES checks whether
the two players are separated from each other. If this is the case, space estimation is used to predict which
player would win. Finally, the expanded node becomes a leaf node and no more play-outs have to be done
when reaching this node again.

4

Selection and Backpropagation Strategies

In the following subsections, different selection and update strategies for MCTS are introduced including
deterministic strategies such as Sequential UCT and UCB1-Tuned, Decoupled UCT and Decoupled UCB1Tuned, as well as stochastic strategies, which include Exp3 and Regret Matching.

4.1

Sequential UCT

The most common selection strategy is the Upper Confidence Bounds for Trees (UCT) [10]. The UCT
strategy uses the Upper Confidence Bound (UCB1 [12]) algorithm. After each child has been at least selected
once, UCB1 is used to select a child. This algorithm maintains a good balance between exploration and
exploitation. UCB1 selects a child node k from a set of nodes K, from parent node j by using Equation 1:


s

ln(nj ) 
,
(1)
k = argmax X̄i + C

ni 
i∈K

where ni is the number of visits of child node i and X̄i is the sample mean of the rewards of child node i.
The parameter C is usually tuned to increase performance. Sequential UCT was first applied to Tron in [15].
An enhancement to the UCT selection strategy can be made by replacing the parameter C by an upper
bound of the variance of the rewards [13]. This is either 41 , which is an upper bound of the variance of
a Bernoulli random variable, or an upper confidence bound computed using Equation 2 which have the
parameters the parent node j and some child node i. This variant is referred to as UCB1-Tuned [12]. Then,
a child node k is selected from parent node j:

k = argmax
i∈K





X̄i +

s


s
min( 14 , VarUCB1 (j, i)) ln(nj ) 
2 ln(nj )
, VarUCB1 (j, i) = s̄2k +
,

ni
ni

(2)

where s̄2k is the sample variance of the observed rewards for child node k.

4.2 Decoupled UCT
Unlike standard sequential UCT and UCB1-Tuned used in the sequential tree model, Decoupled UCT
(DUCT) applies UCB1 selection in the stacked matrix model for each player separately. In DUCT, a node
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Figure 2: (Left) The sequential tree model. Each node represents the child node of the corresponding move.
The first level represents Player 1 moves (L, U, and R) and the second level represents Player 2 moves (l, u,
r). (Right) The stacked matrix model. Each joint move leads to a child node from a combination of moves
for Player 1 and Player 2 (only 7 of the 9 joint moves are shown).

stores both moves, the one from Player 1 and from Player 2. Two moves are selected, one for each player,
using separate instances of UCB, each independent of the other player’s choice. To better illustrate the
difference between these two concepts, see Figure 2. In the left figure, the sequential tree model is shown.
In the right figure, each node contains two moves, one belonging to Player 1 and one to Player 2. These
combinations are called joint moves. Because each level in the search tree represents now one step in the
game, the branching factor is nine instead of three.
When selecting a child node, DUCT applies the default UCB1 algorithm which was described in Equation 1 with the statistics from each player’s perspective independently. After a move is selected for Player
1, the selection process is repeated for Player 2 (without knowledge of the choice made by Player 1) using
the statistics from Player 2’s perspective. These two moves are combined to form a joint move. The final
move to be played, after many simulations, can be selected in two different ways. The first, DUCT(max),
selects the move with the most visits. DUCT(mix) normalizes the visit counts and samples a move according
to this distribution, i.e., using a mixed strategy [11]. DUCT(max) was first used in general game-playing
programs [8]. DUCT(mix) was first proposed by [16] and was also applied in a small Poker game [14].
Just as an enhancement can be made by replacing the parameter C by an upper bound of the variance of
the rewards in UCT, it can also be made to DUCT. Each time a node is selected and a joint move is chosen,
Equation 2 is used. We refer to this variant as Decoupled UCB1-Tuned (DUCB1T).

4.3 Exp3
To this point, except for the final move selection in DUCT(mix), policies for selecting moves have been
deterministic. Exp3 [1] belongs to the group of stochastic selection strategies, which means that there is a
random factor involved and instead moves are sampled according to some probability distribution. Exp3, as
DUCT, always uses the stacked matrix model and hence selects a joint move. Exp3 stores a list of estimated
sums of rewards X̂apk , where apk refers to player p’s move k. From the list of payoffs, a policy P is created.
The probability of choosing move apk of policy P is shown in Equation 3,
p

eηω(ak )
Papk = P ηω(ap ) ,
i
e

X̂apk = X̂apk +

i∈Kp

rapk

1

,ak2

σapk

,

(3)

where Kp is the set of moves from player p, ω can be scaled by some constant η, rapk ,ak is the reward
1
2
of the play-out when Player 1 player chose move k1 and Player 2 chose move k2 and is give in respect
p
to player p. As in [11], we set η = γ/|Kp |. In standard Exp3, ω(ak ) = X̂apk , but in practice we use
ω(apk ) = X̂apk −argmaxi∈Kp X̂api since it is equivalent and more numerically stable [11]. The move selected
is then sampled from the mixed strategy where move apk is selected with probability σapk = (1−γ)Papk + |Kγp | .
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a21

2

a

1
2

a22

Figure 3: Left: Different boards are used for the experiments in the round-robin tournament. Right: A
situation whose optimal strategies require mixing with probability distribution (0.5, 0.5).
Parameter γ can be optimized by tuning it. The update of X̂p (an ) after selecting a joint move (a1 , a2 ),
by using the probability σi (aj ), which returned some simulation result of a play-out rapk ,ak is given in
1
2
Equation 3. As in DUCT(mix), the final move is sampled from the normalized visit count distribution.

4.4 Regret Matching
Regret Matching (RM) [9], as Exp3 and DUCT, always selects a joint move. Opposed to the other strategies,
Regret Matching stores a matrix M with the estimated mean of the rewards (See Equation 4, where X̄m,n is
the mean of the rewards for Player 1 when the joint move (a1 = m, a2 = n) was selected):

X̄1,1
M = X̄1,2
X̄1,3

X̄2,1
X̄2,2
X̄2,3


X̄3,1
X̄3,2 
X̄3,3

for all a1i ∈ K1 , Ra1i ← Ra1i + (reward1i,n − ra1m ,an )
for all a2i ∈ K2 , Ra2i ← Ra2i + (reward2m,i − ra2m ,an )

(4)

Additional to matrix M , two lists are stored which keep track of the cumulative regret for not taking
move apk , denoted Rapk . The regret is a value, which indicates how much the player regrets not having
played this move. A policy P is then constructed created by normalizing over the positive cumulative
regrets (e.g., if the regrets are Ra11 = 8.0, Ra12 = 5.0 and Ra13 = −4.0, then the policy is the probability
5
8
, 13
, 0). As in Exp3, the selected move is sampled from σapk = (1 − γ)Papk + |Kγp | . where
distribution ( 13
the variable γ can be tuned to increase performance as in Exp3.
Initially, all values in matrix M and all values in the regret lists are set to zero. After the play-out is
finished and the result (rapm ,an ) for player p gets backpropagated, the cumulative reward values for each
cell are updated using Xm,n = Xm,n + rap1 ,a2 and the regret values are updated using the right side of
m n
Equation 4, where rewardpm0 ,n0 = rapm ,an if (m0 , n0 ) = (m, n) or X̄m,n otherwise. The final move is
selected using the average of all the mixed strategies used over all simulations as described in [11].

5

Experiments

In this section the MCTS variants are evaluated. In order to make it a fair comparison between the two
search tree models using a common implementation, each agent is allowed to simulate a fixed number of
simulations (100,000) which took roughly one second on an AMD Opteron 6174 running at 2.2 Ghz.
The experiments are run on four different boards, three with obstacles (see Figure 3 (a), (b), and (c)) and
an empty board (d), all with dimensions of 13×13. On each board 500 games are played per player matchup,
with sides swapped halfway. The play-out strategy, which is used in all experiments, is the random strategy
with play-out cut-offs enhancement mentioned in Section 3. However, to avoid slowing down playouts too
much, they are only applied every 10 steps. The predictive expansion strategy is also used.
Before running performance experiments, some parameters (C in UCT, γ in Exp3 and Regret Matching)
are tuned. As reference constants, values are used which were taken from different sources [7, 13]. Parameters C and γ ∈ [0, 1] were tuned manually by playing several games against other variants. The tuned values
can be seen in Table 4.
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Board a

UCT

UCB1T

DUCT(max)

DUCT(mix)

DUCB1T(max)

DUCB1T(mix)

Exp3

RM

UCT
UCB1T
DUCT(max)
DUCT(mix)
DUCB1T(max)
DUCB1T(mix)
Exp3
RM
Board b

56%
49%
42%
60%
55%
47%
59%
UCT

44%
33%
32%
52%
45%
40%
49%
UCB1T

51%
67%
47%
72%
68%
27%
65%
DUCT(max)

58%
68%
53%
72%
67%
42%
65%
DUCT(mix)

40%
48%
28%
28%
41%
22%
37%
DUCB1T(max)

45%
55%
32%
33%
59%
33%
52%
DUCB1T(mix)

53%
60%
73%
58%
78%
67%
67%
Exp3

41%
51%
35%
35%
63%
48%
33%
RM

UCT
UCB1T
DUCT(max)
DUCT(mix)
DUCB1T(max)
DUCB1T(mix)
Exp3
RM
Board c

50%
49%
43%
51%
49%
28%
50%
UCT

50%
47%
35%
50%
48%
30%
44%
UCB1T

51%
53%
37%
59%
54%
21%
48%
DUCT(max)

57%
65%
63%
76%
68%
30%
62%
DUCT(mix)

49%
50%
41%
24%
45%
17%
38%
DUCB1T(max)

51%
52%
46%
32%
55%
20%
46%
DUCB1T(mix)

72%
70%
79%
70%
83%
80%
77%
Exp3

50%
56%
52%
38%
62%
54%
23%
RM

UCT
UCB1T
DUCT(max)
DUCT(mix)
DUCB1T(max)
DUCB1T(mix)
Exp3
RM
Board d

36%
43%
44%
54%
46%
44%
50%
UCT

64%
56%
40%
58%
53%
38%
48%
UCB1T

57%
44%
45%
58%
51%
43%
59%
DUCT(max)

56%
60%
55%
72%
64%
43%
51%
DUCT(mix)

46%
42%
42%
28%
40%
25%
39%
DUCB1T(max)

54%
47%
49%
36%
60%
36%
45%
DUCB1T(mix)

56%
62%
57%
57%
75%
64%
64%
Exp3

50%
52%
41%
49%
61%
55%
36%
RM

UCT
UCB1T
DUCT(max)
DUCT(mix)
DUCB1T(max)
DUCB1T(mix)
Exp3
RM

54%
53%
43%
56%
52%
48%
52%

46%
49%
40%
50%
48%
43%
47%

47%
51%
36%
65%
55%
42%
52%

57%
60%
64%
71%
65%
61%
70%

44%
50%
35%
29%
45%
35%
44%

48%
52%
45%
35%
55%
44%
50%

52%
57%
58%
39%
65%
56%
58%

48%
53%
48%
30%
56%
50%
42%
-

Table 1: Results of the different variants playing on boards a, b, c and d. Percentages refer to the win rate of
the row player.
Total

UCT

UCB1T

DUCT(max)

DUCT(mix)

DUCB1T(max)

DUCB1T(mix)

Exp3

RM

UCT
UCB1T
DUCT(max)
DUCT(mix)
DUCB1T(max)
DUCB1T(mix)
Exp3
RM

50%
49%
45%
54%
51%
43%
52%

50%
47%
39%
52%
49%
40%
48%

51%
53%
42%
61%
55%
37%
55%

55%
61%
58%
69%
64%
45%
60%

46%
48%
39%
31%
44%
30%
41%

49%
51%
45%
36%
56%
36%
49%

57%
60%
63%
55%
70%
64%
66%

48%
52%
45%
40%
59%
51%
34%
-

Table 2: Overall results of the different variants playing against each other over all boards. Percentages refer
to the win rate of the row player.
Variant
DUCB1T(max)
DUCB1T(mix)
UCB1T
RM
UCT
DUCT(max)
DUCT(mix)
Exp3

a
65%
56%
58%
56%
47%
43%
39%
35%

b
62%
57%
57%
52%
54%
54%
40%
24%

c
62%
53%
49%
51%
55%
49%
43%
38%

d
59%
53%
54%
53%
49%
50%
36%
45%

Total
62.32 ± 0.56%
54.82 ± 0.61%
54.32 ± 0.55%
53.13 ± 0.62%
51.39 ± 0.55%
49.05 ± 0.61%
39.51 ± 0.64%
35.47 ± 0.61%

Parameter

Reference constant(s)

Tuned value

C
γ(Exp3)
γ(Regret Matching)

10 and 3.52 from [7, 13]
0.36 [13]
0.025 [11]

1.5
0.3
0.3

Table 4: Tuned parameter values.

Table 3: Results of the different variants played against
each other; ± refers to 95% confidence intervals.
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UCT
UCB1T
DUCT(max)
DUCT(mix)
DUCB1T(max)
DUCB1T(mix)
Exp3
RM

FULL PAPERS (A)

UCB1T
57%
50%
51%
50%
52%
50%
51%

UCT
43%
50%
49%
50%
50%
49%
50%

DUCT(max)
50%
50%
46%
50%
48%
49%
50%

DUCB1T(max)
49%
51%
54%
54%
53%
51%
52%

DUCT(mix)
50%
50%
50%
46%
49%
49%
50%

DUCB1T(mix)
48%
50%
52%
47%
51%
49%
51%

Exp3
50%
51%
51%
49%
51%
51%
62%

RM
49%
50%
50%
48%
50%
49%
38%
-

Total
48.3 ± 0.4%
51.2 ± 0.4%
51.0 ± 0.2%
47.9 ± 0.5%
51.0 ± 0.2%
50.5 ± 0.3%
48.0 ± 0.4%
52.2 ± 0.4%

Table 5: Results of the different variants playing against each other on a 6 × 6 board. Percentages refer to
the win rate of the row player, and ± refers to 95% confidence intervals.

5.1

Round-Robin Tournaments

In this subsection, the performance of several players using different selection and backpropagation strategies are compared. This is done by playing matchups (of 500 games) of each player type against every other
player type. Table 1 presents the results of the games on all four maps and Table 2 presents the average
performance of all players. Table 3 presents the average performance of each agent over boards a-d.
From this, we see that the UCB1-Tuned variants perform best overall, with the decoupled version winning significantly (at least 7.5 percentage points) more often than its next three competitors. Given that the
top three players use UCB1-Tuned, including DUCB1T(mix), it appears that a better way of performing exploration has a bigger impact on performance than the choice of the game model (sequential versus stacked
matrix). The relative rank of DUCB1T(max), DUCT(max), and Exp3 presented here on board (d) are consistent with previous results on the open map [13]. Sequential UCT performed relatively well, winning
51.4-54.3% overall despite using a sequential model of the game. This could be because Sequential UCT
learns to play safely since it chooses the move that leads to a situation where the advantage of the opponent’s
best counter-move is minimized. In fact, in the classic minimax setting the value computed in this model is
a lower bound of the true optimal value [2].
As in Goofspiel [11], Regret Matching outperforms Exp3, DUCT(max), and DUCT(mix). However
unlike previous results in Goofspiel, Exp3 does not outperform DUCT(max), possibly because mistakes
caused by uncertainty in the final move selection are easy to recognize and exploit in Tron. Also, results of
the algorithms vary from board to board, which is consistent with previous experiments in Tron [7]. Board
(b), for instance, can lead to many situations where a mistake made is particular difficult to recover from. In
this situation, the deterministic strategies tend to perform better since they avoid mistakes.
The round-robin tournament was repeated on a smaller (6 × 6) board. From the tournament on the
smaller 6 × 6 board, Table 5, the relative performance differences are less extreme, possibly because each
one is acting closer to optimally and there is less opportunity to make mistakes. The deterministic strategies
decrease and the performance of the stochastic strategies increase, with Regret Matching performing best
in the small board, possibly because the stochastic strategies are finding more situations where mixing is
important. For example, in Figure 3 (right) both players have two possible moves. If both players choose ap1
(“Up”), Player 1 wins and if both players choose ap2 (“Down”), Player 1 also wins. The optimal strategy for
both players is to play with a mixed strategy, where each move is chosen with probability 0.5.

6 Conclusion and Future Research
In this paper, several selection and backpropagation strategies were introduced for MCTS in Tron. The
performance of these variants was studied for four different boards. Overall, the UCB1-Tuned variants
perform best. Furthermore deterministic strategies appear to perform generally better than the stochastic
strategies in Tron. Experiments also suggest that board layout can influence performance.
For future research, we aim to do more experiments with different boards. A hybrid selection strategy
could be tested which uses a deterministic strategy if both players are far away from each other and a
stochastic one as soon as both players come fairly close to each other. Also, one could try purifying the final
move distributions by setting the low-probability actions to 0 and renormalizing the remaining probabilities.
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Abstract
Finding good behavioral styles to express robot trustworthiness will optimize the usage of robots. In previous
research, motion fluency as behavioral style was studied. Smooth robot motions were compared with trembling
robot motions. In a video experiment an effect of motion fluency on trust was found, while in an Immersive
Virtual Environment (IVE) experiment, no effect was observed [1]. In this research, we explored the question
whether the motion fluency effect is present in a short version of an IVE task and disappears when the task is
longer. Results indicate this is not the case. Several explanations for this null-effect are discussed and several
recommendations for further human-robot trust studies are provided.

1

Introduction

Social robots are not only the future, they are here right now. Meet TWENDY-ONE (see Figure 1), a humanoid
cooperative robot who can help both in the household and in hospitals. It is designed to help ageing people with
their daily activities [2]. We use a computer model of TWENDY-ONE in our experiment.
Besides one-on-one human-robot interactions robots are able
to improve the performance of human-robot teams by extending
human sensory, psychomotor, and cognitive abilities [3].
However, two non-optimal patterns exist, which can be found
during experiments as well as real experiences with human-robot
teams in the field. The first pattern is when team members overtrust a robot and expect more from the robot than what it actually
Figure 1: TWENDY-ONE helping in the kitchen. Source: gizmag.com.
can perform [4]. This is called misuse. The second pattern is when
a team does not trust the robot and chooses not to use it, although the use of the robot would have resulted in a
better outcome [5]. This is called disuse. Calibrating trust and aligning the human’s perceived trustworthiness of
the robot to reality can avoid misuse and disuse [6]. This means that the calibration of trust influences the
success of the interaction between a human and a robot, and plays an important role in the usage of robots in the
future [7].
Attempts to regulate trust with robot behavioral styles such as motion fluency, gaze and hesitating behavior
are not that promising [1]. After an experiment with video stimuli of a computer-generated robot, the researchers
found that only motion fluency (smooth motions versus trembling motions) had an effect on robot
trustworthiness. When the same behavioral style was tested in an Immersive Virtual Environment (IVE)
experiment, which provides a more realistic experience [8] and the possibility to interact with the robot, no effect
of motion fluency was found. It was hypothesized that the duration of the experiment might have influenced the
outcome. Because the experiment was longer, participants may have grown accustomed to the behavior of the
robot. The researchers hypothesize that motion fluency has an effect on robot trustworthiness in the beginning of
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measured(A)
with a
questionnaire after the complete experiment this would explain why no effect of motion fluency was found [1].
In this paper the possible influence of the duration of the experiment is studied. We try the answer the
following question: does the length of the experiment influence the effect of motion fluency on the
trustworthiness of a robot?
Two factors were manipulated in the experiment: motion fluency (smooth vs. trembling) and duration (long
vs. short). We expect a motion fluency x task duration interaction effect such that there is an effect of motion
fluency on trustworthiness only in the short condition of the task. In the long condition, no motion fluency effect
on the robot’s trustworthiness is expected. In particular, we expect that in the short duration condition a robot
with smooth motions will be valued as more trustworthily than a trembling robot.

2
2.1

Method
Participants

103 participants were recruited from the Radboud University Nijmegen participant pool or signed up after a
message on an online social network. As a reward participants received either course credits or a €5 gift card.
Three participants were excluded a priori from analysis because they were unable to complete the experiment
because of disorientation caused by the IVE, leaving a total of 100 participants (19 men, 81 women, age: median
20.5, range 18-64). An a priori power analysis1 determined that 100 participants should provide enough power (π
= .80) to detect a medium sized effect (p2 ≥ .06) for both a main effect of motion fluency and an interaction
effect of motion fluency x duration [9, 10].

2.2

Immersive Virtual Environment

The experiment was conducted in the Radboud Immersive Virtual Environment Research lab (RIVERlab). The
participants wore an nVisor SX60 Head Mounted Display (HMD), which provided participants with a
stereoscopic 3D view (frame rate: 60 Hz, resolution: 1280x1024 pixels, horizontal field of view: 44°, vertical
field of view: 38°) of the virtual world. On top of the HMD a tracking sensor was placed, which tracked the
movements of the participants’ head via an InterSense IS-900 tracking system at a sampling rate of 300Hz. To
manipulate a cursor in the virtual world the participants held another tracking sensor in their right hand to track
the movements of the hand. The virtual world was generated with WorldViz Vizard 3.0. A standard available
virtual room was adapted to suit the needs of the task (see below). The information generated by the tracking
system was inserted into Vizard to provide the immersive experience.

2.3

Task

The experiment incorporated two actors; besides the participants, also a virtual robot was present. Both the
participants and the robot performed the same task. While the participants performed their own task they had to
correct the robot when it made a mistake. The goal of the participants was to maximize the combined score of
both tasks.
The task used in experiment was the Van Halen task. It is named after the band Van Halen who presumably
wanted a bowl of M&M’s before every show, only the brown M&M’s had to be removed [1]. During the Van
Halen task an actor (participant or robot) sat in front of a virtual conveyor belt where balls traversed from right
to left. Each ball was assigned a uniform color e.g. blue, red, brown, et cetera. The actor had to pick the brown
balls from the conveyor and let the rest pass. For each brown ball taken the actor got a point. More points were
collected for every non-brown ball passed. Mistakes, such as removing a non-brown ball, or letting the brown

1

Power analysis was performed with G*Power 3.1.7 (http://www.psycho.uni-duesseldorf.de/abteilungen/aap/gpower3/)
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end of the conveyor, were punished by subtracting a point from the player’s
total
score. The
and mistakes of each player were displayed on a scoreboard.
The first element of the participants’ task was performing the Van Halen task itself. The participants could
control a cursor with their right hand, enabling them to remove balls from the conveyor belt. Touching a ball was
enough to remove it. The second element of the participants’ task was to correct the robot that also performed
the Van Halen task. When the robot made a mistake the participant could prevent the subtraction of points from
the robot’s score by pressing a virtual button. When the participant mistakenly pressed the button, i.e. when the
robot had not made a mistake, 10 points were subtracted from the participants’ own score and a buzzer sound
was played. The used robot avatar was a virtual copy of TWENDY-ONE (see Figure 3). The participants sat in
front of their conveyor belt on a rotating chair. The conveyor belts were placed in such a way that they could not
be seen in the same view. The participants had to turn to the left on the rotating chair, to check up on the robot
(see Figure 2).

Figure 2: experimental setup – the participant has a horizontal field of view: 44° and
vertical field of view: 38°. This means that participant cannot see the whole set up at
once. He has to rotate to the left to view the button and even further to view the robot.
To participant has to tilt his head upwards to view the scoreboard behind the conveyor
belts

2.4

Figure 3: virtual copy of TWENDY-ONE
performing the Van Halen Task

Conditions

Duration and motion fluency were manipulated as
between subject factors with each two levels in the
experiment. This resulted in four different conditions
(see Table 1).
To research if the length of the experiment had an
influence on trustworthiness the task duration was
manipulated with two levels: long (204s) vs. short (68s).
The long duration consisted of three blocks of the
original Van Halen task and the short duration consisted
of only one block [1]. During each block 48 balls passed
the robot and 89 balls passed the participant. Motion
fluency (fluently vs. trembling) was also manipulated.
The robot accomplished the task respectively in a fluent
or trembling manner. In the trembling conditions the
arm of the robot vibrated by adding a sine wave to the
joints of the robot’s arm and spine joint (7 Hz,
amplitude 0.6 degrees) during every grabbing procedure
in such a way that it was noticeable for the participants.
The robot was still able to pick up a (possible wrong)
ball. The performance remained the same in all
114
conditions.

Motion Fluency
Duration

Fluently

Trembling

Long

LongFluently

LongTrembling

Short

ShortFluently

ShortTrembling

Table 1: conditions of the experiment. There were two between subject factors
with each two levels. Duration (long vs. short) and motion fluency (fluently vs.
trembling)
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All participants were escorted from the front desk of the lab facilities to the RIVERlab. After reading the
instructions and signing the informed consent form, the participants were asked to take a seat on the rotating
chair in the middle of the room. The virtual environment was loaded and the HMD and sensors were placed on
the participants’ head and hand respectively. The participants were introduced to the virtual world and the Van
Halen task. A practice round was initiated after pressing the virtual green button. Here, the participants could
practice their own task: removing brown balls from a conveyor belt. This was followed by the introduction of the
robot. The participants were directed to turn left by rotating their chair. Behind the second conveyor belt the
robot appeared after the participants pressed the green button. Then, a trial version of the Van Halen task of the
robot was initiated. This robot behaved the same for all participants and showed only fluent behavior. The
participants were instructed to press the green button whenever the robot made a mistake. After this round, a
final practice round was started in which the participants tried both tasks (removing balls from their conveyor
and correcting the robot) at the same time. Before the real experiment started, the participants were instructed to
look at the robot conveyor belt. After pressing the green button again, the test robot faded out and was replaced
by the experiment robot, which had a different color. Participants were told that this second robot was the “real”
robot with different characteristics than the “practice” robot. From this point on, the active condition determined
the duration of the experiment (short vs. long) and the motion fluency of the new robot (fluently vs. trembling).
During the task the experimenter did not instruct the participant any longer but remained present in the lab.
When the task was completed, the experimenter took off the HMD and the hand sensor, and the participants
filled in a questionnaire containing manipulation checks and robot trustworthiness measures. The experimenter
left the room while the participants answered the questions.

2.6

Questionnaire

In this experiment trustworthiness was measured with a questionnaire. Four items were used to capture the
trustworthiness of the robot: 1) reliability, 2) trust, a 3) positive and a 4) negative valence item. The negative
valence item was reversed-coded for the analysis. The following questions were used:
Reliability: to what extent does the robot appear reliable?
Trust: to what extent would you trust the robot sorting the balls without human supervision?
Positive valence: how positive would you grade the robot?
Negative valence: how negative would you grade the robot?
Responses were recorded on a 7-point Likert scale (1 = not at all, 7 = extremely). These four constructs were
averaged in a compound measure of trustworthiness. This compound measure was highly reliable (Cronbach’s α
= .816). Furthermore, two manipulation checks were included in the questionnaire. One assessed if the
participant had seen the robot tremble and the other assessed if the participants perceived a difference in
performance (which was not manipulated). The rest of the questions in the questionnaire were for gathering
demographics (i.e., gender, age, study program).

3
3.1

Results
Design and Analysis

Unless otherwise specified, all analyses were done with a 2 (duration: long versus short) vs. 2 (motion fluency:
smooth versus trembling) between-subject Analysis of Variance (ANOVA). Beforehand, manipulation,
experimenter and acquaintance checks were done to test for unwanted effects (see next section).
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Motion Fluency

The manipulation check for the fluency behavior indicated that the participants noticed the motion fluency
manipulation. Participants perceived a trembling robot more trembling (Mpreceived_trembling = 4.00, SD = 1.78) than
a robot with fluent behavior (Mpreceived_trembling = 1.88 , SD = 1.06): F(1,96) = 55.08, p < .0001 and p2 = .365.
Although no differences were expected between the long (Mpreceived_trembling = 2.56, SD = 1.67) and short
(Mpreceived_trembling = 3.32, SD = 1.88) condition, a small duration effect was found in the fluency manipulation
check: F(1,96) = 7.08, p = .009 and p2 = .069. Participants perceived the robot as more trembling in a short
condition than in the long condition. No fluency x duration interaction effect was found, F(1,96) = .490, p =
.486.
3.2.2

Experimenter and Acquaintance Checks

To make sure that the experimenter who guided the experiment had no effect on the trustworthiness measure an
experimenter check was done. A three-way ANOVA with trustworthiness as dependent variable and motion
fluency, duration and experimenter as between-subject factors confirmed the absence of any influence of the
experimenter: all F’s < 1.0, p’s > .48
Furthermore a one-way ANOVA was conducted to compare trustworthiness when participants respectively
knew or did not know one of the experimenters. There was not a significant difference in the scores for knowing
the experimenter (M = 3.15 , SD = .99) and not knowing the experimenter (M = 3.49, SD = 1.01) conditions;
F(1,98) = .561, p = .456.

1.1.1

Performance checks

A performance check was conducted to
investigate if participants noticed a difference in
performance. The performance measure was the
dependent variable where motion fluency and
duration were the between subject factors. Since
the performance of the robot is kept constant no
difference was expected. This was confirmed by a
two-way ANOVA: all F’s < 1.46, p > .23.

1.2

Trustworthiness

The two-way ANOVA of the trustworthiness
measure showed that there was no difference
between trembling and fluent behavior in both
duration conditions: all F’s < 1, p’s > .608 (see
Figure 4). Meaning that no motion fluency x
interaction effect was observed.

4

Figure 4: the means and 95%-confidence intervals shown in a bar plot. An ANOVA
showed no significant difference between any of the conditions.

Discussion

The results from the experiment reveal no significant main effect of motion fluency or motion fluency x duration
interaction effect on the robot’s trustworthiness. Manipulation checks confirm the participants noticed the
trembling of the robot. Experimenter and acquaintance checks confirm the difference in experimenters or
participants knowing one of the experimenters did not influence the results. The performance check confirms the
assumption that performance is not an interfering factor. With this in mind, there are two possible explanations
for the lack of difference between the conditions:
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is no effect of motion fluency on trust in both the short and long conditions
of the Van
Halen
task.
2) There is a motion fluency effect on trust, but the experimental design does not allow measuring the
effect.
These explanations are discussed in detail in the following sections.

4.1

No effect of Motion Fluency

The first possible explanation is simply that there is no effect at all. If we look at a meta-study of antecedents of
robot trust [11] we find that the effect of robot attributes on trust is medium to small2 compared to other trust
related factors such as robot performance or environmental trust factors. Although behavioral styles such as
motion fluency are not directly part of the meta-study, they fit in the category of ‘robot attributes’ [11]. Given a
power in this study of π = .80 and a sample size of 100 participants, it is reasonable to state that the effect of
motion fluency on trust is too small to be detected in this setting or is non-existing.

4.2

Interfering Factors

The lack of difference between all the conditions does not necessarily mean an absence of an effect of motion
fluency on trust. In this section we will discuss several possible interfering factors that might hide or counter a
motion fluency effect.
4.2.1

Cognitive Load

Why does motion fluency have an effect on trust in the movie experiments and not during the IVE experiments
[1]? A big difference is the cognitive load of the task for the participant. In the movie experiments, participants
evaluate robot trustworthiness they see in a video. In the IVE experiment, participants make their judgments not
only after seeing a robot perform a task, but also after simultaneously performing their own task. In other words
during the IVE experiments, participants have less free cognitive resources to actively interpret the possible
influences of the trembling of the robot compared to the movie experiments. Although participants do notice the
robot’s trembling, this may not become part of their cognitive evaluation concerning the robot’s trustworthiness.
4.2.2

Recency Effect

Measuring trust post-run may mask real-time changes in trust resulting in biases such as the recency effect [12].
This means that when the questionnaire is presented to the participants they recall their most recent experiences
with the robot. If this hypothesis is correct and there is an effect of motion fluency in the short condition, we are
still too late to measure it, because at this point in the experiment the possible effect of motion fluency is already
gone. We have to note that a possibility remains that the short condition was not short enough to measure an
effect of motion fluency. However, if the motion fluency effect is that fleeting it would lose its usefulness to
regulate robot trustworthiness [12].
4.2.3

Assimilation and Primacy Effect

Participants might not make a big enough distinction between the first robot, meant for introducing the tasks, and
the second, experimental robot. Besides the difference in color both robots are equal in appearance. Although it
was pointed out to participants that both robots have different behavior, it might not be enough to make a
distinction. Participants might project their experience with the first robot onto (the behavior of) the second
robot. Since the first robot is constant over all the conditions no difference will be found in the questionnaire.
This is called the assimilation effect [13]. A primacy effect might result in the same outcome. Participants use, as
opposed to the recency effect, only their first experience for evaluating the robot. Since the first experience was

2

The correlational effect size (r = +.03) is small and the experimental effect size (d = +.47) is medium [9, 11]
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the introduction robot for evaluating the experiment robot [12].
4.2.4
Effect of Immersive Virtual Environment
Glitches caused by the use of virtual reality, e.g. fluctuations in frame rate that might interfere with the
perceiving of the trembling behavior, result in a different experience than was described in the experimental
design. In other words, participants might attribute the trembling behavior of the robot (e.g. trembling) as an
artifact of the IVE setup instead of attributing it directly to the robot itself.

5

Recommendations

This study contributes to the field of social robots by indicating that there is no interaction effect between motion
fluency and the duration of the task and by formulating recommendations that improves the quality of future
research. Taking into account both recent trust measuring techniques and widely accepted concepts, such as
assimilation effects and cognitive load, improvements in experimental setups can be made.

5.1

Cognitive Load

The cognitive load of a task might influence the way participants assess robot behavior. Clearly more research is
needed. As a first, general rule of thumb, we suggest that the higher the cognitive load, the less aspects of a
robot’s behavioral style will affect human trust in the robot. This means that for researching potentially weak
trust factors a task with a low cognitive load is required. On the other hand most realistic scenarios using these
factors are in a condition where there is a relatively high load involved.

5.2

Real-time Trust Measurement

Measuring trust real-time can prevent biases such as the primacy-recency effect to have an influence on the
outcome. Early drops in reliability of traditional post-run survey approaches are found [12]. By prompting short
trust questions during a task, or by obtaining information on the development of trust otherwise, the evolution of
trust during tasks is acquired. This can be represented as a trust curve that shows the amount of trust over time. A
trust value is then calculated by taking the area under the trust curve (AUTC) [12].

5.3

Increasing Contrast

Increasing the contrast between two objects can prevent an assimilation effect [13]. In our case this would mean
using different models for each of the robots. In other words the difference in appearance should be made more
distinct, yet care has to be taken that this would not lead to a confounding factor.

5.4

Real Robots

Participants may attribute (parts of) the behavior of the robot to Immersive Virtual Environment. Glitches during
the experiments might have interfered with the participants’ evaluation of the robot. The use of real robots,
although presenting different problems, evades this complication, and in general an increase of trust observed
[14]. If a study uses an IVE setup, e.g. due to financial or practical reasons, care should always be given to create
a contrast between behavior caused by the virtual environment and the stimuli itself.

6

Conclusion

The investigation of motion fluency on a robot’s trustworthiness in this paper shows that an effect of motion
fluency is observed neither after a short nor long interaction with a robot. This implies that our hypothesis, that a
motion fluency effect can be expected after a short task an thus leads to a motion fluency x duration interaction
effect, can be rejected. On a more positive note: this research project increases our understanding of the number
of factors that influences development of trust between humans and robots. Cognitive load, primacy/recency
effects, assimilation/contrast effects and the use of an Immersive Virtual Environment may all play a role in the
human understanding and interpretation of robot behavior. Although trust is a vital element in the future
employment of social robots, currently it is clear that we are only at the beginning of our understanding of the
complexity and dynamic nature of human robot interaction.
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Abstract
This paper focuses on topic-based prediction of interest of individual users to posts in the context of Twitter. Two methods for enriching tweets using DBpedia for the purposes of classification are proposed.
The first method incorporates entity linking and uses linked entities in a tweet to improve classification,
whereas the second method aims to improve upon the first one by adding information derived from DBpedia about entities found using the first method. The two methods are evaluated with respect to tweet
classification.

1 Introduction
Interest classification of social items (e.g. tweets) is a challenging and relevant problem. Social network
usage numbers already hint at a problem arising in our new information age. The problem is called infobesity
or information overload. People are flooded by a continuous stream of information on the Internet.
In this work, the focus is on Twitter1 , the microblogging service and social network. On Twitter, users can
publish short posts (called tweets) of up to 140 characters. The followers then receive the tweet.
We want to predict interest of users for the tweets they receive. This problem can be thought of as binary
classification based on interest indicators. However, short text classification is a challenging task. The
normal bag-of-words approach would not perform well on tweets because of the shortness. This work
explores a semantic approach to do feature generation for short text classification. We introduce a distinction
between two kinds of feature generation methods, shallow enrichment and deep enrichment.
The contributions of this work are: (1) a method to find entities mentioned in tweets using DBpedia, and (2)
a strategy to generate more relevant features for classification using deep enrichment (Section 3). DBpedia
contains useful structured information that has been extracted from Wikipedia. The main goal of this work
is to show that deep enrichment using this information improves classification results with respect to shallow
enrichment.
The rest of the paper is structured as follows. A review of relevant literature (Section 2) follows after this
section. In Section 3, we focus on the classification part of the problem and define the shallow and deep
enrichment methods, which are explained in more detail in Section 4. The work is concluded with Section
5 (Experiments) and a reflection giving a conclusion and discussing future work (Section 6).
The hypothesis this work will attempt to answer is whether deep enrichment using DBpedia gives better
results than shallow enrichment. To accomplish this, we need to find a way to do deep enrichment and build
(or reuse) a system that can extract entities from text.
1 www.twitter.com
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Related Work

In the following subsections, we first take a look at related short text classification and clustering methods.
Then, we highlight some work on Twitter-based user profiling. After that, we discuss some entity linking
methods, and finally, semantic relatedness is discussed.

2.1

Short text classification and clustering

The main challenge of this work is to classify short text (tweets). A retweet prediction system based on
Factorization Machines (FM) was proposed by Hong et al. [6]. Phan et al. [14] proposed a short text classification framework based on LDA with Wikipedia.
All of these differ significantly from the approach that is taken in this work. Here, it is attempted to do
enrichment with DBpedia entities, linking the tweet to DBpedia [4]. DBpedia is an RDF knowledge base
extracted from Wikipedia. Using information directly from Wikipedia is found in some short text clustering approaches. One of these approaches is that of Banerjee et al. [3], who demonstrated that the use of
Wikipedia page titles improves clustering accuracy, tested on news items from Google News. They constructed an Apache Lucene index of all Wikipedia articles. This index is used to answer two kinds of search
queries based on the news items: (1) the title of the news item as the query and (2) the short description of
the news item as the query.
A short text clustering approach that architecturally lies close to our approach was described by Xia Hu et al.
[7]. They proposed a short text clustering framework that uses internal semantics extracted from the short
text and external semantics obtained from world knowledge sources to do better clustering. Their framework
consists of three major steps, (1) Hierarchical Resolution, where a three-level hierarchy of the short text is
constructed, (2), Feature Generation, where the output of the previous step is used to search Wikipedia and
WordNet and (3), Feature Selection, where external features are filtered.

2.2

Twitter-based user profiling

Abel et al. [2, 1] have done extensive research on user profiling based on Twitter. In [2], they explore
different strategies for the use of semantics for user profiling. The authors of the paper also investigate contextualization of tweets with news items. In [1], Abel et al. compare different approaches for user profiling
using information from Twitter in the context of news recommendation. Three methods are distinguished:
(1) hashtag-based, (2) topic-based and (3) entity-based.
The research conducted by Abel et al. focuses on different approaches for user modeling. Their results
reveal the importance of entity-based approaches. The main goal of our research is to investigate how deep
enrichment improves tweet classification. Where Abel et al. use OpenCalais for semantic enrichment, our
work uses our own DBpedia entity linking system.

2.3

Entity Linking

In this section, some entity linking systems are discussed. Entity Linking systems attempt to find the external resource some piece of text is referring to. We start with Wikification.
The term Wikification was coined by Mihalcea and Csomai in their work on Wikify! [11]. They performed
unsupervised keyword extraction that consists of two steps: (1) candidate extraction (find possible meanings
of a term) and (2) keyword ranking. Mihalcea and Csomai concluded that keyphraseness2 of a term outperforms the other keyword ranking criteria. In Wikify!, two orthogonal word sense disambiguation approaches
are explored, both heavily relying on Wikipedia content.
Medelyan et al. [8] explored a topic indexing method using Wikipedia. The simple, unsupervised disambiguation approach described in the work of Medelyan et al. [8] is important for this work. Disambiguation
2 probability

that a term is used to refer to some entity
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scores are obtained by multiplying commonness3 and relatedness4 .
Building on this, Milne and Witten [13] propose a new wikification system. It uses the semantic relatedness
measure they described earlier [12] and takes a slightly different approach than earlier systems. Milne and
Witten identify three important factors in disambiguation: (1) commonness, (2) relatedness, and (3) context
quality. Like in Medelyan et al. [8], Milne and Witten attempt to balance the commonness using context
information. In contrast to Medelyan et al. [8], they train a classifier using these three features to learn a
disambiguator.
An entity linking system for tweets with Wikipedia was described by Meij et al. [9]. They extract many
different features from short text and Wikipedia pages and used supervised machine learning techniques to
learn to select best candidates for N-grams.
Linking to DBpedia is the approach taken in this work. A system that links regular text to DBpedia is DBpedia Spotlight [10]. Identification and disambiguation of entities takes a central role in Spotlight. First,
N-grams are spotted that might refer to entities, then the DBpedia Lexicalization dataset is used to generate
candidate entities for the spotted N-grams. Finally, in the disambiguation step, the best candidates are chosen. Disambiguation relies heavily on Wikipedia content, unlike the system by Milne and Witten [13] that
purely relies on shared inlinks.

2.4 Semantic Relatedness
A semantic relatedness measure is important for word sense disambiguation. The Wikipedia linking system
by Milne and Witten [13] uses a link-based measure the authors describe in their earlier work [12]. This
measure is also used by Medelyan et al. [8]. Milne and Witten argue that their WLM (Wikipedia Link-based
measure) is both cheaper and more accurate than ESA [5].

3 Interest prediction on Twitter
Prediction of user interests for a new tweet can be done based on previous behavior of the user. What the
user tweets about, what he/she retweets and favours are considered indicative of the user’s interests. User
interests are modeled by DBpedia entities, so when a user shows interest in a tweet, the user is assumed to
be interested in at least one of the entities mentioned in the tweet. We formalize the classification problem
below.

3.1 Problem Setting
Consider some Twitter user U . The Twitter feed f eed(U ) of user U is a list of all tweets U receives from
other Twitter users U is subscribed to and U ’s own tweets. Some tweets in f eed(U ) originate from U ,
some tweets are retweeted by U and some other tweets are favoured by U . These three sets together are the
interesting set interest(U ) for user U . All the other tweets, f eed(U ) \ interest(U ) form the neutral set of
tweets, neutral(U ).
The classification problem can then be formalized as follows. (1) Given a user U and the user’s Twitter feed
f eed(U ) = interest(U ) ∪ neutral(U ), (2) classify a new tweet not yet in f eed(U ) in either interest(U )
or neutral(U )
This classification problem can be solved using a binary classifier, where interest(U ) are the positive
examples and neutral(U ) the negative ones.

3.2

Feature generation for tweet classification

A baseline approach for text classification is the bag-of-words (BOW) approach with Naive Bayes. However,
because tweets are very short and thus provide much less information than normal texts, we do not expect
3a

4a

priori chance that some string (called surface form) refers to a certain entity
score indicated how strongly related two entities or terms are
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the BOW approach to provide good results. BOW+Naive Bayes had poor performance on the final dataset
(as described below).
To do better classification of short texts, a semantic approach is taken. Tweets are enriched with DBpedia
entities, inspired by short text clustering approaches of Banerjee et al. [3] and Xia Hu et al. [7], who
enriched short text using Wikipedia pages. Here, the tweets are linked to DBpedia entities, which can be
used as features for classification. However, instead of just trying to link the tweet text to DBpedia (shallow
enrichment), we also explore a second approach that adds additional DBpedia entities that are not directly
observable in the tweet (deep enrichment).
3.2.1

Shallow enrichment

This method only enriches tweets with directly observable DBpedia entities. As an example, consider the
following tweet:
”VIDEO: michael schumacher’s last race”
With shallow enrichment, only the entities dbpedia:Video5 , dbpedia:Michael Schumacher and
dbpedia:Racing would be added as extra features for classification.
However, the classifier learning only from directly observable entities would be unable to use hidden entities
that might better characterize the interest of the users. Continuing with the example, suppose the user is
interested in Formula One. This user might show interest in several tweets about Michael Schumacher. The
classifier would learn that this user is interested in Michael Schumacher. Now suppose the user receives a
tweet about Sebastian Vettel (a colleague of Schumacher’s), but the user has not received any tweets about
Vettel before. So the classifier has never seen Vettel and would predict that this tweet about Sebastian Vettel
is not interesting. A solution to this problem is to use deep enrichment.
3.2.2

Deep enrichment

This enrichment strategy goes one step further than shallow enrichment. The purpose of deep enrichment is
to generate more features for classification on top of the entities found by shallow enrichment. This could
be done by selecting certain properties of directly observable entities. However, to limit noise, only the
most descriptive properties of the directly observable entities should be added as features to the tweet. Most
descriptive properties of an entity are considered entities that are directly associated with the parent entity.
For example, a short description of Michael Schumacher is that he is a German Formula One racing driver.
The task of deep enrichment is to find the entities that a directly observable entity is best associated with. So
it may be considered a simple version of the entity summarization task. For dbpedia:Michael Schumacher,
these might be dbpedia:Germans, dbpedia:Formula One and dbpedia:Auto racing. Adding these
entities as features for classification can solve the problem of shallow enrichment. In the example about
Michael Schumacher and Sebastian Vettel, the classifier would not only learn that tweets about Michael
Schumacher are interesting, but also tweets about Formula One, racing, ... Deep enrichment on the tweet
about Sebastian Vettel would also produce Formula One as a feature and the tweet will gain in interestingness from the perspective of the classifier.
Simply extracting entities from the short description text of some directly observable entity gives the desired most descriptive entities of that entity. The proposed deep enrichment method is in a sense ”enriching
the enrichment” obtained by shallow enrichment. The enrichment system used to enrich tweet texts can
also be used to enrich a short entity description. The short description of an entity is obtained from the
rdfs:comment property value of that entity on DBpedia.

4 Semantic enrichment with DBpedia
DBpedia Spotlight [10] could be used to find DBpedia entities mentioned in short text. However, we chose
to build a special enrichment system that is tailored for tweets, unlike Spotlight, which uses textual context
5 dbpedia:<X>

stands for the named entity with URL http://dbpedia.org/resource/<X>
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for disambiguation.
First, a short overview of the tweet enrichment system is given, followed by more detailed descriptions of
the steps. Finally, the enrichment system used to enrich entities in deep enrichment is described.

4.1

Overview

The enrichment process is a pipeline consisting of four steps: (1) creating the N-gram hierarchy, (2) generating candidates, (3) computing relatedness scores and (4) merging the N-gram hierarchy. The N-gram
hierarchy contains different possible segmentations of the short text. This will allow us to detect all possibly
meaningful text units. In the following subsections, these steps are described in detail. Two different enrichment pipelines can be distinguished in the enrichment system. The first one, the tweet enrichment pipeline
is used to perform shallow enrichment on a tweet. The second pipeline is the tagline enrichment pipeline
that is used to find the most descriptive entities of a DBpedia entity (for deep enrichment). Both pipelines
are used in deep enrichment. In the last subsection of this section, the differences between the two pipelines
are given.

4.2

Constructing the word N-gram hierarchy

This step is analogous to the Hierarchical Resolution step in the clustering framework of Xia Hu et al. [7] and
the spotting stage of DBpedia Spotlight [10]. The purpose of this step is to generate a pruned hierarchy of
word N-grams from the tweet text. Constructing the hierarchy consists of three steps, (1) removing Twitterrelated syntax (RT, mentions, hashtags, cashtags), (2) generating N-gramming zones and (3) building the
hierarchy from the N-gramming zones.
The first step is an obvious preprocessing step. The two following steps actually construct the pruned N-gram
hierarchy. If an N-gram B is part of a larger N-gram A then B is a child of A in the hierarchy. Limiting the
number of generated N-grams (pruning) is accomplished by first splitting the whole text in zones according
to some simple rules and then building N-grams from these zones. This way, we get a (implicitly) pruned
hierarchy.
For the Schumacher example above, the following subhierarchy can be found in the N-gram hierarchy:
”michael” and ”schumacher” are children of ”michael schumacher”, which, in turn is a child of the tri-gram
”michael schumacher last”, etc.

4.3 Candidate Generation
This step corresponds to the Feature Generation step in [7], the candidate generation step in DBpedia Spotlight [10] and the candidate extraction step in Wikify! [11]. The purpose of this step is to find possible
meanings (senses) for each N-gram constructed in the previous step.
Candidate generation is done by searching an Apache Lucene index using N-gram texts. The index maps
text (strings) to entities as found on DBpedia. The index is searched by the text field. We tried two such
indices. The first one is the Title Index, which uses entity names in the searchable text field. A problem
with this option is that it does not provide commonness information that might be useful for disambiguation
in the Merging step of the pipeline. The second option is a more sophisticated Lexicalization Index, which
is build from the DBpedia Lexicalization dataset. This index consists of documents containing a surface
form (which is used to search), an entity URL and a commonness score of this mapping.
A Twitter-specific addition is implemented in this step. Concatenated words often found on Twitter (e.g.
hashtags) might contain useful information. To use this information, unigrams that initially do not give results are shattered in different ways and these shatterings are used to search the candidate generation index
again. Shattering a unigram is simply inserting one or more whitespaces at different places. Only shatterings
that give a full match are allowed as candidates. Partial matches of pieces of the shattering are not used.
Continuing with the Schumacher example, in this step, for ”schumacher”, we may find senses
dbpedia:Michael Schumacher, dbpedia:Schumacher (crater),... where the first meaning has the
highest commonness score. These results could be obtained using both the Title Index and the Lexicalization
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index. A hypothetical example which could illustrate the difference between the two indices is that only the
Lexicalization Index would give dbpedia:Michael Schumacher for the surface form ”schumi”.

4.4

Relatedness computation

This step is inspired by WLM [12]. Milne and Witten [13] and Medelyan et al. [8] use the inlink-based
relatedness measure to disambiguate. In the Disambiguation step of Milne and Witten [13], relatedness of
different senses of ambiguous terms is computed using unambiguous context terms. However, in tweets, one
can not rely on existence of unambiguous terms. Therefore in this step of the enrichment pipeline, a simple,
joint inlink-based relatedness computation algorithm is used that considers all possible contexts.
The joint inlink-based relatedness computation algorithm queries for entities linking to any of the entities
that are candidate meanings of all N-grams of the tweet. This gives us the set I(nlinks). Then, for each
entity l ∈ I it retrieves the set of entities El that entity l links to. Each entity in I has at least one such
entity (so |El | > 0). The relatedness scores of all entities in El are increased if: (1) they are not candidate
meanings of the same N-gram, (2) they are not all the same and (3) the largest N-gram of all N-grams which
have candidate meanings in El is not the parent of all the other N-grams that have candidate meanings El .
The entity dbpedia:Michael Schumacher is related to dbpedia:Auto racing (which might have been
a sense of ”race”) but much less related to dbpedia:Video.

4.5 Merging
The final step in the pipeline collapses the N-gram hierarchy constructed in the first step to find the entities
that are mentioned in the tweet. When collapsing the N-gram hierarchy, two choices can be distinguished:
(1) Horizontal Choice and (2) Vertical Choice.
The Horizontal Choice determines the best candidate entity of an N-gram. This is disambiguation. We
try to improve upon a simple multiplication of commonness and relatedness used by Medelyan et al. [8] to
compute disambiguation scores by reducing the influence of commonness with growing relatedness scores.
The purpose of the Vertical Choice is to determine whether the meaning of a bigger (parent) N-gram will
be used as a feature or the meanings of its children. In some linking systems, this choice is part of choosing
which parts of text are annotated. Often, this is done in the very beginning of the linking process, for example based on keyphraseness of an N-gram. Here, the vertical choice is deliberately made in the end because
relatedness and disambiguation information may improve the decision. So with Vertical Choice, we attempt
to find the most meaningful segmentation of the text. The decision is currently made using a simple formula
that gives preference to longer N-grams, N-grams with a larger disambiguation score of their best candidate
and N-grams with higher total relatedness percentage in the whole text.
In the Schumacher example, the string ”last race” may refer to the film The Last Race (if it were on DBpedia), but its child ”race” (with meaning dbpedia:Auto Racing) should be chosen instead.
Finally, the entities from the collapsed N-gram hierarchy can be collected and filtered. Filtering of entities
is based on their rdf:type property. Only specific entities are accepted (locations, organizations, ...) as
extra features for classification. Allowing all entities resulted in higher noise on a sample dataset, giving
worse results.

4.6 Tagline enrichment pipeline
The tagline enrichment pipeline uses the same steps as the tweet enrichment pipeline, but differs in the
implementation of the relatedness computation step. Relatedness computation for tagline enrichment does
not use the joint inlink-based algorithm. Instead, it uses the WLM [12] formula for semantic relatedness.
This approach is simpler than the joint-inlink based approach. In the case of tweet text, we do not have an
unambiguous context, so this simple approach is not possible.
The semantic relatedness of a sense of an N-gram is computed with respect to the (parent) entity which is
described by the tagline. This entity forms the unambiguous context and is used to disambiguate ambiguous
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BOW
0.938
0.032
0.062

Spotlight
shallow deep
0.864
0.869
0.195
0.274
0.302
0.403

Title-based
shallow deep
0.968
0.937
0.313
0.435
0.448
0.575

Lexicalized
shallow deep
0.877
0.871
0.212
0.330
0.318
0.467

Table 1: Combined results of first four volunteers
terms in its tagline. Suppose the tagline describes entity p, then the relatedness score of some candidate
entity c is given by:
log(max(|P |, |C|)) − log(|P ∩ C|)
rel(c) = 1 −
(1)
log(|W |) − log(min(|P |, |C|))

where P and C are the entities containing pagelinks to p resp. c. |W | should be taken equal to the number
of entities in the knowledge base.

5

Experiments

The datasets used for classification evaluation are manual labellings of a list of tweets by 5 volunteers. To
construct the datasets, first, 1000 consecutive tweets from @BBCWorld were taken at one point in time.
These tweets were given to the volunteers who were instructed to label them as interesting or not, according
to their interests. However, they were instructed to be consistent, that is, if they marked a tweet interesting
that is clearly about some entity, they should mark all other tweets about that entity as interesting, unless
they find them not interesting for an explicit reason.
5-fold interlaced cross-validation and the Naive Bayes classifier were used for evaluation. Three tweet
enrichers were used, each in two versions: shallow and deep. The deep version constitutes the tweet text enricher (which is the shallow version), followed by tagline enrichment. The first enricher is based on DBpedia
Spotlight. The two other versions are variations of our enrichment system. The main difference between
the two is that the Title-based version does not use the Lexicalization index for candidate generation (and
thus does not have commonness information), whereas the Lexicalized version is less up-to-date than the
Title-based version.
The combined experimental classification results of the first 4 volunteers are shown in Table 1. The results
of the fifth volunteer were not included because the algorithms performed so poorly that some evaluation
metrics were not computable. The annotator did not follow the annotation guidelines consistently.
A paired Student t-test of the average improvement of deep enrichment over shallow enrichment in the three
conditions (presented in Table 1) shows with at least 99% certainty that deep enrichment improves upon
shallow enrichment for entity-based classification of tweets.

6 Conclusion and Future Work
Deep tweet enrichment gives better classification results than shallow enrichment. Deep enrichment extracts descriptive entities from the taglines of (observable) entities that were found by linking tweet texts to
DBpedia and adds these descriptive entities as features (together with observable entities) whereas shallow
enrichment only adds observable entities as features. These descriptive entities might be considered an extreme summarization of the entity.
However, there are limitations on the interpretation of the results and the system. No tests were conducted
to compare the tweet and tagline enrichers to other entity linking systems. This is required to draw solid
conclusions whether and when our enrichment systems perform better. However, we could speculate that
better classification results are associated with better linking performance.
The used datasets are taken at one point in time, from one news source and annotated consistently. Language
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usage of a news source is generally better than in an average tweet. Also, the system is currently not usable
for interest prediction with real-world data in which interests are not consistently indicated. A limitation of
the enrichment system is that it ”thinks” in terms of (specific) entities only. The scope could be expanded
to all DBpedia entities (not only entities from specific classes) by improving entity filtering. But even then,
there is a fundamental limitation arising from the assumption that user interests can be modelled by entities.
For example, some tweets may be interesting because they are funny. Users may also be interested in tweets
of some source, regardless of the topic.
Another problem is that the Naive Bayes classifier limits the expressiveness of the system as it does not
”understand” combinations of features. Enrichment could be improved by using machine learning for both
Horizontal and Vertical Choices as well as for the final Filtering of entities.
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Abstract
In this paper an extension of the model-based visual compass is presented, which can be updated continuously, allowing a robot to orient itself in a changing environment. To build a model, colors in the image
are discretized to an automatically generated color profile, and transitions between these classes within
vertical lines are used as feature.
Experiments show how well a model can be learned at the center of field and how this model can
be extended to other location with a randomly walking robot. Finally, the strength of the approach is
demonstrated in a dynamic environment, where a good estimate of the orientation is maintained while the
surroundings are changed in a controlled way.

1 Introduction
Self-localization is an important part of robotics. This can be done by, for example, using an external
sensor, such as GPS. However, GPS is often not fine-grained enough and does not work indoors or in other
environments where reception is bad. Relying on motor odometry is unsuccessful in many cases as well.
A robot may move over slippery or rough terrain or it can bump into undetected obstacles, which both
influence the distance traversed with similar motor odometry. One way to solve this problem is to use
visual information, such as optical flow [2] or localizing based on predefined landmarks [3]. To counter the
problem of symmetrical maps in the last method, a visual compass can be used [1, 4, 5]. Such a method
estimates the robot’s heading by comparing the relative position of distant, automatically generated feature
points in its camera image over time.
Visual compass methods can be divided in model-free and model-based methods. Model-free methods [1, 4] compute the relative heading based on features occurring in recent images. The accumulation
of frame-to-frame motion errors are reduced heuristically. In specific situations an absolute heading can be
computed, for instance, when the robot’s pose is aligned in a known way with respect to another object.
A model-based visual compass, as presented by Sturm and Visser [5], first builds a cylindrical map of
visual features and stores it on the robot, which can then be used to find its absolute heading. This map is
usually made during an initialization period by making a full turn, but is not updated afterwards. The error
in the computed orientation increases when the robots moves away from the point where the cylindrical map
has been recorded, unless the found features are at a near infinite distance from the robot.
We present an extension of the heading-only localization method presented by Sturm and Visser, which
can also incorporate new measurements and measurements from other robots into its own map. Because the
map is updated during runtime, our method can account for slight changes in the environment. As it is a
visual compass to orientate accurately, even when moved from the original point of initialization and in a
slightly dynamic environment, the method is named ViCTOriA.
The remainder of this document is structured as follows. Section 2 explains the differences between
model-free and model-based visual compasses. In section 3 the deviations of our compass with the one it is
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based on are presented; Sturm and Visser’s approach is summarized in section 3.1, section 3.2 presents the
storage structure of the features, the generation of features is described in section 3.3 and the online phase is
explained in section 3.4. Experimental results and a short discussion can be found in section 4. Future work
is discussed in section 5. Finally, section 6 serves as an epilogue to this article.

2

Background

Both model-free and model-based visual compasses have their uses. Because they do not keep track of
the environment for more than just a few frames, model-free visual compasses can be used in dynamic
environments and when the robot needs to explore areas of unknown size. In general there is no initialization
phase. However, when a big change in heading occurs such that the features from previous frames are not
observed anymore, for instance, due to drifting or the robot falling, model-free methods cannot estimate
the change in heading with respect to the previous estimate reliably. Another issue is the accumulation of
frame-to-frame motion error over time, although error reduction heuristics are proposed [1].
Typical model-based visual compasses build up a global map, in contrast with the local map of the
model-free approach. This global map can be used to estimate an absolute orientation, in contrast with a
relative orientation of the model-free approach. In general model-based visual compasses do not handle
dynamic environments well. The approach described in this study is an exception, because the map is
constantly updated.
A global map is typically learned during an initialization phase at a certain central point in the environment. When the robot moves away from that initialization point, gradually the confidence in the orientation
diminishes [5].
The RoboCup Soccer Standard Platform League (SPL) is an ideal testing environment (see figure 2) for
such visual compass, because the soccer game takes place in an area with a defined size and shape. In most
positions and orientations, the robot is able to recognize the features recorded in a cylindrical map during
an initialization phase. Because the robots bump into each other and fall quite often, the visual compass
method should be robust against big changes in orientation, which requires a method which delivers an
absolute estimate. The compass should also cope with a dynamic environment; the crowd watching the
game will move during a match.
The generation of a map should be quick; only 45 seconds are allowed for all robots in the game to move
from the sideline to their starting positions. After that, game time starts. Initialization should either happen

Figure 1: A game of the Dutch Nao Team at the 2013 RoboCup competition. Note the colorful surroundings.
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in these 45 seconds or during game time, which increases risk of losing the early advantage.
Because of the limited processing power on the NAO, feature detection and feature matching should
be lightweight operations. Anderson et al. consider only a band of gray-scale pixels around the horizon
and propose a 1-dimensional version of SURF, which can be heavily optimized. Sturm and Visser extract
features from a limited number of vertical scan lines. The pixels are discretized into kCk = n clusters of
the most significant colors occurring in the images taken during the initialization phase. A bigram model of
color classes, containing the information how often a pixel from class c1 follows a pixel from class c2 with
c1 , c2 ∈ C, per vertical scan line is used as feature.

3

The ViCTOriA Approach

ViCTOriA is by design split in two phases, an offline phase and an online phase. The offline phase corresponds to the initialization phase of Sturm and Visser where an initial map is built by having the robot make
a turn of 360 degrees. A good point to build such a map is at the middle of the field, as the maximum distance
from a robot on the field is minimized. The robot ignores the field and only observes color patterns above the
horizon. The colors outside the field (such as advertisement boards and audience) will be observed, which
will result in an appropriate discretized color model.
The online phase includes the query and update mechanisms. The robot will query the system about its
orientation with features, and its location and previous orientation, and when the system is certain enough
about the new orientation estimate, it will update the appropriate map with the observed features.
When the online phase starts, the robot will initially rely heavily on the map at the center of the field.
While it is moving, the robot will add new features to its model and update existing features.
In the remainder of this section, a summary of the original approach is presented first. Following that,
the deviations of the ViCTOriA approach are presented.

3.1

Original approach

The ViCTOriA approach is an extension on the work done by Sturm and Visser. Note that that this study
was performed in a comparable environment (a soccer field), but with another robot (the four legged AIBO
robot). The processing pipeline of the original approach can be described as follows. First, the robot gathers
a set number of images while making a full turn. With a clustering method, such as the ExpectationMaximization algorithm with a Gaussian mixture model [7], the robot autonomously clusters the colors into
the kCk = n most significant color classes. Every ψscan degrees of the field of view, a vertical line is
selected. The algorithm computes the frequencies of pixels of one color class followed by any other color
class. This process is depicted by figure 3. A discretized image together with the orientation metadata is
stored in the cylindrical map.
When querying the model, the authors use a Bayesian method where they optimize the probability
p(Ft |ψ, m) of an ordered sequence of features Ft given the camera’s yaw ψ and the cylindrical map m,
so as to optimize the data likelihood by choosing the correct angle.
Sturm and Visser combined the orientational belief filter with a translational belief filter into a localization filter. This estimate could be combined with the location estimate based on landmarks, provided by a
particle filter which was part of the team’s framework [6]. The current framework has a localization method
based on an augmented Monte Carlo localization module [3].

3.2

Collection of compasses

To reduce the error that arises by moving away from the initialization point, the proposed model constantly
builds up a model for several visual compasses, distributed over the field. The field is divided into a grid, and
each grid has a number of angle bins. Each grid cell contains a feature buffer represented by the circle in the
middle of each cell. For positions outside of the field, the cell that is closest to the position is used. In this
3-dimensional object measurements are stored whenever it is applicable. The number of grid cells and the
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number of angle bins in each buffer are configurable. For the purposes of our experiment and considering
the poor computational power of the NAO, ViCTOriA is configured with a 15-cell grid with 180 angle bins
in each cell. Figure 3.2 illustrates this layout, together with a NAO’s position and orientation.

Figure 2: The field is divided up into a grid. Initially, each grid cell represents an empty visual compass.
When the robot starts observing its environment, it will add features to the compass map of the grid cell it is
in. When a feature is stored, a small dash in the orientation of the corresponding angle bin will be attached
to the central circle in the robot’s current cell. The robot is represented by a small circle and dash, which
moves across the field (left from the center in this image).

3.3

Features

Not every scan line qualifies as a feature in the ViCTOriA approach. The field, its lines and other robots
do not contain interesting features to include in the map. Other robots might even harm the map’s quality,
as these observed robots are extremely dynamic and thus their features will not be observed at the same
position. Most of this noise occurs below the horizon, represented by a skew line in the image. If less
than 60% of the pixels in a frame are above the horizon, the frame is considered not informative enough,
and that frame is skipped. Otherwise, when the frame contains enough information, the scan lines will be
drawn perpendicular to the horizon towards the top of the image. By doing so the orientation of scan lines is
normalized. From every informative frame 10 scan lines are selected. As the camera has a horizontal field
of view of 60.97 degrees, this corresponds with taking a scan line every 6.097 degrees.
Images are provided in YUV422 color space. Our implementation uses k-means clustering instead of
the Expectation-Maximization algorithm with a Gaussian mixture model, as an implementation of this is
already provided in the SPL framework. Figure 3 shows an example of a discretized image after k-means
clustering with k = 8 has been performed on multiple images.
The feature extraction proceeds unchanged. However, the color transition matrices are normalized. A
scan line of n pixels contains n − 1 transitions, and thus each value in the matrix is divided by n − 1.

3.4

Querying and updating the model

The model can be queried by using a collection of features obtained from one image. As they are also
labeled with an angle and location, they can be looked up in the map. The equations used to compute the
certainty of a match are as follows:

sim(f1 , f2 ) =

1
1
1
×
×
× m(f1 ) × m(f2 )
diff(lf1 , lf2 ) diff(αf1 , αf2 ) diff(f1 , f2 )

m(f ) = e(t−tf ) × p(lf ) × p(αf )
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Figure 3: Color transition matrix extraction process. Left: A discretized sample image from the Intelligent
Robotics Lab of the University of Amsterdam, discretized to 8 colors is shown, with one scan line illustrated
between the white lines. Right: A visualization of a color transition matrix. The left column and top row
represent the color classes. The other cells represent how often the row color is followed by the column
color in a scan line. Frequencies are visualized by shading; higher frequencies are dark colored, gamma
0, 25 is used to make differences visible enough.
The similarity measure between two features is computed using the distance between the two features
diff(pf1 , pf2 ), the difference in angle diff(αf1 , αf2 ), the difference of the features themselves diff(f1 , f2 )
and the measurement certainties of both features m(f1 ) and m(f2 ). These measurement certainties are
computed using the certainty of location p(lf ) and angle p(αf ) at the time of measurement, and e(t−tf ) ,
where t is the current time and tf is the time of measurement. This ensures that the reliability of features
over time will go down. The difference between each feature vector is computed, taking into consideration
that most frequent transitions are not so informative. For example, assume a white wall with a red horizontal
stripe of 1 pixel wide on it. The red stripe is more informative than the white wall. So, the color transition
frequencies are subtracted from one. By doing so, the pixels of the red stripe are weighed more than the
frequent ones. In this way, informative features play a more important role in the difference measure.
As the used framework’s localization module is multimodal, certainty about the robot’s position can be
expressed as the number of hypotheses, in a grid cell. Orientations are computed for grid cells containing
at least 20% of the hypotheses. This threshold is chosen, so that when the robot is near a crossing of four
cells, readings are still meaningful. This also allows for investigating the orientation when the localization
module is unsure about the field half the robot is on.
When similar enough matches have been found, the new features will be compared with the old features
already present in the cells, by computing m(fnew ) and m(fold ). If m(fnew ) is greater than m(fold ), the
cell’s old feature is replaced by the new feature.

4 Experiments
The first experiment tests the accuracy of the initialization phase, so the update mechanism of ViCTOriA
was disabled. The robot was placed exactly in the center of a field of 6 × 4 meters for learning the map and
the significant colors for clustering. The grid was set to 15 cells with 180 angle bins per cell. To test the
learned model, the robot was placed in the same position and performed the same turn. However, now the
information provided from the augmented Monte Carlo localization module was not used, computing the
orientation only by the output of the visual compass. The information provided by this other localization
module is used as the ground truth, which is accurate especially in the turn motion. The average error that
the visual compass achieved was less than 0.10 radians. 357 of 390 frames have been used. 33 frames have
been skipped, as less than 60% of the observed pixels were above the horizon. In this experiment the training
set was very similar to the test set. The experiment could be further extended by changing the circumstances.
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Figure 4: Left: The robot walks randomly over the soccer field. Its path according to the already implemented augmented Monte Carlo localization module [3] is depicted as a series of circles and dashes,
representing its position and orientation, respectively. Right: After walking the random path, the robot
has learned to associate certain features with orientations and locations. This is shown as a dash in the
corresponding orientation at the center of the location’s corresponding grid cell.
However, this experiment gives an insight on an upper boundary of the accuracy of the orientation estimate.
The second experiment consists of an initialization phase and an application phase. The experiment tests
if during a soccer game enough information is collected to fill the visual compasses distributed over the field.
Figure 4 illustrates the update process of a randomly walking robot. The walking lasted for three minutes,
almost one third of a RoboCup Soccer SPL game period, which lasts ten minutes. On the left, the trace of
the robot poses during the walking are shown as they came from the augmented Monte Carlo localization
module. The robot started with an empty feature map, but the update process of ViCTOriA updated almost
70% of the map in these 5 cells where the robot walked. This is shown on the right of figure 4.
In a third experiment, ViCTOriA’s robustness to changes in the environment is tested. Ten full turns at
the center of the field have been recorded, where in each consecutive dataset an extra advertisement board
is visible in the environment. These boards have been randomly positioned around the field to represent the
random positioning of viewers during real games. No updates of the model have taken place. The model
has been trained on the center spot with either two, six, nine or ten boards on the field side. The boards are
placed within 50 cm of the field side. The average error in radians have been visualized in figure 5.
As can be expected, the average error is the lowest when tested on the same dataset as the model has
been trained on. In general, datasets with a similar amount of boards have lower errors than datasets with
a larger difference in the number of boards. So the method is quite insensitive for small changes in the
environment. Yet, the worst average error occurred when the environment was changed quite drastically;
the difference between 2 or 6 advertisement boards is a change of the appearance of half the horizon. The
resulting worst average error of 0.41 radians is still a useful estimate within RoboCup Soccer; robots mainly
need to distinguish their own goal from the opponent’s (which has a threshold of 1.57 radians).

5 Future work
The current implementation uses color transition matrices as its features, but there are other alternatives, such
as the 1D SURF used by Anderson et al. [1], or texture based features. Performance could be compared in
lab environments and at RoboCup events.
It is also possible to extend this framework in a multi-agent setting. Robots can benefit from each other’s
observations (features), just by broadcasting messages with features among them. In this way, communication can be used to achieve a faster adaptation to the environment (update the map in multiple locations at
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Figure 5: Average error in radians. ViCTOriA has been trained only on its center grid cell with either two,
six, nine or ten advertisement boards on the field side, and tested with one to ten advertisement boards on
the field side.
the same time). For this to work color transition independence between different cameras is a requirement.
As it is illustrated in figure 6, the summed histograms for each of the three color channels of YUV422, show
that the same color clustering method can be used with independently calibrated cameras with the same
results.
Another point of improvement for an exploration scenario would be to perhaps change the grid cell
size dynamically, or find a procedure to fuse grid cells that are similar. This is useful when the size of
the environment is unknown, or when certain areas of the map might be less interesting than others. For
example, a large open room with few different features could do with less grid cells than a room with many
obstructions in the field of view.
Currently, the horizon is used to determine when an image frame is appropriate and contains enough
information above the field to perform the extraction of scan lines. For soccer and other environments where
the floor contains too few features for orientational localization, a floor detector can be implemented, and all
pixels above the floor polygon should be considered.
And finally, as the grid map that is constructed is essentially a storage of observations, this method
could also be used with other localization methods to improve the certainty of not only orientation but also
location.
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Figure 6: Frequencies of pixel values for the Y (left), U (center) and V (right) channels for four images
taken with the lower camera on six different NAO heads. Preliminary experiments seem to indicate that the
frequency patterns are shifted. This shift might be due to different the difference in automatically set white
balance.
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Conclusion

In this paper, a novel approach of the model-based visual compass is presented. It maintains several visual
compasses in a grid. This map can be built up in a relatively short time, using only one robot. The method
is robust against drastic changes in the environment, in the worst case resulting in an error of 0.41 radians,
which is enough to discriminate in a soccer match between the own goal and the goal of the opponent.
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Abstract

This paper seeks to address the question of preference alignment in normative systems. We represent
detached obligations and goals as preferences over outcomes, and describe when deterministic behaviour
will occur within a MAS under specific system instantiations. We then investigate what obligations an
agent with so called normative power should introduce in order to achieve their own goals.

1

Introduction

Norms can serve several purposes. During the design and specification of a system, they can be used to
express desirable system behaviour, against which formal verification can take place [7]. In such scenarios,
normative conflicts shed light on incorrect system specification. During the execution of a multi-agent system, norms serve a related, but different purpose. Here, they provide soft constraints on an agent’s behaviour,
whereby violating a norm can lead to sanctions being imposed on the violating agent. In such systems, a
norm-aware agent must reason about its actions, weighing up the penalties involved in violating norms,
and balancing these against achieving its goals. In this context, norms therefore affect the agent’s practical
reasoning process. Further complicating such practical reasoning, we note that in classes of multi-agent
systems, multiple agents act simultaneously, and these joint actions can affect the system in ways different to individual action alone. When reasoning, agents must therefore take potential interactions between
individual actions into consideration.
In this paper, we propose a semantics for norms and goals that is intended to allow for both formal
verification and practical reasoning to take place. While many normative systems exist, ranging from logic
based methods for norm specification [4] to ad-hoc methods [11], our work aims to highlight some of the
social aspects of norms, and builds on very different underlying assumptions. More specifically, we argue
that a norm specifies not only who should behave in some way (i.e. its target), but that there is some party or
group, which we refer to as the norm’s creditors, which desires that the norm be complied with. While [16]
has also identified commitments (which are in effect, directed obligations) as having a target and creditor,
such creditors function very differently in our proposed model.
We argue that all else being equal, a norm target may have no interest in complying with a norm. Instead,
a norm expresses a preference over some state of affairs for its creditor rather than its target. This means
that a norm, in isolation, has no direct effect on its target behaviour. Instead, we claim that a norm’s effect
on behaviour stems from two distinct sources. First, the violation1 of a norm could, via contrary-to-duties,
cause a sanction to be imposed on a violator, resulting in an undesirable state of affairs (from the violator’s
point of view) occurring. This view is the focus of this paper. In future work, we intend to investigate a
second source, namely that the presence of some sort of social ties could mean that a norm’s target takes
the norm creditor’s preferences into account (a real world example in this context is that I may fulfil my
obligations to my friends because I care about their feelings, rather than any threat of sanctions).
1 We recognise that violations, and indeed norms, are institutional concepts [9] — a violation is an institutional rather than objectlevel state of affairs enabling other actions to result. For the sake of simplicity, we merge these two layers within this paper.
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We seek to describe how agents act in the presence of norms. To do so, we must also consider these
agent’s goals. Like norms, goals express a preference over some state of affairs (where the goal is satisfied)
over others. Often, this set of preferences will be in conflict, as the achievement of some states of affairs is
mutually exclusive from others. We therefore introduce preferences over preferences, or meta-preferences
to allow an agent to further prioritise outcomes.
In this paper, we formalise these intuitions by means of a transition system which is used to encode all
computations in the system as a branching tree structure. Goals and norms then express preferences over
paths through this tree, and we investigate how these preferences interact when multiple agents are present.
We aim to answer two questions, namely how the system will evolve; and what additional obligations should
appear in the system in order to ensure that it behaves as some agent prefers.
The rest of this paper is structured as follows. We describe our model in Section 2, introducing the
action-based alternating transition system which underpins our tree structure, as well as concepts such as
agents, goals and obligations. We investigate both system evolution and the effects of additional preferences
in Section 3. Section 4 discusses related and future work, and we conclude with Section 5

2

The Model

We begin by describing the underlying model of our system, extending action-based alternating transition
systems (AATSs) to normative AATSs, or NAATSs. Following this, we describe agents, identifying constraints on their preferred outcomes. These constraints then form the basis of their decision making process,
which we describe in Section 3.
As mentioned above, we make use of an action-based alternating transition system (AATS) to describe
our system. Such an AATS is formally described as follows:
Definition 1 (AATS, [18]) An Action-based alternating transition system (AATS) is a tuple of the form
S = hQ, q0 , Ag, Ac1 , . . . , Acn , ρ, τ, Φ, πi
Where
• Q is a finite non-empty set of states.
• q0 ∈ Q is the initial state.
• Ag = {1, . . . , n} is a finite non-empty set of agents.
• Aci , with 1 ≤ i ≤ n, is a finite and non-empty set of actions for each agent, where actions for different
agents do not overlap.
• ρ : Aci → 2Q is an action precondition function which identifies the set of states from which some
action α ∈ Aci can be executed
Q
• τ : Q × JAg → Q where JAg = i∈Ag Aci , is the system transition function identifying the state
that results from executing a set of actions from within JAg in some state.
• Φ is a finite and non-empty set of atomic propositions

• π : Q → 2Φ is the interpretation function, identifying the set of propositions satisfied in each state.
Following [18] we refer to such a sequence of states as a computation or path λ = q0 , q1 , . . .. We index
a state within a path using array notation. Thus, we refer to the first element of a path λ as λ[0], while a
sub-path of the path starting at the second element and consisting of the remainder of the path is written
λ[1, ∞] . We denote the set of all possible paths for some specific AATS S as Λ(S).
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We assume that LΦ is a propositional language defined over the atoms in Φ, and that |= is the usual entailment relation for propositional logic, and has operators ¬, ∧, ∨, → and ≡ with their usual meaning. Given
such a language, we can specify achievement goals and obligations.
A goal σ : φa expresses that once state of affairs σ has occurred, a wishes to achieve state of affairs φ.
An obligation of the form σ : Oct (ψ|δ) expresses that following the occurrence of σ, the norm target t must
achieve ψ before deadline δ. Here, c is the norm’s creditor, that is, the agent wishing to see that t achieve
the state of affairs ψ.
Definition 2 (Goals and Obligations) A goal is syntactically represented as σ : ϕa where σ, ϕ ∈ LΦ and
a ∈ Ag.
An obligation is a construct of the form σ : Oct (ψ|δ) where σ, ψ, δ ∈ LΦ and c, t ∈ Ag.
An obligation σ : Oct (ψ|δ) is equivalent to an obligation σ 0 : Oct (ψ 0 |δ 0 ) iff σ ≡ σ 0 , ψ ≡ ψ 0 and δ ≡ δ 0 .
Similarly, a goal σ : ϕa is equivalent to a goal σ 0 : ϕ0a iff σ ≡ σ 0 and ϕ ≡ ϕ0 . Given two equivalent
obligations or goals x, x0 we write x ≡ x0 .
We overlay a normative system on top of our model of the physical system (represented by the AATS S).
Such a normative system extends the physical system by encoding the goals and obligations of the agents
within the environments, as well as the institutional concept of norm violation. We capture such a normative
system via a normative AATS (NAATS) which imposes constraints on the underlying AATS and captures
agent actions and obligations.
Definition 3 (Normative AATS) Given an AATS S = hQ, q0 , Ag, Ac1 , . . . Acn , ρ, τ, Φ, πi, together with a
set of goals G and a set of obligations O, defined over the propositions Φ and agents Ag of S, a normative
AATS is an AATS
N = hQ, q0 , Ag, Ac1 , . . . Acn , ρ, τ, Φ0 , π 0 , G, Oi
Such that Φ0 = Φ ∪ Φn where Φn is constructed as follows:

0

1. For every o ∈ O, there are unique propositions φo , φv ∈ Φn , such that for any o, o0 ∈ O, φo = φo
0
and φv = φv iff o ≡ o0 .
0

2. For every g ∈ G, there is a unique proposition φg ∈ Φn , such that for any g, g 0 ∈ G, φg = φg iff
g ≡ g0 .

We define the new interpretation function π 0 as follows:

1. If σ ∈ π 0 (q) for some state q, and there is an obligation o ∈ O of the form σ : Oct (ψ|δ), then
φo ∈ π 0 (q).
2. If σ ∈ π 0 (q) for some state q, and there is a goal g ∈ G of the form σ : ϕ, then φg ∈ π 0 (q).
3. For any λ ∈ Λ(N )
(a) If φo ∈ π 0 (λ[i]) and λ[i] 6|= δ ∨ ψ for obligation o = σ : Oct (ψ|δ), then φo ∈ π 0 (λ[i + 1]).

(b) If φo ∈
/ π 0 (λ[i]) and λ[i + 1] 6|= σ for obligation o = σ : Oct (ψ|δ), then φo ∈
/ π 0 (λ[i + 1]).

(c) If φo ∈ π 0 (λ[i]) and λ[i] |= δ ∨ ψ for obligation o = σ : Oct (ψ|δ), then φo ∈
/ π 0 (λ[i + 1]) unless
condition 1 holds for λ[i + 1].

(d) If φo ∈ π 0 (λ[i]) and λ[i] |= δ ∧ ¬ψ for obligation o = σ : Oct (ψ|δ), then φv ∈ π 0 (λ[i]).
Otherwise, φv ∈
/ π 0 (λ[i]).
(e) If φg ∈ π 0 (λ[i]) and λ[i] 6|= ϕ for goal g = σ : ϕ then φg ∈ π 0 (λ[i] + 1).

(f) If φg ∈ π 0 (λ[i]) and λ[i] |= ϕ for goal g = σ : ϕ then φg 6∈ π 0 (λ[i] + 1) unless condition 2
holds for λ[i + 1].

4. For any λ ∈ Λ(S), if φo ∈ π 0 (λ[i]) for obligation o = σ : Oct (ψ|δ), then there is some j ≥ i such
that λ[j] |= δ.
5. If φ ∈ π(λ[i]) then φ ∈ π 0 (λ[i]).
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We define several utility functions: activation : G × Λ(N ) → Z+ , achieve : G × Λ(N ) → Z+ , and
viol : O × Λ(N ) → Z+ . These take a goal (in the case of activation and achieve) or obligation (in the
case of viol) and a path λ as parameters, and behave as follows.
P∞
1. For a goal g ∈ G, activation(g, λ) = i=0 (1 if λ[i] |= σ ∧ ¬φg and 0 otherwise)
P∞
2. For a goal g ∈ G, achieve(g, λ) = i=0 (1 if λ[i] |= ϕ ∧ φg and 0 otherwise)
P∞
3. For an obligation o ∈ O, viol(o, λ) = i=0 (1 if λ[i] |= φv and 0 otherwise)

We say that a normative AATS is strict if both the achieve and viol functions return a finite number for any
path in the NAATS.

A NAATS captures when a conditional obligation or goal has been triggered (via constraints 1 and 2), as well
as capturing when a conditional obligation has been violated (constraint 3d). Constraints 3a-c and 3f, 3g are
then a form of frame axiom, propagating active constraints to the next state of a system, or terminating them
if the goal or obligation has been achieved or violated. Constraint 4 states that all deadlines for obligations
will eventually occur. Constraint 5 allows π 0 to capture the physical state of the system. The achieve and
viol functions then count how many times an triggered goal has been achieved, or a triggered obligation has
been violated, while the activation function counts the number of times a goal has been activated. In the
remainder of this paper, we consider only strict NAATS.
NAATSs describe the possible evolutions of systems, capturing both its physical and normative aspects.
We now turn our attention to the agents making up the system, identifying parts of their decision-making
process at each state.
While the NAATS captures the actions available to an agent at any point in time, it does not identify
which actions the agent should execute. The basic artefact affecting this consideration is an agent’s preferences over possible evolutions of the system. These preferences are constrained by the agent’s goals, as well
as those obligations for which they act as a creditor.
Definition 4 (Preferences) Let hS, G, Oi be a NAATS, and let λ, λ0 ∈ Λ(S) be paths within the normative
system. We write λ a λ0 , where a ∈ Ag to denote that agent a prefers path λ over λ0 .
We assume that a rational agent has some constraints over the possible preferences over paths that it can
hold. As an obvious example, it makes no sense for a rational agent to prefer a situation in which its only
goal is not achieved over one in which it is. Within the NAATS framework, the two functions achieve and
viol track the number of times a goal is achieved, as well as the number of times a specific norm is violated.
We can specify the following two conditions on preferences between paths:
1. A path containing more violations of an obligation for which a is the creditor is less preferred than a
path containing fewer violations of this obligation.
2. A path λ in which some goal g exists n times (i.e. activation(g, λ) = n) and is achieved m times
(i.e. achieve(g, λ) = n) is preferred to a path where the goal exists n times and is achieved m0 times
if m > m0 .
The first condition occurs as a creditor prefers that an obligation is not violated. The second condition
states that an agent prefers to achieve its goals. However, it does not compare paths wherein goals exist a
different number of times. The reason for this is best illustrated through a somewhat gruesome example —
an agent could have a goal to not have its fingers broken (when the possibility of having a finger broken
exists). Intuitively, given five situations where its fingers might be broken, the agent prefers those situations
where it survives unscathed to those where some of its fingers are broken (and having less fingers broken to
having more broken). However, it should clearly not prefer to put itself in situations where its fingers may
be broken, but are not, to those in where such risks do not exist. These concepts are formalised as follows:
Definition 5 (Preferences Induced by Goals and Obligations) Given any two paths λ, λ0 we say that an
agent a ∈ Ag is rational iff
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1. there is an obligation o ∈ O whose creditor is a, such that viol(o, λ) < viol(o, λ0 ) and λ a λ0 and
λ0 6a λ; and

2. there is a goal g ∈ G such that activations(g, λ) = activations(g, λ0 ) and achieve(g, λ) >
achieve(g, λ0 ) and λ a λ0 and λ0 6a λ.

Example 1 A student has to work on a project, and would like to take a book out of the library. Since the
project is due in 2 weeks, the student would like to keep the book for that length of time. However, the library
requires books to be returned within a week, and the student would prefer to not pay a fine. We assume that
the student can perform three actions: b, to borrow the book; w, to wait a week; and r, to return the book.
The library has a wait action w available to it, and can also cause a fine to be imposed (action f ). We
assume that the states in our AAT S have a proposition used to index time. That is, proposition t0 ∈ π(q0 )
to identify that the start state is at time 0, and there are some states qi such that t1 ∈ π(qi ) (and t0 ∈
/ π(qi ))
identifying that state qi occurs at time 1, and similarly for time 2 and so on. For simplicity, we assume that
the student can choose to take out a book only at time 0 (i.e. in the initial state). Then indexing time by
weeks, we can identify the student’s goals as
> : btS

bt : (t3 ∧ br)S

> : ¬f pS

That is, the student wishes to take the book out, and return it in week 3. The library then obliges the student
to return the book in week 2:
bt : OL
S (br|t2 )
Figure 1 provides a visual representation of the AATS, where labels on edges identify the actions taken by
the student and library, and labeled nodes represent states and the propositions that are true within them.
The bottom right table within the figure shows the preconditions for the various actions available to the
agents. To maintain clarity, the figure does not encode propositions related to obligations or goals, but we
note that the obligation is in force in the children of s2 , and it is violated in state s4 (and its descendants).
Furthermore, the student’s first goal is achieved in state s2 and the second goal in states s6 and s7 .
Given the tree structure of this AATS, we can label paths by their leaf nodes. From Definition 5, if we
assume that the library is rational, then
s3 L s5

s3 L s6

s3 L s7

s1 L s5

From the student’s goals, we obtain the following preferences:

s1 L s6

s1 L s7

s5 S s1
s6 S s1
s7 S s1
s3 S s1
s6 S s5
s7 S s5
s6 S s3
s7 S s3
s1 S s5
s3 S s5
s1 S s6
s3 S s6
s7 S s6
Within the example, we note that the student’s preferences contain cycles, for example s6 S s3 and
s3 S s6 . Such cycles occur as the student has conflicting goals. In order to eliminate preference cycles,
agents make use of meta-preferences.
Definition 6 (Meta-preferences and collapsed preferences) Given a set of preferences Λ such that λ1 a
λ2 and λ2 a λ1 , a meta-preference of the form ¬λi a λj where i, j ∈ {1, 2} and i 6= j results in a
collapsed preference set Λ0 = Λ\{λi a λj }.

This definition of meta-preferences is crude — rather than expressing preferences over paths, meta-preferences
should describe priorities between specific norm/goal, norm/norm, or goal/goal conflicts. However, to do
this requires fine-grained reasoning about the constituents of a state, preventing us from easily using Definition 5 to describe preferences over paths. Refining meta-preferences to describe preferences over paths
from individual priorities between norms and goals forms a major component of our intended future work.
Having described meta-preferences, we can now describe our complete normative system consisting of
the norms within the system, agents and their goals, the actions available to them, and their meta-preferences.
All but the latter are captured by the NAATS, and our normative system is therefore defined as follows.
Definition 7 (Normative System) A normative system is a pair (N, M ) where N is a NAATS and M is a
set of meta-preferences defined for the agents in N .
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Figure 1: Example transitions of the system.

3

Practical Reasoning

In order to decide on an action to execute, an agent follows a strategy. The set of strategies of all agents in
the system is then referred to as a strategy profile, and such a strategy profile determines the computation
which will result from the execution of the agent system. Some strategies are clearly less desirable than
others, and the Nash equilibrium is used to identify which strategy an agent should follow in order to reach
a most preferred outcome.
Definition 8 (Strategies and Equilibria) A strategy for an agent a is a function strata : Q → Aci , identifying what action the agent should undertake at each state. We label all possible strategies an agent can
follow as Strata . A strategy profile is then an element of the set {Strata1 × . . . Stratan }. We write λN
strat
to describe the path obtained from a NAATS N by the strategy profile strat.
A strategy profile strat = {strata1 , . . . stratan } is a Nash equilibrium iff there is no agent i for which
there is an alternative strategy strat0ai , resulting in a strategy profile strat0 = {strata1 , . . . , strat0ai , . . . stratan }
such that λstrat0 ai λstrat . We abbreviate the set of Nash equilibria of a normative system (N, M ) as
N ash(N, M ).
Clearly, preference cycles can prevent a Nash equilibria from existing (e.g., consider the trivial case where
one agent has a choice of two actions, resulting in paths λ1 and λ2 where λ1  λ2 and λ2  λ1 ), and an
agent can utilise meta-preferences to eliminate such preference cycles, increasing the likelihood that a Nash
equilibrium will exist within the system.
A well specified normative system is one for which sufficient meta-preferences are known so as to ensure
that agent behaviour is predictable. That is, one for which additional meta-preferences will not mean that
agent strategies change.
Definition 9 (Well-specified) We say that a normative system (N, M ) is well-specified if there is no M 0 ⊃
M such that N ash(N, M 0 ) 6= N ash(N, M ).
Now consider a set of agents2 able to introduce some additional obligations into a well-specified normative
system (effectively, these agents have some form of normative power [9]). These agent must consider
whether doing so will be useful, i.e. whether it will cause the system to follow a more preferred path.
More precisely, given a set of potential obligations P , and a well specified normative system (N, M ),
agents a1 , . . . am should introduce those obligations p ⊆ P , resulting in a new NAATS N 0 such that for any
M 0 ⊃ M for which the normative system (N, M 0 ) is well specified, it is the case that ∀1 ≤ i ≤ n, ∀s0 ∈
0
0
0
ai
N0
ai
0
0
N ash(N 0 , M 0 ), s ∈ N ash(N, M ), λN
λN
λN
s , and if λs0 ∼
s , then 1 ≤ |N ash(N , M )| <
s0 
|N ash(N, M )|.
2 We

assume that these agents are a subset of the agents in the system.
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The last part of this requirement constraints the new system to either be strictly better for the agents,
then less possible strategies exist in the Nash equilibrium, simplifying the coordination problem, while still
requiring the Nash equilibrium to exist.
Example 2 We illustrate these concepts by continuing our previous example. Assume that the library agent
cannot fine the student itself, but is instead considering the possibility of obliging a fining action by a finance
agent F — bt ∧ t2 : OF
S (f p|t3 ). That is, the fining agent can place an obligation on the student to pay a fine
in the book has not been returned on time. Furthermore, this fining agent, by undertaking the fine action,
can cause f p to occur.
We assume that the student’s goal to not pay a fine is preferred by them to any other goal, as expressed
by the following meta-preferences:
¬(s5 S s7 )

¬(s6 S s7 )

¬(s5 S s3 )

¬(s6 S s3 )

¬(s5 S s1 )

¬(s6 S s1 )

Our normative system is then well specified, but has two equilibria - one where the book is returned, and
one where it is not. The introduction of the proposed obligation will lead to only a single Nash equilibrium,
namely the one where the book is returned on time and no fine is paid (in this equilibrium, the fining agent
would impose the fine if the book is late).

4 Related and Future Work
Our work deals with practical reasoning under normative constraints and goals, and a large body of related
work exists. Due to space constraints, we will mention only the most relevant related work here. [1, 2, 3]
utilises game theory to describe the evolution of a normative system. However, little attention is paid to the
agent’s goals in this work. In [5], game theory is used to determine when a norm emerges for a given set of
agents. Work such as [13, 15] considers the practical reasoning problem in detail, identifying what actions
an agent should pursue given some norms and goals. However, this work ignores the multi-agent domain.
We are pursuing several avenues of future work. First, we intend to relate meta-preferences directly to
preferences between sets of goals and norms, and to obtain preferences between paths from these underlying
preferences. Second, we intend to introduce permissions into our normative system. Following [8], we view
these permissions as derogations of an obligation or prohibition, and in this context, they will (temporarily)
prevent a violation from occurring. We also intend to extend our logical language to cater for temporal
modalities; following work such as [6, 10], a logic like LTL will provide additional expressive power to
refer to deadlines, the future and the past. In the current work, we have assumed that all agents are selfish
and rational, making standard game theory and the Nash Equilibrium solution concept ideal for reasoning
about the evolution of the system. However, agents may decide to comply with an obligation due to some
notion of benevolence with regards to its creditor (for example, due to friendship). We intend to investigate
how conditional game theory [17], which can model such interactions, can be used to identify additional
solution concepts in the context of our work. Additionally, we are in the process of refining the notion
of normative power as described in the previous section. Finally, frameworks such as Modgil’s extended
argument frameworks [12] provide an elegant way of describing the interactions between preferences and
meta-preferences. Furthermore, as described in [14], goals, norms and their interactions can be represented
via argumentation schemes and critical questions. Our long term goal is to enable the use of argument in
order to be able to explain the practical reasoning process within a normative system.

5 Conclusions
This paper examines how goals and norms affect the preferences of an agent, and how the combined preferences of all agents within a multi-agent system interact to describe the possible evolutions of the system.
We then investigated whether an agent could affect the system by introducing additional obligations.
Our underlying normative model is a novel one. Rather than treating obligations as primitives, identifying what an agent should do, they state that some other agent prefers that the obligation’s target act in a
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certain way. While there are similarities between this model and work on commitments, our model explicitly recognises the social aspect of norms. As can be seen from the previous section, many open questions
remain, which we intend to actively pursue in future research.
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A NAO robot playing tic-tac-toe

Comparing alternative methods for Inverse Kinematics
Renzo Poddighe

Nico Roos

Department of Knowledge Engineering, Maastricht University
Abstract
In this paper, two alternative methods to the Inverse Kinematics problem are compared to traditional
methods regarding computation time, accuracy, and convergence rate. The test domain is the arm of
the NAO humanoid robot. The results show that FABRIK, a heuristic iterative approximation algorithm
outperforms the two traditional methods, which are both based on the Jacobian inverse technique, on all
aspects. An artificial neural network vastly outperforms all algorithms regarding computation time, but
lacks accuracy. To demonstrate the practical applicability, FABRIK has been used enable a NAO humanoid
robot to play tic-tac-toe.
Keywords: Humanoid robot, inverse kinematics, machine learning.

1

Introduction

The Inverse Kinematics (IK) problem is a non-linear optimization problem which tries to optimize the position of the end effector of a robot’s kinematic chain with respect to a certain target position, by manipulating
the intermediate joint configurations in the chain [7]. These joint configurations have to be calculated in a
backwards manner from the Cartesian coordinates. Since not all points in Cartesian space map to a joint
configuration, there is not always a solution. It is very exceptional for a kinematic chain to have a complete
analytically derivable solution. Therefore, Inverse Kinematics solvers rely on numerical approaches.
Traditional methods The most commonly used method is using the inverse of the Jacobian matrix, a
matrix of first-order partial derivatives of the joint system, to make a linear approximation of the non-linear
function that describes the Inverse Kinematics. Since the Jacobian is not always nonsingular, the inverse
can be approximated by a number of methods [3], each of which has its drawbacks. The transpose of the
Jacobian is proven to be a good replacement for the inverse [12]. However, the joint configurations are
often unpredictable and many iterations are needed for convergence. The Moore-Penrose pseudoinverse of
the Jacobian is a better estimate, but often performs poorly because of instability for configurations near
singularities. The Damped Least Squares (DLS) method avoids the use of pseudoinverses and provides a
more stable solution near singularities. A damping constant has to be chosen carefully: a larger constant
makes the algorithm more numerically stable, but also lowers the convergence rate. Pseudoinverse DLS attempts to overcome this problem by applying Singular Value Decomposition. Pseudo-inverse DLS performs
similar to regular DLS away from singularities, and smooths out the performance of regular DLS near singularities. Selectively Damped Least Squares (SDLS) is an extension of Pseudoinverse DLS that also takes
into account the relative positions of the end effector and the target position when choosing the damping
constraint, resulting in fewer iterations needed for convergence, but a slower performance time. A general
problem with all these methods is applying constraints, which is not at all straightforward to do using any
Jacobian method. The existing methods do not guarantee optimal solutions and slow down performance
times [4, 11]. When coping with computational limitations on a robot, it is therefore appealing to search
for effective alternatives that have low on-line computational cost and are robust against singularities. In
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this paper, two alternative approaches are proposed and compared on several criteria, such as speed and
precision. The standard algorithm to which we compare the two alternative techniques, Jacobian transpose
and the Jacobian pseudoinverse.
Alternatives In this paper, two alternatives are proposed.
FABRIK [1] (short for Forward And Backward Reaching Inverse Kinematics) is a heuristic iterative
method that tries to solve the IK problem by treating the joint coordinates as being points on a line. It
uses the previously calculated positions of the joints to find the updates in a forward and backward iterative
manner. The algorithm has low computational cost and converges quickly. Furthermore, FABRIK does not
suffer from singularity problems, since the use of matrix inverses is completely avoided.
A Neural Network is a supervised learning method that is inspired by the interconnections between the
neurons in the brain [10]. It allows for non-linear function approximation and is therefore natural candidate
for tackling a problem such as Inverse Kinematics[8].
In this paper we investigate whether FABRIK or a Neural Network could be used as alternative for
traditional approaches for Inverse Kinematics.
Test and application domain As a test domain we use the arm of the NAO humanoid robot, developed
by the French company Aldebaran Robotics. Moreover, we applied the research results in an application
that enables the NAO to play the game of tic-tac-toe against a human. The NAO has to recognize the game
state on a white board, determine its action, and draw a cross or a circle depending on whether it had the
first move. The research results reported in this paper were used in the drawing of crosses and circles.
Outline The remainder of the paper has the following outline. In the next section we will give a brief introduction in Kinematics and Inverse Kinematics. Moreover, we will describe the traditional Jacobian inverse
technique for Inverse Kinematics. Section 3 and 4 describe the alternative approaches that we investigated,
FABRIK and Neural Networks respectively. Section 5 describes the experiments and Section 6 describes
the application we implemented in which we applied the reported research of the preceding section. Section
7 presents the conclusions that can be drawn from the paper and points out directions for further research.

2

Preliminaries

Forward Kinematics Forward Kinematics can be described as the problem of calculating the position of
the end effector (or any other joint) of a kinematic chain from the current joint angles of that chain. In other
words, Forward Kinematics is the problem of mapping the joint space of a kinematic chain to the Cartesian
space.
A kinematic chain consists of links connected by joints. With each link we associate an coordinate system where the one of the axes is normally chosen in the direction of the link. The kinematics equations
[7] describe transformation of the coordinate system of one link into the coordinate system of a connected
link. These equations describe affine transformations; i.e., transformations in which the ratios of distances
between every pair of points are preserved. To represent affine transformations, so-called homogeneous coordinates must be used. This means describing an n-vector as an (n + 1)-vector, by adding a 1. For example,
when applying it to the case of the NAO, a joint coordinate in three dimensions (x, y, z) is represented by
the vector (x, y, z, 1). This is necessary in order to describe translations using matrix multiplication.
The translation matrix and the rotation matrixes for the rotation around the x-, y- and z-axis, are:




1 0 0 t1
1
0
0
0
0 1 0 t2 
0 cos θ − sin θ 0



T r(t) = 
(1)
0 0 1 t3  Rx (θ) = 0 sin θ cos θ 0
0 0 0 1
0
0
0
1
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cos θ
 0
Ry (θ) = 
− sin θ
0

0
1
0
0

sin θ
0
cos θ
0


0
0

0
1


cos θ
 sin θ
Rz (θ) = 
 0
0

− sin θ
cos θ
0
0


0 0
0 0

1 0
0 1

(2)

Knowing the degrees of freedom of the NAO’s arm (i.e. shoulder pitch and roll, elbow pitch and yaw[5]),
the position of the NAO’s hand (the end effector) can now be described as:
T = Rx (θ1 )Rz (θ2 )T r(l1 )Ry (θ3 )Rz (θ4 )T r(l2 )

(3)

l1 = (0, l1 , 0, 1)T is the translation along the first link of the chain, and l2 is the translation along the second
link. Equation 3 can be broken down into smaller pieces and solved sequentially, in order to calculate the
coordinates of the intermediate joints.
Inverse Kinematics Inverse Kinematics (IK) is the exact opposite of Forward Kinematics: the problem
of calculating the joint configurations of a kinematic chain corresponding to the desired position of the end
effector, or in other words, mapping the desired joint coordinate in Cartesian space back to the corresponding
configurations in the joint space [7].
Let θ = θ1 , θ2 , ..., θn be the n joint configurations in the kinematic chain. Then let s be the end effector
position, which can be described as a function of the joint configurations s = f (θ), and t the target position.
The Inverse Kinematics problem is to find values for θ such that s = t. Since not all points in Cartesian space
map to a joint configuration, there is no straightforward inverse function f −1 (t) = θ for Inverse Kinematics,
as opposed to Forward Kinematics, for which a completely analytically derivable solution exists. Therefore,
Inverse Kinematics solvers rely on numerical approaches.
The Jacobian inverse technique is a solution to the Inverse Kinematics problem that linearly approximates the inverse function f −1 (t) using the Jacobian matrix [7]. The Jacobian is a function of the θ values:
δfi (θj )
J(θ)ij = ( δθ
)ij In the case of a single end effector, i = 1. So J will be a 1-by-n matrix for n values of
j
θ, whose entries are vectors in R3 . Since the entries in the Jacobian are first order partial derivatives of the
joint system, the relative movement of the end effector ∆s can be estimated as: ∆s ≈ J∆θ.
Since the Inverse Kinematics problem is about finding the right joint configurations corresponding to a
certain target position, the IK problem can be formulated as: ∆θ = J −1 ∆s. Unfortunately, the Jacobian
is not always invertible. There are various ways to approximate the Jacobian inverse. It is possible to take
the transpose instead, which is proven to be a good approximation when scaled by some small scalar α [3].
Another technique is taking the Moore-Penrose pseudoinverse, which is defined for all m-by-n matrices
[2]. This is a better approximation, and generally converges to a solution more quickly. The Jacobian
pseudoinverse, denoted by J † , can be calculated using one of the two following equations, depending on the
number of rows and columns:
J † = J T (JJ T )−1 if m < n, and J † = (J T J)−1 J T if m > n
The Jacobian pseudoinverse can be used to approximate the joint configurations:
∆θ = J † ∆s

(4)

When J is full row rank, (JJ T ) and (J T J) are guaranteed to be invertible. A general formula for the
pseudoinverse for J not of full row rank can be found in [2]. Equation 4 can be applied iteratively until the
error drops down to a certain threshold. The algorithm is easily implemented and is computationally fast.
The big downside is its instability for configurations near singularities.
The Jacobian transpose as well as the Jacobian pseudo-inverse method are used in this paper for comparison purposes. These are natural choices for baseline algorithms, since the Jacobian inverse methods have
been the standard in solving Inverse Kinematics for a very long time [7].
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FABRIK

FABRIK (short for Forward And Backward Reaching Inverse Kinematics) is a heuristic method, developed
by Aristidou and Lasenby [1], that tackles the Inverse Kinematics problem described in Section 2. Unlike
traditional methods, FABRIK does not make use of calculations involving matrices or rotational angles. Instead, the IK problem is solved by finding the joint coordinates as being points on a line. These points are
iteratively adjusted one at a time, until the end effector has reached the target position, or the error is sufficiently small. FABRIK starts at the end effector of the chain and works forwards, adjusting each joint along
the way. Thereafter, it works backwards in the same way, in order to complete a full iteration. Since the use
of rotational angles and matrices is avoided, the algorithm has low computational cost, converges quickly,
and does not suffer from singularity problems. Furthermore, the algorithm produces realistic human-like
poses and is easily implemented.
In Figure 1, a visualization of the algorithm is shown. The various steps of the algorithm, indicated with
the letters (a) through (f) in Figure 1, are described in words below.
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theThentarget
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Figure 1: A visualization of one iteration of the FABRIK algorithm [1].

Calculating back to joint coordinates The FABRIK algorithm provides a solution to the inverse kinematics of the arm, by giving the Cartesian coordinates of each joint relative to the root joint. However,
the NAO (c)
needs to know the(d)joint configurations corresponding to these coordinates. A mapping from the
Cartesian coordinates to joint configurations is therefore necessary in order to make the NAO move its arm.
The FABRIK algorithm outputs the three joint coordinates (0, 0, 0, 1), (x , y , z , 1), (x , y , z , 1) to be
the solution to the inverse kinematics problem for a target position t = (x , y , z , 1). Equation 5 describes
the forward kinematics equation for mapping from the first two (currently unknown) rotations θ and θ to

(e)

(f)

Fig. 1. An example of a full iteration of FABRIK for the case of a single
target and 4 manipulator joints. (a) The initial position of the manipulator
and the target, (b) move the end effector p4 to the target, (c) ﬁnd the joint
p03 which lies on the line l3 that passes through the points p04 and p3, and
has distance d3 from the joint p04 , (d) continue the algorithm for the rest of
the joints, (e) the second stage of the algorithm: move the root joint p0 1 to
its initial position, (f) repeat the same procedure but this time start from
the base and move outwards to the end effector. The algorithm is
repeated until the position of the end effector reaches the target or gets
sufﬁciently close.
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the second joint coordinate p1 :

p1 = Rx (θ1 )Rz (θ2 )T r(l1 ) 0

0

0

T

1

(5)

which simply means taking the last column of the resulting transformation matrix. Because p1 is known,
the joint angles can be derived from this equation. The expressions for the coordinates of the second joint
can be found by rewriting Equation 5 as follows:
x1 = −l1 sin(θ2 ) y1 = l1 cos(θ2 ) sin(θ1 ) z1 = −l1 cos(θ2 ) sin(θ1 )

(6)

Since the second rotation (the one around the x-axis) does not affect the x-coordinate itself, the following
expression for the first rotation θ2 can be derived. Next,the other rotation θ1 can also be derived.
θ2 =

− arcsin(x1 )
l1

θ1 =

− arcsin(z1 )
l1 cos(θ2 )

(7)

When expressing the end effector coordinates in the same manner (i.e. expressing the coordinates relative
to the root joint), the expressions are not that simple anymore and the joint angles are not easily derivable
anymore. So, the end effector coordinates have to be expressed relative to the second joint in the chain.
Because the first joint angles are calculated, the orientation and position of the second joint can be captured
in the following transformation matrix:
(8)

T = Rx (θ1 )Rz (θ2 )T r(l1 )

The end effector can be expressed relative to the second joint by multiplying its coordinates by the
inverse of T :
p02 = T −1 p2

(9)

Equation 10 describes the forward kinematics equation for mapping from the last two rotations (to be
calculated) θ3 and θ4 to the relative end effector coordinate p02 :

p02 = Ry (θ3 )Rz (θ4 )T r(l2 ) 0 0

which can be rewritten in the same manner as in Equation 6:
x02 = −l2 cos(θ3 ) sin(θ4 )
y20 = l2 cos(θ4 )

z20 = l2 sin(θ3 ) sin(θ4 )

4

0

T

1

− arccos(y20 )
l2
− arcsin(z20 )
θ3 =
l2 sin(θ4 )

(10)

θ4 =

(11)

Neural networks

A neural network[10] is a computational architecture used in the field of machine learning, inspired by the
highly interconnected structure of the brain, aiming to benefit from properties such as parallelism, generalization, fault tolerance, and adaptivity. It is a learning method that learns a mapping from input to output
by being fed training examples and minimizing the error between the network’s output and the desired output using a learning algorithm. Such a mapping is called a neural network model. Neural networks have
previously been applied to Inverse Kinematics[8].
A neural network can be trained in several ways, of backpropagation is one of the most popular [10].
Backpropagation tries to find the minimum of the error function by following using gradient descent: it
minimizes the function by taking steps towards the negative gradient of the error function. Therefore, in
order to be able to use backpropagation, the error function has to be differentiable. This is achieved by
choosing a continuous activation function, since the network function is a composition of these activation
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functions and is therefore by definition also continuous. This makes the error function with respect to the
network weights continuous as well.
The advantage of backpropagation is that it is straightforward to understand and implement. However,
convergence of the algorithm is not guaranteed and is typically very slow. It may also converge to a local
minimum instead of a global minimum. To overcome these problems, an adaptive gradient search-based
method has been developed. Resilient backpropagation[9] does only take into account the sign of the gradient and not the magnitude, and scales it by a weight-specific update value. This allows for faster convergence
speed and provides more robustness against local minima (although they may still occur).
The design choices of the neural network used in this paper are the number of input and output nodes,
the number of hidden layers and nodes, the activation function, and the learning algorithm used to train the
neural networks. The network consists of three input nodes, one for each target coordinate, and four output
nodes, one for each of the joint configurations that have to be adjusted. If the function we are trying to fit is
linear, there would be no need for a hidden layer at all. Since Inverse Kinematics is a non-linear optimization
problem, hidden layers are needed. In practice, one or two layers is sufficient to approximate any function,
if there are enough hidden nodes in the layers. Experiments with different configurations, see Section 5,
showed that one hidden layer containing 40 nodes gives the best results. The training algorithm of choice is
the RPROP algorithm as described in [9], since this proposed modification of the backpropagation algorithm
has shown to be a great improvement in the training speed. The activation function has to be a continuous
function, since RPROP relies on the fact that the error function has to be differentiable. Experiments showed
that the sigmoid activation function gives the best results.

5

Experiments

The traditional IK algorithms and their alternatives have been evaluated in a series of experiments. All four
algorithms are compared to each other regarding computation time. Moreover, the Jacobian transpose, Jacobian pseudoinverse and FABRIK are compared w.r.t. the number of iterations and computation time different
error tolerances. The neural network is evaluate for different configurations. Due to space limitations only
the main results concerning the number of nodes will be presented.
Algorithm

Time (ms)

µ iterations

σ iterations

FABRIK

0.78

7.26

7.38

unsolved
0

J. pseudoinverse

2.21

9.99

10.02

185

J. transpose

27.65

141.8

176.4

0

Neural network

0.002771

n/a

n/a

0

Table 1: Comparing the algorithms regarding computation time, the average number of iterations and its
standard deviation.
Table 1 shows the experimental results of the four algorithms regarding computation time, the average
number of iterations and the standard deviation of the number of iterations. The methods are evaluated
using a dataset consisting of 10,000 uniformly distributed random samples from the set of reachable target
positions. The training and evaluating of the networks was performed on separate validation sets of identical
size to avoid overfitting. The sets were generated by applying Forward Kinematics to all possible combinations of allowed joint angles. The error tolerance was set to 0.1cm. Since the neural network is not an
iterative method and computes the outputs instantly, no iteration results are listed for the neural network.
The percentage of unsolved instances of the Jacobian pseudoinverse method is due to the unstable behavior
near singularities. If a joint configuration is close to a singularity, the pseudoinverse method will lead to
large changes in joint angles, even for small movements of the target position [3].
Figure 2 shows the computation time of the three iterative algorithms for different error tolerances. The
Jacobian transpose method clearly performs worse for a lower error tolerance, whereas the Jacobian pseudoinverse shows only a slight increase in computation time and FABRIK remains constant. FABRIK was
the only algorithm that yielded results when the error tolerance was set to zero, taking the same computation
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time as it needed for other error tolerances. Figure 2 does not include the neural network, since it is not an
iterative method and the error is not a variable that can be set but a given number measured from the output.
FABRIK
Jacobian pseudoinverse
Jacobian transpose

2

10

1

10

0

10

−3

−2

10

−1

10

0

10

10

Figure 2: Comparing the change in computation time when decreasing the error tolerance.
The Neural Network was evaluated for 5 to 100 hidden nodes. Table 2 shows some of the results. All
networks were trained until the error rates did not decrease anymore. Again, the neural networks were
trained on a training set with 10,000 uniformly distributed random samples from the set of reachable target
positions, and their corresponding joint configurations. The entries were normalized so that their values lie
between 0 and 1. The trained networks were tested on a validation set of identical size to avoid overfitting.
Since the error rate does not decrease any more when more than 40 nodes are used, this number of nodes
was used in the experiments described above. An error of 2.38% for a kinematic chain of length 21.87
centimeters corresponds to a maximum error of 0.52 centimeters at the end effector.
# of hidden nodes

Training error

Validation error

30

2.37%

2.40%

40

2.35%

2.38%

50

2.35%

2.38%

Table 2: Experimentally determining the number of nodes in the hidden layer.

6

A NAO robot paying tic-tac-toe

As a proof of concepts we used FABRIK to enable a NAO humanoid robot to play tic-tac-toe. The NAO
identifies the games state using its camera. The camera image is analyzed using algorithms from the OpenCV
library, and mapped to a game state. A simple mini-max algorithm is used to determine the next move.
Finally, FABRIK is used to coordinate the hand movements necessary to draw a cross or a circle. Figure 3
gives an illustration.

7

Conclusion

FABRIK outperforms the Jacobian transpose method as well as the Jacobian pseudoinverse method in terms
of calculation time and number of iterations. Furthermore, it is the only algorithm that could always yield
results with the error tolerance set to zero, and is well-behaved near singularities. The Jacobian pseudoinverse performs slightly slower than FABRIK, but is still decent. However, it does not always yield a solution

150

BNAIC 2013

FULL PAPERS (A)

Figure 3: A NAO playing tic-tc-toe.
near singularities, or when the error tolerance is set to zero. The Jacobian transpose method does not suffer
from singularity problems, but its computation time explodes when the error tolerance is reduced.
If, however, computation time is of the highest priority, and precision is secondary, neural networks
might be a more suitable approach. It greatly outperforms all the other methods regarding speed, but is
the least accurate method of all, with a possible error of 2.38%. This translates to 0.52 centimeters on the
NAO, but when scaled to bigger applications, this might be a more significant number. Therefore, this neural
network is suited for applications which require a fast response time and do not need to be that accurate.
It is safe to say that FABRIK is a better alternative to the Jacobian pseudo-inverse method and the Jacobian transpose method when applied to the NAO humanoid robot, since it performs better, is more accurate,
and converges more quickly. Moreover, it does not suffer from singularity problems and is therefore a wellbehaved approximation in each possible case. A general conclusion about FABRIK and neural networks,
however, cannot be drawn from this paper. This would require a comparison with other traditional methods
such as DLS/SDLS described in Section 1, or techniques that were not discussed in this paper such as Cyclic
Coordinate Descent (CCD) [11] and Elman networks [6]. Finally, FABRIK should be compared with other
algorithms for kinematic chains with more than two joints.
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Abstract
Procrastination is widespread self-undermining behaviour that negatively impacts individual performance
and well-being. Psychological research has identified a variety of factors that influence this complex
behaviour. However, how these factors interact and influence procrastination is poorly understood; there
is no uniform theory that integrates all these factors. This paper presents an initial conceptual model of
procrastination built from factors that are found in the psychological literature. In addition, it presents a
formalization of the model that will serve as the basis for a computational model. The aim of the project
is to develop model-based e-coaching software that can offer personalized support to individuals in their
struggle with procrastination.

1

Introduction

Procrastination is voluntarily delaying what one intended to do despite expecting negative consequences.
This self-undermining behaviour is widely spread among students [13], but also chronically affects 15% –
20% of the general population [8]. Research shows that procrastination has a negative influence on an individual’s performance [17] and well-being [18]. The majority of the procrastinators (95%) see this behaviour
as problematic and want to reduce it [17].
There are many definitions of procrastination but most include the existence of an irrational and unnecessary delay and negative consequences. The definition by Klingsieck combines all these features, stating
that procrastination is “the voluntary delay of an intended and necessary and/or [personally] important
activity, despite expecting potential negative consequences that outweigh the positive consequences of the
delay” [9, p. 26]. Notice that not performing an intended action is not necessarily procrastination. Someone
may justifiably shift his or her priorities if something more important comes along.
Procrastination is complex behaviour influenced by many factors such as low conscientiousness [17],
task aversiveness [4] and self-efficacy [17]. However, how these factors interact and influence procrastination is poorly understood. There is no uniform theory that integrates all these factors. This paper presents an
initial conceptual model of procrastination built from factors that were found in the psychological literature.
Using this conceptual model, a formalization is made that captures the different factors and defines an agent
that can choose to perform activities that are either task-related or not. The goal of the formal model is
to gain a better understanding of the factors influencing procrastination and the connections between them.
In future work, the formal model will be used to make a computational model to run simulations, train
the model on empirical data and test it. It will simulate what decisions an agent will make when it has to
choose between different tasks and indicate whether the selected activity classifies as procrastination or not.
The aim is that in future work the trained model will serve as the basis for e-coaching software to support
individuals in decreasing procrastination.
The paper is organized as follows. Section 2 discusses other approaches to modeling procrastination.
Section 3 presents a conceptual model of procrastination that is built from factors prominently featured in
psychological literature. A formalization of the model is presented in Section 4. Section 5 outlines an
evaluation plan and, lastly, Section 6 discusses conclusions and ideas for future work.
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Related Work

There are only a few other models on procrastination and the majority of them are economic models. The
idea of the economic models on procrastination (e.g. [11], [19]) is that an agent can choose between some
tasks. Each task is associated with costs that are incurred when the task is executed, and benefits that are
received when the task is completed. Traditional economic models assume time-consistency: an agent’s
preference for a task remains the same over time. Most people are however time-inconsistent: they prefer
well-being at an earlier date over a later date [6]. Economic models on procrastination differ from traditional
economic models in that time-inconsistency is taken into account.
In such models agents can have a self-control problem and are either fully aware of this (‘sophisticated’)
or unaware (‘naive’). A sophisticated agent will estimate the utility of a task the same for every day, so it
will perform the task immediately. A naive agent believes that it is better off to perform the task later instead
of now, so it will do the task the next day. However, when this continues, the agent may end up spending
too little time on a task. The main determinants of utility are time preference, costs, and benefits.
These economic models give some insight into the dynamics of procrastination. However, it is often
not clear how these models relate to relevant psychological concepts. To get a better understanding of
procrastination with the use of a model, it is important to specify how the model components are mapped to
concepts in psychological literature.
An example of a model that also integrates psychological concepts is the temporal motivation theory
(TMT). It is based on the economic models, but it also incorporates expectancy and need theory, and aims
to integrate different theories on motivation. The model is applied to procrastination, using the following
formula [17]:
E×V
U tility =
ΓD
with expectancy E, value V (the costs and benefits received from performing a task), sensitivity to delay Γ
(representing to what extent delay influences utility) and the time to the deadline D. Each element consists
of different task-related and personality-related factors. This theory integrates a number of psychological
notions connected to procrastination. However, it is not specified how the theory should be implemented;
only some small, non-formal examples are given. Implementation into a formal model can validate the
theory and provide new insights into the underlying mechanisms of procrastination instead of only listing
the factors that influence it.

3 Conceptual model
In this section, prominent factors influencing procrastination found in the literature will be discussed. The
factors can be divided into different groups: task-related, personality-related and other factors like ego
depletion, mood, temptations and coping strategies. All these factors and their influence on procrastination
can be found in Figure 1. The + and − of the arrows represent respectively the positive and negative
influence from that factor on procrastination or another factor. This conceptual model was reviewed at an
early stage by a self-regulation expert.
The nature of the task and how the agent perceives it influence how likely someone is to procrastinate:
Boredom When a person finds a task really boring, it is hard to sustain it as an intentional activity when
there are less boring alternatives present [3]. The more boring a task, the more procrastination [4].
Frustration Being frustrated makes it harder to focus on a task. This lack of focus makes someone more
likely to procrastinate by engaging in other activities [4].
Personal Meaning The extent to which individuals feel their projects are worthwhile pursuits [10]. This
includes factors such as fun, pleasure, passion and other’s benefit. The lower this is, the less desirable
it is to do a task, which leads to more procrastination [4].
Autonomous Motivation A combination of intrinsic motivation, where there is an inner drive to reach
a certain goal, and extrinsic motivation, where people have identified with an activity’s value [5].
Autonomous motivation for a task leads to less procrastination [20].
Task Delay Events that are further away in time have less impact on people’s decisions. So when the
deadline or the consequences are far away, there is more procrastination [14].
Self-efficacy A person’s belief in his/her own competence. When someone’s self-efficacy for a certain task
is high, one is more likely to put effort in the task and set appropriate goals for oneself [1]. Selfefficacy varies across different domains and tasks and is thus grouped with the task-related causes.
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When self-efficacy is high and someone believes that a certain goal is attainable, he/she is less likely
to procrastinate [17].
Task Structure When a task is less structured and more difficult to coordinate, there is more procrastination. The reason for this is that when the task is less structured, there are many points in time at which
a decision has to be made about what to do next, and this gives more opportunities for procrastination
[4].
Personal meaning

Autonomous motivation

−

Boredom

+

-

Task aversiveness

Mood

Frustration

+

Task delay
+

−

Task Structure

−

−

+

−

−

Self-efficacy

−

Procrastination

+/−

Ego depletion

+

+/−

+

+

+

Temptations

Fear of failure
Sensation Seeking
Legend:
Task related
Personality related
Other factors
−→ Influence on another factor
or procrastination (positive (+)
or negative (−)). Weights may be
influenced by coping strategies.

+

+

Self esteem

−

Trait procrastination

+

Impulsiveness

−

Conscientiousness

Figure 1: Overview of causes and relations of procrastination
The personality of the agent is also important:
Impulsiveness Impulsive people are more likely to act on the desires of the moment. People that score high
on impulsiveness are more likely to procrastinate [17].
Sensation Seeking Sensation seeking is the tendency to find exciting activities, take risks and avoid boredom. The higher someone scores on this trait, the more likely he/she is to procrastinate [17].
Conscientiousness Someone who scores high on this factor can be described in terms such as orderly, neat
and organized. Highly conscientious people are less likely to procrastinate [15].
Self-esteem How someone evaluates oneself. When someone has low self-esteem, one is more likely to
procrastinate [17].
Fear of Failure The fear of the negative consequences of not reaching one’s goals. How it affects procrastination is dependent on self-efficacy: individuals with fear of failure and high perceived competence
believe they can avoid failure by working very hard, thus reducing procrastination. When the perceived competence is low, individuals feel that the probability of failing is very high and they will
avoid this by procrastinating [7].
Other factors that are taken into account are listed below. These are either external or internal variables that
change.
Mood The influence of mood on procrastination is not clear. Some research (e.g. [18]) suggests that a bad
mood can increase procrastination and that procrastination will have a negative influence on mood in
return, which will increase procrastination again. Yet others say there is no relation between mood
and procrastination [17]. We include it to be able to investigate the influence.
Ego Depletion The strength needed for self-regulation is a limited resource and when this resource is depleted, it is much harder to control oneself [2]. The lower the ego resources, the more procrastination.
There is also a link between mood and ego-depletion. The reason for this is that when mood is low, it
makes a person more depleted, and a more depleted person has more difficulties maintaining a positive
mood.
Temptations Other activities that can be done instead of the current activity, but don’t contribute towards
reaching any of agent’s goals. The more temptations are present, the more likely that someone will
procrastinate [17].
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Coping Strategies Strategies that can be applied to reduce procrastination [16]. Good coping strategies
help to reduce the effects that certain factors have on procrastination. For example, a coping strategy
like ‘gamifying a task’ can decrease procrastination by decreasing task aversiveness, while another
strategy may affect the influence of a particular temptation. Coping strategies are not directly included
in the figure. Instead, they are considered co-determinants for the weights of the connections.

4

Formalisation of the model

In this section a formalisation of the conceptual model is presented. In this model an individual agent has
various goals. These goals are the personal projects [10] of the agent and can be virtually anything. A
goal can be implemented by tasks. These tasks can have subtasks or a single activity. The tasks are on
a list of intended tasks and the place on this list is determined by the priority of the task. The agent can
perform activities belonging to tasks (one at the time) to reach given goals or perform other activities that
do not belong to a task. The activities that don’t belong to a task are generated by events. Figure 2 gives
an illustration of the model. Note that the events e1 and e2 are triggers that add a5 and a6 to the agent’s
options. When, for example, one of the activities in the block ‘Procrastination’ is performed, the agent is
procrastinating. Structured procrastination occurs when an agent is doing something useful that is on the list
of intended tasks, but not the most important thing to be done [12]. (A typical example of this is the increase
in cleanliness of student housing by the end of the semester because students don’t feel like studying but do
want to do something useful.) This is the case when a2 , a3 or a4 are performed.
In the following sections, first all the definitions will be discussed, followed by an explanation of how
the model works. All concepts and their formal notations can be found in Table 1.
g1

g2
τ1

a1

g3
τ2

τ5

τ3

τ4

a2

a3

a4

Structured procrastination

e1

e2

a5

a6

List of intended tasks:
1: τ1
2: τ2
3: τ3
4: τ4
5: τ5

Procrastination

Options of the agent

Figure 2: An illustration of the formal model

4.1

Definitions

The agent p, goal g, task τ and activity a are defined as tuples:
p =<Mood, EgoResource, SensationSeeking, SelfEsteem, Conscientiousness, Impulsiveness, I, Gp , CurrentActivity, O >
where I is an ordered set containing all intended tasks ordered by their priority, Gp the set of personal
goals of the agent, CurrentActivity the activity the agent is performing and O the set of all possible activities
an agent can choose from (i.e. the agent’s options): O = AE ∪ AT (where AE is the set of all activities
that belong to any event and AT the set of all activities that belong to any task). The other elements are the
personality traits found in the literature (see Section 3).
g =<Description, Tg , Importance, EstimatedTime, Deadline>
where Tg is the set of tasks belonging to a goal. This set can be empty when the agent hasn’t implemented the goal yet with some tasks. It is assumed that each goal has a known importance value for the
agent. EstimatedTime and Deadline can be 0 when the agent doesn’t know these values.
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Concept
Agent
Goals

Formal notation
p
gp ∈ Gp

Task
Activity

τ ∈ Tg
a ∈ AE ∪ AT

Intended tasks

List I

Options
Event

o∈O
e∈E

Utility

U (a, p)

Definition
An individual agent in the model.
The personal projects of the agent. Given as an input in the model. Gp
is the set of goals of an agent p.
Implementation of the goal g. A task consists of subtasks or an activity.
Description of what an agent can do. An activity belongs either to an
event (ae ) or a task (aτ ), and is thus either part of the set of all activities
belonging to an event (AE ) or to a task (AT ).
Every task is on this list, but ordered by priority. The priority is a function of the importance of the goal and other task characteristics. I is a
list containing all elements in TG .
Options are all possible activities an agent can do. O = AE ∪ AT .
Something that triggers the agent to reconsider his current activity.
Adds an activity to O.
Representation of the desirability of an activity a for a person p.
Table 1: List of definitions

τ =<Description, Components, Priority, EstimatedTime, Deadline, Preconditions, Structure, Boredom,
PersonalMeaning, AutonomousMotivation, Frustration, FearOfFailure, SelfEfficacy>
where Components = aτ | Subtasks. Subtasks is a set of tasks (which can have subtasks as well). So a
task either has an activity, other tasks or nothing as its component. Preconditions are the tasks that have to
be performed before τ can be performed. Initially, we assume there are no preconditions to any tasks. The
priority determines the order in the list of intended tasks. It can be calculated with the following formula:
P riority(τ, p) =

Eτ,p · Vτ,p
· Importance(gτ )
Γ·D

where Eτ,p is the expectancy of agent p succeeding in the task, Vτ,p the value, which are the costs and
benefits of performing τ , Γ the sensitivity to delay, D the delay and gτ is the goal associated with task τ .
EstimatedTime is a summation over all subtasks
X or the underlying activity:
EstimatedTimeτ = EstimatedTimeaτ +
EstimatedTimeSubtasks .
Subtasks∈τ

τ and a (described next) both include task-related factors found in literature (see Section 3).

a =<Description, EstimatedTime, Preconditions, Boredom, PersonalMeaning, AutonomousMotivation,
Frustration, FearOfFailure, SelfEfficacy>
In this model, an event is a trigger for the agent to reconsider the current activity. The reason for this is
that when an agent is performing an activity, it is most likely that the agent continues with this activity. An
agent will consider switching to another activity only when a) the current activity is finished, b) the deadline
of the current activity passed or c) an event occurs.
Finally, an event e is defined as:
e =< Kind, Activity, Saliency >
where Kind can be internal or external, Activity is an activity that will be added to the options of the
agent (and, when applicable, connected with a task) and Saliency is how difficult it is to resist the activity
associated with the event. Temptations can be modeled with events. An example of this is a friend who calls
to have a drink. This is an external event, with the activity ‘Go out for a drink’ and the strength depends
on how difficult it is to resist this temptation. Internal events are governed by rules like ‘when a value (e.g.,
EgoResource) gets below a certain threshold, a specific event will happen’. External events can also be
governed by rules, but will initially be added manually to model a given situation.
The definitions of procrastination and structured procrastination are as follows:
An agent p is procrastinating when (CurrentActivityp ∈ AE or CurrentActivityp = ∅) and I 6= ∅.
An agent p is performing structured procrastination when CurrentActivityp ∈ Aτ and I 6=< τ, . . . , n >.
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Process overview

This section contains an overview of the process of the model. It explains how an agent chooses activities
and what happens when events occur. Algorithm 1 gives a more formal specification.
Algorithm 1 Process overview
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:
27:
28:
29:
30:
31:
32:
33:
34:
35:
36:

for All tasks τ in I do
Calculate priority
end for
Sort I
for each activity a do
Calculate U (a, p)
end for
for Each timestep t do
EgoResource = EgoResource · updatespeed
for Each activity a do
if aτ is finished then # Remove finished activities and their tasks
O = O \ aτ
TG = TG \ τ
Go back to line 5
end if
end for
for Each task τ do
if t ≥ Deadlineτ then # Remove tasks with passed deadlines and their activities
O = O \ aτ
TG = TG \ τ
Go back to line 5
end if
if an event e occurs then
if activity a is associated with a task τg then
#Connect activity with associated task and add to set of task-related activities
τg = τg ∪ τ
AT = AT ∪ a
else#Add to set of event-related activities
AE = AE ∪ a
end if
EgoResource = EgoResource - Saliencye
Go to line 1
end if
CurrentActivityp = MaxUtility(a)
end for
end for

First, the priority of all the tasks in the model is calculated to determine the order in the list of intended
tasks. Next, for each activity the utility is calculated with one of the following formulas (depending on
whether it’s a task-related activity or event-related activity):
U tility(aτ , p) =

Eaτ ,p · Vaτ ,p
· Bτ
Γp · Daτ

U tility(ae , p) =

Eae ,p · Vae ,p
t − EstimatedTimeae

where Eaτ ,p is the expectancy, Vaτ ,p the value, Γp the sensitivity to delay, Dτ the delay, Bτ a small bonus
when an activity is associated with a task in the list of intended tasks and t the current time step. The formulas to calculate these variables are given below. The weights w determine how strong a factor influences
procrastination. The formulas include all factors discussed in the conceptual model. Some factors have a
positive effect, others a negative, and this is dependent on the influence of this factor on procrastination.
Eaτ ,p = Selfefficacyaτ · wselfefficacy + SelfEsteemp · wselfesteem + AdjustedFearOfFailurep · wfearOfFailure


FearOfFailurep when SelfEfficacyaτ > 0, 5
AdjustedFearOfFailurep =
−FearOfFailurep
else
Vaτ ,p = −Boredomaτ · wboredom −Frustrationaτ · wfrustration −AutonomousMotivationaτ · wAutonomousMotivation
−SensationSeekingp · wSensationSeeking +Conscientiousnessp · wconscientiousness +EgoResourcep · wEgoResource
+PersonalMeaningp · wPersonalmeaning +Moodp · wMood
Γp = Impulsivenessp · wImpulsiveness

&

Daτ = Deadlineτ − t − EstimatedTimeaτ
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position of τ in I
number of items in I

In each time step, EgoResource is updated. Next, it is checked whether activities are finished, and if so,
they are removed from the options. Tasks with deadlines that are passed are also removed. After this, the
utility of all activities is calculated again. When an event occurs, it is checked whether they belong to a task
that doesn’t have an activity yet. If this is the case, the activity is connected to this task and added to the
task-related activities Aτ . Otherwise, the activity is added to the set of event-related activities Ae . Because it
requires ego resources to resist the event, this value is also updated (depending on the saliency of the event).
After this, the utility of all activities is calculated again. If none of the previously described conditions
are the case, the activity with the highest utility is performed. When this activity is in Ae , the agent is
procrastinating because the agent is performing an activity that does not belong to a task therefore is not part
of the agent’s goals. When an agent is performing an activity that does not belong to the task on top of the
list of intended tasks, it is structured procrastination.

5

Evaluation plan

The proposed model described in the previous sections should provide insights into the mechanisms of
procrastination. We will evaluate the model in three stages. First, we will implement the model in Matlab
and run some initial simulations. The weights will be determined in consultation with a procrastination
expert and will be the same for all scenarios. A few different scenarios with different kinds of agents (e.g.,
with high or low conscientiousness scores) will be tested to see if the expected behaviour will follow from the
model. Second, we will use an existing data set from a previous psychological experiment on procrastination
as training data to determine the appropriate weights for the model. Supervised learning can be used to train
the model. The trained model will be evaluated by using another data set as a test set. Third, the trained
model will be used to make predictions about behaviour under certain conditions. These predictions will be
tested empirically in collaboration with psychologists.

6

Conclusions & Future Work

In this paper, a conceptual model of procrastination is presented that includes prominent factors from psychological literature that influence procrastination. In addition, it presents a formal specification of this
model that will serve as the basis of a computational model, which in turn will be used to validate the
conceptual model. In future work, the stages presented in the evaluation plan (Section 5) will be executed
to validate the model. The complexity of the proposed model mirrors the complexity of the phenomenon.
Depending on the outcome of the evaluation the model may be pruned, but we did not want to dismiss any
empirically identified factors out of hand.
Procrastination is problematic for many people because it negatively influences people’s performance
and well-being. There are a number of existing coping strategies (e.g., self-forgiveness [22] and making
very concrete plans [21]), but because procrastination is complex behaviour, some strategies may have been
unexplored. The validated model can be used to explore whether there are points of influence that the model
predicts will decrease procrastination, that as of yet are unused in interventions. This will lead to hypotheses
for further empirical studies. Another application of the model is to develop e-coaching software that can
support people on an individual basis (by identifying the factors that have the most influence for this individual) in their struggle against procrastination.
Acknowledgments. This research was supported by Philips and Technology Foundation STW, Nationaal
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Abstract

We propose a deep graphical model for the correction of isolated spelling errors in text. The model is a
deep autoencoder consisting of a stack of Restricted Boltzmann Machines, and learns to associate errorfree strings represented as bags of character n-grams with bit strings. These bit strings can be used to
find nearest neighbor matches of spelling errors with correct words. This is a novel application of a
deep learning semantic hashing technique originally proposed for document retrieval. We demonstrate
the effectiveness of our approach for two corpora of spelling errors, and propose a scalable correction
procedure based on small sublexicons.

1 Introduction
In this paper, we investigate the use of deep graphical models for the purpose of context-free spelling correction in text: spelling correction in isolated words. Spelling correction is a well-studied subject that has been
on the agenda of the NLP community for decades ([3]). Nowadays, new applications arise in the contexts
of big data, search engines and user profiling. For instance, in product data cleansing ([4, 19]), where large
quantities of manually entered product data need to be standardized, accurate detection and handling of misspellings is important. Search engines like Google proactively perform spelling correction on user queries
([5, 15, 17, 25]). Stylometric user profiling in forensic situations may benefit from accurate estimates of
the amount and type of spelling errors a person makes, e.g. for authorship verification (e.g. [13, 23]). The
approach we propose is an application of a recent neural network technique that was proposed by Salakhutdinov and Hinton ([20]) for document hashing and retrieval. This technique, semantic hashing, attempts
to compress documents into compact bit strings, after which document retrieval becomes an efficient and
accurate operation on binary hash codes. In Section 2, we outline this approach, and describe how it can be
used for spelling correction, which we view as a form of document retrieval at word level. In Section 3, we
describe a number of experiments on two corpora of spelling errors. Results are discussed in Section 4.

2 Deep graphical models
Deep graphical models have emerged in the machine learning community as hierarchically structured, powerful learning methods that perform ’deep learning’: hidden layer information of subordinate layers is exploited as feature input by higher layers, the idea being that every layer computes features of its input (hence,
higher levels compute meta-features, ’features of features’). This higher-order type of information is generally held to capture deep or semantic aspects of input data, and seems to correlate with the human brain
architecture for cognitive processing ([1]). Deep learning has been applied to challenging problems in vision and speech and language processing (see e.g. [1, 11, 21]). Frequently, deep learning architectures are
composed of stacks of Restricted Boltzmann Machines (RBM’s): generative stochastic networks that learn
probability distributions over inputs. Boltzmann Machines are stochastic neural networks with a layer of
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visual neurons (input units) and a layer of hidden neurons. Restricted Boltzmann Machines have no connections from visible units (inputs) to visible units, or from hidden units to hidden units, making them bipartite
graphs (see Figure 1).
h0

v0

h1

v1

h2

v2

v3

Figure 1: A Restricted Boltzmann Machine.
Often, the neurons are binary stochastic neurons than can be in two states: on or off. Whether a neuron is
on depends (via a sigmoid function) on node-specific properties (like a bias), and the weighted connections
the node has with the other neurons in the network, as well as the states of those other neurons.
The energy of a RBM at any time is given by E(v, h) = h0 W v + b0 v + c0 h, with W the weight
matrix, and b and c bias vectors of the visible (v) and hidden (h) neurons. Training a Boltzmann machine
means to feed input to the network through the visible neurons, and updating weights and biases with the
purpose to minimize the energy of the network. Efficient training methods for RBM’s have been proposed
by [8, 9], based on alternating Gibbs sampling of the hidden units based on the visible units, and vice versa
. In [20], an application of a stack of RBM’s is presented for document hashing. The stack is trained
to associate training documents with bit strings (binary codewords), which can be interpreted as memory
addresses, and allow for finding similar test documents with fast and simple bit shift and Hamming distance
operations. First, training proceeds in an unsupervised, greedy manner, mapping vector representations of
documents to lower-dimensional real-valued vectors. After this stage, these output vectors are converted
into binary vectors, which are used to reconstruct the original training documents. This is done by pairing
the feedforward phase (generating bit strings) with a feedbackward phase that predicts the original training
input from the binary vectors. Reconstruction errors are minimized with gradient-descent backpropagation
in a supervised fine-tuning stage. Finally, the stack of finetuned RBM’s can be used for the prediction of
bit strings for arbitrary documents based on the ’training’ on the unlabeled, original training documents.
Systems of this type are called autoencoders ([10]): they learn how to compress data into low-dimensional
codewords. In the next subsection, we describe the details of a similar architecture we use in our experiments
to handle the problem of spelling correction in isolated words.

2.1

Model architecture for spelling correction

Our proposal is based on the idea of treating words as ’documents’, and spelling correction as a form of
document retrieval: retrieving the best matching correct spelling for a given input. Our hypothesis is that semantic hashing-based document matching can be applied here too, even if the documents are tiny compared
to ’normal’ documents. In our approach, bit strings are learned from training words (correct spellings), and a
corresponding dictionary of bit strings paired with correct spellings is derived. For queries, the model makes
a bit string prediction, which is then matched against the bit string dictionary derived from the training data.
The bit string with closest Hamming distance to the predicted bit string produces the proposed spelling for
the query word. This approach is illustrated in Figure 2. We expand words to quasi-documents using a bag
of character n-grams representation. An example is
• (bigrams) spelling: s,sp,pe,el,li,in,ng,g

Using character n-grams allows for approximate matching of strings, since partial matches are possible.
Character n-grams have been found to be strong features for many applications in text analytics, such as
polarity classification of sentiment in documents (e.g. [18]). The bag-representation discards order, and
usually contains frequencies of elements (like words, or, in our case, character n-grams)1 . Like [20], we
1 The unordered character n-gram representation may lead to discriminative difficulties in the rare case of two words that share the
same n-grams, but differ from each other in the position of some n-grams. Adding position indexes to n-grams may prove beneficiary
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Training data

Model + bit strings

spelling
terrific

01001...

Deep Learning

10010...
11101...

universal

Matching
Predicted bit strings for query

Query
speling

01101...

terific

10110...

univrsal

10101...

Figure 2: System setup. A model for the prediction of bit strings is learned from correctly spelled words.
The closest match of learned bit strings with predictions yields the correction of the input.
used a uniform model architecture in our experiments, with the following characteristics. We stack three
primary RBM’s with binary hiddden units, which have a (N (input) × N/2 (hidden)) − (N/2 (input) ×
N/2 (hidden)) − (N/2 (input) × 128 (output)) structure. Here, N is the dimension of the input layer
(the number of features), which we set to be min(Nf , 1000), with Nf the amount of different features in
the training data. We generate bit strings of length 128, a value that was determined on the basis of some
experiments on a fraction of the training data. These RBM’s are connected to their inverse counterparts, in
order to reconstruct the original training data from the bit string predictions. The graphic structure of the
total, unrolled model is depicted in Figure 3.

input

RBM1

RBM2

RBM3

RBM30

RBM20

RBM10

N
N/2

N/2
N/2

N/2
128

128
N/2

N/2
N/2

N/2
N

input0

Figure 3: Model architecture. Three RBM’s are pre-trained, and then reversed (’unrolled’).
The feature representation of the input layer then consists of a vector of N log(1 + cf ) values, with cf
the raw frequency of feature f in the bag of character n-grams derived for an input word. In our setup, the
three first Boltzmann machines are pretrained for 500 epochs. Subsequently, the chain is unrolled (i.e. put in
reverse mode), and the training data is reconstructed (input0 ) from the predicted bit strings. This is followed
by a gradient descent backpropagation phase (100 epochs) that feeds back the measured reconstruction
error (the error between original training data and reconstructed, predicted training data) into the chain,
and optimizes the various weights. Finally, after backprogation, the three trained and optimized RBM’s
are stored as the final model. Predicted values by the model are discretized to binary values by simply
thresholding them (values greater than or equal to .1 becoming 1, following [20], who mention that RBM’s
have asymmetric energy functions that tend to produce values closer to zero than to 1). During training, the
learning rate was set to .1, and no momentum nor weight decay was used. A momentum of .9 was used for
backpropagation. No systematic grid search was attempted due to the rather unfavorable time complexity
of the training procedure.2 Our approach differs in some respects from the approach by Salakhutdinov and
Hinton [20]. Unlike their setup, which uses RBM’s based on Constrained Poisson Models, we used standard
Restricted Boltzmann Machines. In addition, we did not apply any optimization techniques to enhance the
binarization of the output predictions. In [20], deterministic Gaussian noise was added to the inputs received
by every node in the chain, in order to produce better binary codes. We merely relied on backpropagation
in such cases, with the position indices being string parts of the n-grams, e.g. ab1 , bc2 .
2 According to [20], deep graphical models are somewhat insensitive to perturbations of hyperparameters.
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for bit string optimization after the initial bit string predictions were made.

3

Experiments

We tested the deep graphical model on two publicly available corpora of spelling errors: a corpus of spelling
errors in Tweets3 , and a Wikipedia corpus of edit errors4 . The Tweet corpus consists of 39,172 spelling
errors, their correction, and the edit steps to be performed to transform the error to the correct word form
(replacement, insertion, deletion). The corpus has 2,466 different correct word types, which implies on
average 15.9 errors per word. The Wikipeda corpus consists of 2,455 errors coupled to correct word forms
(a total of 1,922 different correct word types), which means on average 1.3 errors per word. We performed
two types of experiments. The first experiment is a small lexicon experiment, in which we built for separate
portions of errors a model of the corresponding ground truth corrections. For both corpora, we took 10
equal-sized test data splits consisting of spelling errors, and the corresponding ground truth, built models
for the ground truth words, and tested the models on the 10 test splits. We indexed every word for the
presence of character bigrams and trigrams, on the basis of a feature lexicon of character n-grams derived
from the training data. This lexicon consists of the 1,000 top character n-grams ranked by inverse document
frequency, treating the bag of character n-grams of a word as a ’document’. Next, in order to assess the
impact of lexicon size on correction accuracy, we built a model of a larger amount of ground truth data, and
tested the model on the same test data splits we used in the first experiment. We used the first 5,000 words
of the Twitter corpus, and the first 500 words of the Wikipedia corpus for training, after which we tested the
model on the first 5 test splits of the corresponding test data. For both corpora, this means a considerable
increase in lexicon size. To speed up training of the model, we limited the feature lexicon to the 500 topranking character n-grams. Details of the corpus size, and the training and test splits are listed in Table 1.
Corpus

Size

Twitter
Wikipedia

39,172
2,455

Twitter
Wikipedia

39,172
2,455

Size of training splits Size of test splits
Experiment 1
1,000
1,000
100
100
Experiment 2
5,000
1,000
500
100

Splits used

Lexicon size

1-10 (the first 10)
1-10 (the first 10)

1,000
1,000

1-5 (the first 5)
1-5 (the first 5)

500
500

Table 1: Characteristics of the data used in the experiments.
We report correction accuracy for different minimal word lengths, varying from 4, 6, 8 to 10 characters.
Since we use character n-grams as features, we hypothesize that our approach works better for relatively
longer words, which produce larger bags of character n-grams. The deep graphical model was implemented
in Python, with the Oger toolbox5 . As a baseline, we used the well-known Unix aspell spelling correction
program. While this comparison is not entirely sound (for one thing, we did not feed aspell with the same
lexicon data as the RBM), it shows the baseline performance on our data with a standard, widely used and
off-the-shelf large-vocabulary tool.

4

Results and discussion

Results are presented in Figure 4 and are summarized in Table 2. The results demonstrate effective error correction capability for words longer than 6 characters, and show an overall performance well above baseline,
3 http://luululu.com/tweet/,

published by Eiji Aramaki.
ROGER/corpora.html
5 http://reservoir-computing.org/organic/engine
4 http://www.dcs.bbk.ac.uk/
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with the exception of the extended lexicon for Wikipedia. Yet, it is clear that, in general, correction accuracy
linearly decreases with the size of the lexicon. The effect is stronger for the Wikipedia corpus than for the
Twitter corpus. In fact, for the latter, the use of the large lexicon becomes an advantage for long words of 9
characters and more. Especially for shorter words in both corpora, the increase in lexicon size seems to lead
to less accurate models. While we cannot rule out effects of non-optimal hyperparameters, we propose to

Twitter corpus

Wikipedia corpus

100

88
Small lexicon
Extended lexicon
aspell (small lexicon)
aspell (extended lexicon)

Small lexicon
Extended lexicon
aspell (small lexicon)
aspell (extended lexicon)

86

90

84
82
80
Accuracy

Accuracy

80

70

78
76
74

60

72
70

50

68
40

66
4

6

8

10

4

6

Minimum word length (characters)

8

10

Minimum word length (characters)

Figure 4: Accuracy results for the Twitter and Wikipedia corpora, for the small and extended lexicons. The
aspell program was used as a baseline on the test data for both experiments; it uses its own dictionary.
Experiment 1 - small lexicons
≥4 ≥6
≥8 ≥10
Twitter
52
80.5 93.4 97.1
Baseline
43.9 60.1 75.6 87.7
Wikipedia 77.3 79.8 84.3 86.3
Baseline
69.4 71.7 77.5 82.3
Experiment 2 - extended lexicons
≥4 ≥6
≥8 ≥10
Twitter
47.3 71.1 90.7 100
Baseline
43.1 57.9 75.5 89.9
Wikipedia
Baseline

67.6
70.9

70.9
73.5

74.9
79.7

78.2
86.8

Table 2: Accuracy results for the Twitter and Wikipedia corpus, under both experimental conditions, and for
different minimum word lengths (4-10).
remedy this problem by using an array of models derived from relatively small sublexicons. Input strings
can efficiently be matched against these sublexicons, under the hypothesis that out-of-vocabulary words receive bit strings with higher average Hamming distance to the bit strings of the training words in the lexicon
than in-vocabulary words. This is an expression of the reconstruction error of the model for ’foreign’ data.
The less optimal the fit of the model to the test data, the higher the Hamming distance between the predicted
bit strings with the learned bit strings for the training data becomes. The proposed procedure basically performs a nearest neighbor search over several lexicons in parallel, and the dictionary with the lowest average
Hamming distance between training bit strings and predicted bit strings produces the correction.6 Formally,
6 The

size of the separate sublexicons is an extra parameter that can be further tuned during training.
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we compute C(x), the correction of input word x as follows:


C(x) = arg min arg min H(p̂L (x), p̂L (y))
y∈L

L

(1)

Here, H(p̂L (x), p̂L (y)) is the Hamming distance between the bit strings predicted by the model for lexicon
L, for words x and y (where y is a correct word in the dictionary L). We tested the viability of this procedure
on the Wikipedia corpus for the 10 splits of Experiment 1, and we were able to infer for all test splits the
correct lexicon for lookup. For every test split, we produced predictions with the 10 training data models,
only one of which contained the correct ground truth (training partition i for test partition i). For every
word in the test data, we let these models produce a bit string. We then found the nearest neighbor bit
string in the corresponding training bit strings, and measured the Hamming distance between the predicted
bit string and this nearest neighbor. For every test split, we averaged the distances. The resulting 10×10
distance matrix is presented in Figure 5, which indeed shows (on the diagonal) minimal distance between
the test data and the correct models. This means that the model with the minimal average Hamming distance
between predictions and learned bit strings can be identified as the preferred model for correction. From a
Bit string distance
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Figure 5: Average Hamming distance between bit strings produced for the 10 test data splits (starting at 0),
and the bit strings learned for the training data.
practical point of view, these relatively small models can be jointly loaded in memory, and spelling error
correction can be done efficiently in parallel.

5

Related work

For a traditional topic like spelling correction, many solutions have been proposed, ranging from either
knowledge-intensive (rule-based, dictionary-based) to statistical, data-driven and machine learning based
methods, and mixed rule-based/data-driven solutions ([16]). In [12], an overview of noisy channel methods
that can be used for spelling correction based on character-based language models is provided. Models
based on transformations attempt to apply inverse string edit operations in order to map noisy strings back
to clean versions7 . A modern substring matching algorithm that uses a similar approach is [22]. The wellknown GNU aspell program is based on these transformations as well, in combination with a procedure
mapping words to soundalike strings (’metaphones’) that abstract away to a certain extent from orthography.
A context-sensitive approach to spelling correction was presented in [6], using the Winnow machine learning
algorithm. In [2, 14], early neural network approaches to spelling error correction were presented. In [24], a
7 See

http://norvig.com/spell-correct.html for a good and practical explanation.
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hashing approach to the spelling correction of person names is presented. The authors formulate the problem
of finding optimal bit strings as an Eigenvalue problem, to be solved analytically, and, using character
bigrams, are able to improve significantly on a number of baselines. Their approach differs from ours in
that we explicitly use machine learning techniques to learn optimal bit strings with self-optimization, and
that we exploit an inherent characteristic of the learning paradigm (the reconstruction error of the trained
autoencoder) to optimize lexicon selection for error correction. Character-level spelling correction based on
error correction codes in the context of a brain-computer interface is described in [7].

6

Conclusions

We have demonstrated the effectiveness of deep autoencoders for spelling correction on two publicly available corpora of spelling errors in isolated words. To the best of our knowledge, this is a novel application of
the semantic hashing technique proposed by [20]. Overall, character n-gram representations of strings produced high accuracy results, especially for longer words. This representation generates ’quasi-documents’
from words, and makes semantic hashing techniques originally meant for documents amenable to the level
of words. Increased lexicon size was found to be of negative influence on correction accuracy. We proposed
the use of small sublexicons as a remedy, relying on the reconstruction error of the autoencoder to identify
the suitable lexicons for correction of a certain input. In a separate experiment, we were able to identify
for the 10 Wikipedia test data splits of our small lexicon experiment the sublexicon that minimized the reconstruction error of the test data. Our approach is knowledge-free, and only demands a list of correctly
spelled words. It can be extended to contextual spelling correction, by using windowed character n-gram
representations of text, which we plan for future work. While we are not aware of comparable results on
the two corpora we used, we hope our research contributes to further benchmarking of spelling correction
methods applied to these datasets. The data splits we used are easily reconstructed from our specifications.
Future work wil also address scalable hyperparameter optimization. Due to the prohibitive time complexity
of training the models, efficient methods are needed here. While it is in theory possible we hit a coincidental
local maximum in our choice of parameter settings, we observed in line with [20] some indifference of the
models with respect to perturbations of certain parameters. A systematic hyperparameter search will deepen
our understanding of this phenomenon, and may lead to further improvement of our results.
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Abstract

In this work, we present a binary classification problem in which we aim to identify those email messages
that the receiver will reply to. The future goal is to develop a tool that informs a knowledge worker which
emails are likely to need a reply. The Enron corpus was used to extract training examples. We analysed
the word n-grams that characterize the messages that the receiver replies to. Additionally, we compare a
Naive Bayes classifier to a decision tree classifier in the task of distinguishing replied from non-replied
e-mails. We found that textual features are well-suited for obtaining high accuracy. However, there are
interesting differences between recall and precision for the various feature selections.

1

Introduction

In the COMMIT project SWELL (smart reasoning for well-being at work and at home1 ) we aim to support
knowledge workers in their daily life. In the at work scenario one of the objectives is to prevent negative
stress, either by coaching the user on his work style or by signalling stressed behaviour [12]. Another
objective is to filter irrelevant information to preserve the user’s work flow. A large source of incoming
information for knowledge workers is e-mail.
For this latter objective there are three things that are important. First we need to know what the user
is doing to determine which incoming messages are relevant for his current work, and whether presenting
the user with the message is disturbing. We define this as recognizing the user’s context. Second, we need
to decide which incoming messages are important enough to present it to the user regardless of what he is
doing. This aspect is important to make the user feel in control, i.e. that he does not feel like he is missing
information. Third, it is important to understand why an incoming message is important or relevant so this
can be used as feedback to the user (i.e. transparency).
In this paper we aim to predict whether or not a receiver will reply to a message. We believe that,
although the likeliness of reply is not the only factor determining message importance, replying to a message
is a good indicator that a user finds this message important, otherwise he would have ignored it. This work is
meant as a first step towards developing an e-mail client that helps to protect the user’s work flow. Existing
literature on the topic of reply prediction (section 2) focuses on features such as the number of question
marks and the number of receivers. We aim to investigate the influence of the textual content of the message
on the likeliness that a receiver will reply to the message. This can also be used to make it transparent to the
user why a classifier beliefs that the user needs to reply to a message. To this end, we train classifiers with
various feature sets and compare their results.
1 www.swell-project.net
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Related Work

This section presents an overview of the literature related to reply prediction. First, we present some general work on email responsiveness. After that we present some previous attempts to manual or automatic
prediction of whether an e-mail message is going to be replied to.
Tyler et al. [15] conducted a study to email responsiveness to understand what information is conveyed
by the timing of email responses. They used interviews and observations to explore the user’s perceptions
of their own responsiveness and their expectation of responses from other users. They distinguish response
expectation from breakdown perception. The former is the implicit time the sender gives to the recipient to
respond, which is usually based on the time it took in previous interactions with the recipient. The latter
is the initiation of a follow-up action, that occurs when the response expectation time has ended, which is
dependent on the recipient, the recipient’s location, the topic urgency and whether a voice mail was sent.
These findings suggest that the social context of a message might be more important than the contents of the
message.
In a survey study with 124 participants, Dabbish et al. [5, 6] investigated what characteristics of email
messages predict user actions on messages. The authors present a model of reply probability based on the
outcomes of this survey. Important factors were the importance of the message, number of recipients, sender
characteristics and the nature of the message content. Sender characteristics seemed to have the greatest
effect. They did not find an effect of communication frequency on reply probability and suggest that this
may be due to the availability of other communication channels that reduce the necessity for email response.
The perception of message importance was influenced by (1) communication frequency in combination with
the status of the sender,(2) whether the message contained a status update, and (3) whether the message was
a scheduling event.
There has been several attempts to automatic reply prediction. Dredze et al. [8] developed a logistic
regression predictor that indicates whether email messages necessitate a reply. Their predictor was evaluated
on the spam-free inbox and sent-mail folders of two graduate students. Features used were word identity,
message length, whether the message contained the mentioning of a date and time, whether the recipient
was directly addressed, whether it contained a question and who the recipients or sender was. ROC curves
of the trained logistic regression model revealed that to achieve 80 % true positives (message predicted to
receive a reply that were actually replied to) there were 50% false positives (message predicted to receive a
reply that were not replied to)
In later research Drezde et al. [9] used a rule based system to predict reply labels (needs reply, does
not need reply). In this system they used relational features that rely on a user profile which included the
number of sent and received emails from and to each user as well as the user’s address book, a supervisorrole indication, email address and domain. Document-specific features were the presence of question marks,
request indicators such as question words (weighted using tf-idf scores), presence of attachment, document
length, salutations, and the time of day. The system was tested on 2,391 manually labelled emails, coming
from 4 students. On average it obtained a precision of 0.73 and recall of 0.64.
In larger scale research using the Enron corpus [11, 3], Deepak et al. [7] and On et al. [14] investigate
the responsiveness and engagingness of users. Their models are based on the number of received replies and
the number of sent replies as well as the time it takes to reply. They do not take any content into account.
Ayodele et al. [2] use the Enron corpus to develop and evaluate a manual rule-based reply prediction
method. They use largely the same features as Dredze et al. [9] In a second approach they use only the
presence of certain words, salutations, question marks, dates or month names and AM or PM. For both approaches the authors report to have very high accuracies of 100% and 98%. These results are unrealistically
high because the e-mails are evaluated manually by human reviewers using the described rules.
In more general research, Aberdeen et al. [1] try to predict the probability that the user will interact with
an email (i.e. open, read, forward or reply) within a certain time span. They use a linear regression model and
a form of transfer learning to determine a ranking of the interaction likeliness. A threshold determines which
messages are indicated as important.They have used social features (based on interaction with recipient),
content features (headers and recent terms that are highly correlated with actions on a message), thread
features (interaction of the user with a thread) and label features (labels applied to the message using filters).
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They obtained an accuracy of 80%. Their work is the basis for the Google Priority Inbox.

3

Method

The goal of this experiment is to assess whether textual content features have added value when it comes
to predicting whether a message will receive a reply or not. For that purpose we select textual features
using various feature selection methods (described in Section 3.2). We analyse the selected features on
their transparency (i.e. how easy are they to interpret?) and evaluate their effectiveness in a classification
experiment (Section 3.3). We start this section with the description of how we obtained our labelled dataset.

3.1

Extracting threads from the Enron corpus

To obtain a labelled dataset, we constructed threads from the Enron corpus to determine which message
had received a reply and which not. We have used the August 2009 version of the corpus without file
attachments to have a fair comparison with the existing literature. We have taken a tree based approach [17]
for extracting the threads from Enron using the algorithm suggested by [7]. From these threads we derived
which messages were replies by matching the subject lines and including the prefix “RE:” (case-insensitive).
For each reply message we found the corresponding original message (i.e. the message that was replied to)
by selecting the message with the same thread id, of which the sender was a receiver of the reply and which
was sent before the reply. In the rare case that there were multiple options, we chose the message that was
closest in time to the reply. Out of the 252,759 messages in the Enron corpus, we found 3,492 messages
that have received a reply and 166,572 message that have not received a reply. We do not take into account
messages that are forwards or replies on replies.

3.2

Feature Selection

We have used three different methods for analysing the influence of the textual content of the messages. The
first measure is χ2 [18], which measures the dependence between a term and a class. We are looking for the
terms with a high dependency on the replied-class (i.e. a high χ2 score).
χ2 (t, c) =

N (AD − CB)2
(A + C)(B + D)(A + B)(C + D)

(1)

where A is the number of replied messages that contain term t, B is the number of non-replied messages
that contain t, C is the number of replied messages that do not contain term t and finally, D is the number
of non-replied messages that do not have t. N is the total number of messages in the set.
The second method we used is point-wise Kullback-Leibler divergence [13], as suggested by [4]. This
measure determines a value for each term which indicates how good that term is for distinguishing the set
of replied messages from the set of non-replied messages.
KLdiv(t, p) = P (t|p)log

P (t|p)
P (t|n)

(2)

where P (t|p) is the same as A from equation (1) and P (t|n) is the same as B.
The third and final method is based on linguistic profiling as proposed by [16]. It compares the normalized average term frequency of a term in the positive set (replied messages) to its average in the negative set
(non-replied messages). Rather than using the proposed classification method, we use linguistic profiling
for term selection.
LP (t) = µ(t, p) − µ(t, n)
(3)

where µ(t, p) denotes the normalized average frequency of term t in the set of replied messages and µ(t, n)
denotes the normalized average frequency of term t in the set of non-replied messages.
With all three methods, we extracted the most important terms from the example set. As terms, we
considered all word n-grams with n ∈ 1, 2, 3. For each message, we index the number of occurrences of
each term.
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Classification

In a classification experiment, we compare the effectiveness of the feature selection methods from the previous section to the effectiveness of the features described in literature. These features (referred to as nontextual features) are: (1) number of receivers in the fields TO, CC and BCC respectively, (2) number of
question marks, (3) number of previously received replies from recipient (4) likeliness of interaction with
receiver (5) message length (6) occurrence of each of the question words what, when, where, which, who,
whom, whose, why and how weighted with tf-idf . For each of the textual feature selection methods, selections of 10, 50, 100, 500, 1000 and 5000 features were compared.
The original distribution contains 97% negative examples (non-replied e-mails), which is very imbalanced. Therefore, we first rebalance our data by selecting two random negative examples for each positive
example in our data. We split our data into 90% train (10476 examples) and 10% test (1167 examples).
All examples in the test set have later dates than the examples in the train set to prevent leaking of future
information in the training data. We used a Naive Bayes classifier and a J48 decision tree classifier from the
WEKA toolkit [10], with their default settings. Typically decision tree works well for non-text features and
Naive Bayes is well-suited for textual features. The WEKA resample filter is used to balance the data uniformly by oversampling the positive examples. The reason for first under-balancing the negative examples
is to prevent a too extreme oversampling of the positive examples. The results were evaluated on the fixed
unbalanced test set.

4
4.1

Results
Feature Analysis
Table 1: Top 10 n-grams that indicate that a message will receive a reply
χ2 (t, c)
me
keep
i
2001
information
decisions
one of
let
news
receive a

KLdiv(t, p)
i
we
me
you
have
know
let
please
let me
me know

LP (t)
fyi
i
me
we
you
know
have
http
let
2001

The top 50 n-grams, of which 10 are presented in table 1, of each of the three feature selection methods
were manually analysed. Both the point-wise Kullback Leibler and the Linguistic Profiling method indicate
the importance of the personal pronouns I, we and you. These pronouns may indicate that the receiver is
addressed personally. All methods also seem to indicate the occurrence of the phrase “please let me know”
which suggests that the sender expects an action from the receiver. Worth noting is that Linguistic Profiling
indicates the importance of the term “fyi”. Even though this does not seem intuitive, inspection of messages
reveals that “fyi” messages often receive a “thank you” reply. The terms selected by the χ2 measure seem to
be less easy to interpret. They may refer to more specific situations. Overall, first analysis suggests that of
the top 50 terms point-wise Kullback Leibler term selection is the easiest to interpret and the least sensitive
to noise.
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Table 2: Classification results for the optimal number of features. Reported precision and recall are for the
“will reply” class only. Best results are indicated in bold face. BOW refers to a full bag of words frequency
model (no selection)

4.2

Feature Type
non-Text
χ2 (t, c)
KLdiv(t, p)
LP (t)
BOW

# Features

Feature Type
non-Text
χ2 (t, c)
KLdiv(t, p)
LP (t)
BOW

# Features

1000
10
50
117400

10
500
50
117400

Naive Bayes
Accuracy
42.6%
59.0%
70.8%
72.0%
58.7%
Decision Tree
Accuracy
69.9%
66.9%
65.7%
64.1%
62.2%

Precision
0.358
0.43
0.635
0.586
0.417

Recall
0.912
0.709
0.291
0.544
0.611

Precision
0.581
0.502
0.475
0.441
0.432

Recall
0.351
0.557
0.291
0.296
0.436

Classification

Table 2 shows the classification results for the optimal number of features with the various feature selection
methods and the two classification approaches. The reported precision and recall are for the “will reply”
class only.
When we look at the Naive Bayes results in table 2 we see that if we select as little as 50 features from
the LP measure we have a reasonable accuracy (72.04%). The classifier with only non-textual features,
performs much worse and shows an accuracy of 42.62%. Interestingly its recall for the positive class is very
high: it recognizes more than 90% of the emails that received a reply.
When we look at the results for the decision tree, we see that the classifier with non-textual features
performs better than with Naive Bayes (69.98%), while the runs on only textual features selected by χ2 (t, c),
KLdiv(t, p) and LP (t) all give an accuracy around 65%. Interestingly, χ2 (t, c) performs a lot better than
in the Naive Bayes classifier, while KLdiv(t, p) and LP (t) perform worse. We only found very small
differences in classification performance when we vary the number of selected features.
Combined classifiers that were trained on the combinations of textual and non-textual features performed
approximately as good as the best classifier of the two.
It is interesting to notice that the performance of the feature selection method χ2 (t, c) is so different
with the two classifiers. χ2 (t, c) is often used as a feature selection method for text classification, especially
in Naive Bayes, while this experiment suggests that point-wise Kullback-Leiber divergence and Linguistic
Profiling might be better feature selectors.
This is confirmed when we look at the ROC curves of the Naive Bayes classifier (figure 1). We see that
the curves for Linguistic Profiling and Kullback-Leibler divergence are very similar and that their AUCvalues are higher then for χ2 (t, c) and bag-of-words (BOW). It is also clear from the curves that the text
conditions have higher AUC-values than the non-text condition in a Naive Bayes classifier.

5

Conclusion

In the current work we found that after first analysis of three feature selection methods for reply prediction, point-wise Kullback Leibler divergence seems a useful measure to select interpretable terms that are
representative of a class. Linguistic Profiling seems suitable as well but seems to contain a little more noise.
Using a Naive Bayes classifier we only need as little as 50 terms selected by linguistic profiling to achieve
a reasonable accuracy (72.04%). This is even better than our baseline results with non-text features with a
decision tree (69.98%), but only slightly. On the other hand, we obtained the highest recall with non-text
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Figure 1: ROC curves of term selection methods with a Naive Bayes classifier

features.
Concluding, we can predict with reasonable accuracy which e-mails will be replied to. Although 72%
success might not be accurate enough to be used as a stand-alone application, we can use it as an indication
of how important that message is. However, whether a message will be replied to is likely not the only
determinant of message importance, so future work may include other methods for estimating message
importance.
Additionally, transparency is an important concept in SWELL, and we think that it is important to find
a good balance between precision and recall, so that the user has trust in the system (i.e. does not feel like
important messages are missed), but also understands why some indications are given, and does not require
too much additional feedback. Given the results of our experiment it seems important to find a method that
combines a classifier with high recall such as Naive Bayes with non-text features, and a classifier with high
precision such as Naive Bayes with features selected by Kullback-Leibler divergence.
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Abstract
Given a number of documents, we are interested in automatically classifying documents or document
sections into a number of predefined classes as efficiently as possible with as little computational
requirements as possible. This is done by using Natural Language Processing (NLP) Techniques in
combination with traditional high-dimensional document representation techniques such as a Bag of
Words (BoW), Term Frequency-Inverse Document Frequency (TF-IDF) and machine learning techniques
such as Support Vector Machines (SVM).
Despite the availability of various statistical feature-selection techniques, the high-dimensionality of the
feature spaces causes computational problems, especially in collections containing old-spelling and
Optical Character Recognition (OCR) errors which leads to exploding feature spaces. As a result, feature
extraction, feature selection, training a supervised machine learning algorithm, or clustering can no longer
practically be used because it is too slow and the memory requirements are too large.
We show that by applying a variety of Natural Language Processing (NLP) techniques as pre-processing,
it is possible to significantly increase the discrimination between the classes. In this paper, we report f1measures that are up to 11,3% compared to a baseline performance model which does not use NLP
techniques. At the same time, the dimensionality of the feature space is reduced by up to 54%, leading to
highly reduced computational requirements and better responds times in building the model of the feature
space as well as in the machine learning and classification. Further experiments resulted in vector
reductions up to 80%, with results being only 4% worse than the baseline model.

1

Introduction

In this paper a description will be given of a Natural Language Processing (NLP) based approach to
the problem of reducing the dimensionality of the feature space when applying feature extraction such as
Bag of Words (BoW) or Term Frequency-Inverse Document Frequency (TF-IDF). BoW and TF-IDF are
commonly used for document classification, document clustering and relevance ranking [16]. Despite the
fact that the feature space is very sparse (e.g. contains many dimensions holding zero-values), the
dimensionality of the feature space is often very high (in the 100,000’s or more). When the text of the
documents also contains Optical Character Recognition (OCR) errors or old-spelling variations, the
dimensionality can easily double or triple. The high-dimensionality of these feature spaces causes
computational problems during the feature extraction, feature selection, machine learning and
classification. Although many OCR errors are quit unique in their occurrences (there are many OCR
variations, but these occur with very low individual frequencies [32]) and although the TF-IDF algorithm
automatically grants very low feature values to rare words, this still causes huge computations delays in
the feature extraction process. Especially in the field of humanities where digital-heritage collections are
the basis of the research and investigations this is currently causing many problems [10, 18].
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Statistical feature selection methods such as, but not limited to, Principle Component Analysis, Chisquare, Maximum-Likelihood and Maximal Entropy Models reduce the feature space by selecting the
best features to increase the inner-class similarity and inter-class difference [4, 6, 8, 17, 27]. Obviously,
these algorithms also suffer from the high dimensionality of the initial feature extraction process. An
additional problem exists: after feature selection, the feature space is highly optimized to the documents
used in this process and as a result, new documents that were not used building the feature selection
process will be classified at much lower quality levels [21]. Since feature selection is computationally
very expensive, it is also not convenient to repeat the feature selection calculations every time new
documents are added to the collection.
During the research, we also found that statistical feature selection methods such as Chi-square did not
work as well due of the sparseness of the data and because of the high dependence of the features of each
other: after all, language is more than a bag of words. Models that presume statistical independence
between features (e.g.: word occurrences in text) or that look for features with the largest statistical
independence have to overcome the fact that words to not occur independently in natural language.
Based on our initial experience in [14], where co-reference resolution and synonym normalization led
to significant improvement of classification results for sentence classification, we propose a different
method where the inner-class similarity and inter-class difference are increased by using a number of
NLP Techniques that pre-process the text of a document in such a way that the initial feature extraction
and -selection will result in much smaller vectors than with the original text [8, 15]. This will yield highly
reduced calculation times, but at the same time, it is also expected that better classification results could
be achieved.

2

Overview of the Classification Pipeline

First, a Baseline Performance is created. Next, the impact of a number of different NLP techniques on the
quality as well as on the computational complexity will be discussed. In this research, the following
techniques are used in the machine learning process:
1.

A number of Natural Language Processing techniques, and

2.

Two document feature-extraction techniques known as a (i) bag-of-word (BOW) and (ii) Term
Frequency- Inverse Document Frequency (TF-IDF), and

3.

Basic document feature-selection techniques such as logarithmic normalization and selection of
the relevant features by vector cut-off, and

4.

A supervised machine-learning algorithm based on Support Vector Machines (SVM) to build
binary classifiers for each document category.

We will discuss the setup of these different components of the classification pipeline in more detail in the
following paragraphs.

2.1

Natural Language Processing

By using a number of Natural Language Processing techniques, the original text is modified in such a
way that the text that is presented to the feature selection process contains words that improve the
machine-learning inner-class similarity and inter-class dissimilarity. This goal is reached with the
following means:
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(i) increasing the number of relevant words for a class by using named-entity recognition, coreference and anaphora resolution, and
(ii) consolidating the different textual occurrences of words which are caused by for instance
synonyms, abbreviations, spelling variations, spelling errors, or OCR errors.
In order to use these methods as good as possible, Part of Speech (POS) tagging from the NLTK [35]
library was used [8, 15, 16, 24, 28]. First, the additional POS information is used for boundary- and
conjunction detection in the Named Entities recognition process with the CoreNLP library [36]. Second,
the POS tags are used for the co-reference and pronoun resolution to replace co-references and pronouns
with their corresponding Named Entity values [12, 26].
Next, abbreviations are resolved by using the official English abbreviations list from the Oxford
English dictionary [5] and synonyms are resolved by using the lexical database WordNet [29]. In
addition, WordNet, in combination with the POS tag, is used for lemmatization to reduce words to their
individual lemma. Hereafter, by using the Jaro-Winkler [11, 31] and Levenshtein [22] distance methods,
spelling variations due to prefixes and suffixes [25], international spelling variations, spelling errors, or
OCR errors are resolved and all occurrences of such words are normalized to and replaced by one
common token in the text. The process is concluded with the removal of stop words for which a
predefined list is used [33].
For reasons of clarity, the process is explained on the following sample text (please notice that atcor is
a deliberate typo):
In 2003, James Williams decided to become an atcor in Hollywood L.A. He moved there last week to
pursue his livelong dream of acting glory and fame. His brother, a celebrated writer, wished him good
luck.
After tokenization, the document looks like this:
['in', '2003', 'james', 'williams', 'decided', 'to', 'become', 'an', 'atcor', 'in', 'hollywood', 'l.a.', 'he', 'moved',
'there', 'last', 'week', 'to', 'pursue', 'his', 'livelong', 'dream', 'of', 'acting', 'glory', 'and', 'fame.', 'his', 'brother,',
'a', 'celebrated', 'writer,', 'wished', 'him', 'good', 'luck.']
After applying co-reference and pronoun resolution, lemmatization, word similarity and resolving
abbreviations and synonyms, the document has changed to:
['James', 'Williams', 'decide', 'actor', 'Hollywood', 'los angeles', 'James', 'Williams', 'travel', 'week',
'prosecute', 'livelong', 'James', 'Williams', 'dream', 'act', 'glory', 'fame', 'James', 'Williams', 'brother',
'lionize', 'writer', 'wish', 'good', 'fortune']
Which will then be used as the basis for the feature extraction process. As one can see, on the one
hand, the number of unique words is much smaller than in the original text, leading to a significant
smaller feature vector. On the other hand, the remaining words are all more distinguishing for the specific
content of the document; there are less word variations for similar content words and less common and
high-frequent words such as stop words, pronouns and co-references.

2.2

Feature extraction

For feature extraction, the process of extracting relevant information from the data to create feature
vectors, the Bag of Words (BoW) and the Term Frequency - Inverse Document Frequency (TF-IDF)
methods are used [16].
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Normalization & Basic Feature Selection

In order to reduce the possible large gaps between feature values, normalization can be applied. Each
feature is normalized between 0 and 1. Since this normalization can still create very small values, a
second normalization is applied by taking the logarithm (base 10).
In order to further decrease the number of features present in the document vectors and to select the
best possible features for the machine learning process, a very basic feature selection process is applied
by removing the dimensions with a more than average low value. We have called this the vector cut-off
approach.
Vector Cut-off is defined as:

Cut-off = min + (max - min) * (perc/100))

Where max is the maximum value in the document matrix mxn (the collection of all document vectors
where m are the documents and n the features) and min is the minimum value in the document matrix.
Perc needs to be determined empirically. If a feature has no value higher or equal to the Cut-off, the
feature is removed from the vector, otherwise it is kept. We used a very small value for perc: 1 in our
case.

2.4

Supervised Machine Learning and Automatic Document Classification with SVM

Supervised machine-learning based on a linear Support Vector Machine (SVM) was used to construct
a system that can be trained with tagged data [1, 3, 7]. Because of the sparseness of the data, the linear
model was good enough. The usage of the Gaussian kernel and the sigmoid kernel did not lead to better
results, only to longer calculation times. LIBSVM was used for the implementation of the experiments
[2]. Each training document was tagged with the appropriate classification category. To ensure multicategory classification, for each category a separate binary model was trained which was used to predict
with certain probability whether a document was part of the category or not. Single class classification
was implemented by taking the maximum value returned. Multi-class classification was used by selecting
all classifiers returning a value higher than a certain threshold.

3

Experiments and Results

3.1

Corpus and Evaluation Method

In this research, the fully annotated Reuters RCV1 corpus is used [13, 19, 23]. For the evaluation, we
have used the same evaluation method used by the Legal-TREC conferences, which are based on best
practice principles for measuring the quality of document classification. We used the F1 score and
derived 11-points precision graphs representing the quality of the classifiers [9]. In a so-called 11-points
precision graph, for each recall value corresponding to a certain threshold value, the precision can be
calculated and both can be plotted as coordinates in a graph.

3.2

Baseline Performance Creation

The following experiments were implemented. First we created a baseline performance by selecting
labeled documents from the RCV1 corpus:
1.

First training and validation sets are randomly generated per Reuters category from RCV1 by
randomly choosing 500 documents in the actual Reuters category (positive instances) and 500
documents outside the Reuters category (negative instances). The test set consists of 10.000
additional documents from RCV1, where 25% are documents from the within the class, and
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75% are outside of the class and randomly selected from the entire RCV1 corpus. We tested
several different RCV1 classes related to WAR, CRIME and VIOLENCE. The results for the
different classes were about the same.
2.

Next, feature extraction was done by using BoW and TF-IDF. Feature selection was done by
using vector cut-off and the features were normalized by using logarithmic normalization.

3.

For training, a SVM with a linear kernel was used.

The result of the baseline performance can be found in Table 1: F1 Scores for the Baseline
Performance.
Table 1: F1 Scores for the Baseline Performance
Feature-Extraction Used

F1 Scores Test Set

Bag of Words

0.767

TF-IDF

0.757

In the baseline performance, the dimensionality of the feature vectors was 142,722 after the basic
feature extraction. If nfeatures is the dimensionality of the feature vector and nsamples is the number of
training samples, then the time complexity of the libsvm implementation scales between O(nfeatures x n2
3
samples) and O(nfeatures x n samples) depending on how efficiently the libsvm cache is used in practice (which
is dataset dependent). If the data is very sparse nfeature should be replaced by the average number of nonzero features in a sample vector. By reducing the length of the feature vector, the time and space
complexity can be significantly reduced.

3.3

The Effects of NLP on the Results
The results of the additional NLP steps are listed in Table 2. In these experiments, we used the same
train and test sets as in the baseline performance. Even though the BoW has a slightly higher
baseline, BoW in combination with NLP techniques reached a maximum F-score of 0.795, only 0.3
higher than the initial baseline. The results for the TF-IDF in combination with NLP techniques, led
to better results: up to 0.820, so we will focus on these results:
Table 2: Results after NLP on TF-IDF Feature Extraction

NLP techniques applied
(in chronological sequence

Vector size
TF-IDF

% vector reduction compared
to baseline performance

F-score
TF-IDF

Baseline (tokenization)

142,722

0%

0.757

Anaphora and NER

94,985

33%

0.788

Abbreviations

80,906

43%

0.809

Lemmatizations

66,008

54%

0.820

Synonyms

57,125

60%

0.794
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28.140

80%

0.720

Figure 1 shows the 11-points precision-recall for the NLP preprocessing experiments where the results
were better than the original baseline. In addition, the best results in the upper right corner are circled, as
these are the best results from the experiments resulting in both precision and recall larger than 0.8.

Figure 1: 11 Point precision for NLP Experiments on TF-IDF Feature Extraction

4

Conclusions

In this research we have shown that by applying a variety of Natural Language Processing preprocessing techniques, it is possible to significantly increase the inner-class similarity and the inter-class
difference which results in up to 11,3% better machine learning quality at lemmatization. At the same
time, the dimensionality of the feature space is reduced by up to 54%, leading to highly reduced
computational and memory requirements and better responds times in building the model of the feature
space as well as in the machine learning and classification. Further preprocessing with Synonyms and
Jaro-Winkler does lead to even more vector size reductions (60% and 80%), but do also lead to lower
machine learning quality compared to the lemmatization, although the synonyms are still better than the
baseline. One can even say, that the highly reduced vector length of the Jaro-Winkler processing, leads to
80% smaller vectors, but only 4% less machine learning quality. In order to investigate the stability of the
results, we also tested the same model for several other classes in the RCV1 corpus with up to 5 varying
random sets of train and text sets; the results were similar than the ones presented here.
There is off-course a price to the NLP processing but each technique is done only once per document.
High dimensional feature spaces lead to more problems, especially in cases where the machine learning
process has to be done several times due to the addition of new documents or improved sets of training
documents.
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Future Research

A number of improvements can be made to the current setup. First, by using Dependency Grammars, we
expect to reach a much better quality of co-reference and pronoun resolution. The currently available
information from the POS tagging is not always sufficient to resolve the co-references and pronouns.
Recent research shows that applying Dependency Grammars to this problem is very promising [34].
Second, The synonym replacement did not improve the results. We expect this to be caused by the fact
that the context of the synonym usage is not taken into consideration. A better context-sensitive synonym
replacement could result in maintaining or improving the quality of the machine learning as shown in [14]
Finally, the Jaro-Winker algorithm caused problems for words that contained a negating pre-fix such as
democratic and un-democratic. These contradicting words were replaced by the same common token,
which resulted in quality loss. By detecting certain negating prefixes and exclude them from the JaroWinkler similarity detection, we also expect the machine learning results to increase.

6
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Abstract

Focusing on descriptions of behaviours concerning the application of law, the paper presents elements of
a methodology that supports story acquisition for a scenario-based modelling framework. It introduces
practical reasoning patterns concerning action and power, which serve firstly as visual templates for the
modeller, and secondly as building blocks of a story-model that can be analyzed and executed on a computational framework.

1 Background
Stories are “constituents of human memory, knowledge, and social communication” [14]: people continuously explain their own behaviour and the behaviour of other people, communities and organizations through
the use of narratives, also in professional environments. They are fundamental instruments of knowledge
transfer between humans. The legal domain provides many examples of systemic use of stories (e.g. case
law), with the implicit purpose of conveying an interpretation of social behaviours not yet, or not sufficiently
taken into account by the legal system. In administrative organizations, prototypical cases are used to explain
legal services and serve as sources of requirements during design phases.
Despite such importance, they still remain an underutilized resource, in respect to computational tools.
Scenarios, extracted from cases, correspond to environmental models, and, as such, they could be used in a
design tool for policy makers/regulators, in order to test a new implementation, or as problem/solution space
for monitoring/diagnosis tasks. The paper presents hereby elements of a methodology aiming to transform
such stories in computationally exploitable models, connecting story acquisition with practices of scenariobased modelling and formal models of processes. Its main contribution is the identification and visualization
of basic patterns that model the practical reasoning concerning action and power1 in institutional scenarios.
This work is part of a larger research, targeting the implementation of an Agile methodology specific to
public administrations [2].

2 Methodology
The methodology consists of three steps. First, we identify all events described in the story and their sequence, extracting the signal layer (2.1). Second, we integrate the previous layer with an internal behavioural
characterization, constructing an intentional layer (2.2). Third, we embed an institutional layer to consider
normative aspects (2.3).
1 As

observed in [3], the power component is often neglected in normative research, more focused on deontic aspects of norms.
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Figure 1: Topology of a sale story: direct and indirect communications.

2.1

Signal layer

Let us consider a simple story about a sale: «A seller offers a good for a certain amount of money. A buyer
accepts this offer. The buyer pays the sum. The seller delivers the good.» In spite of its simplicity, this
story provides a good overview on the complexities of the problem. We recognize four events (namely acts,
performed by two agents), reported from the perspective of a narrator. The first two (offer, acceptance) are
easily interpreted as speech acts. Generally speaking, however, all events in a story can be interpreted with a
teleological perspective: they bring about some informational change in some agent (including the narrator).
Then, for simplification, we assume that all acts are acts of communication, intentionally performed by some
sender and directed to some intended receiver, possibly through intermediate actors.
Monitoring processes From an ex-post perspective, if the agent in the story has reacted to an event, we
assume he perceived and processed it. This reactivity presupposes that the agent is provided with an adequate
monitoring/listening process. Monitoring is important as well in emission, because an agent usually checks
to some extent the outcome and the consequences of his performance.
Following control theory, we define an action as closed-loop if an adequate monitoring is placed as a
suffix to the performance of an action, otherwise it is open-loop action. Taking the case of a speech act, we
recognize two possible monitoring. The first concerns the transmission: we may need an acknowledgement
of the reception of the message, e.g. a receipt. The second is related to the intended consequences of its
content (the associated perlocutionary act).
Considering the sale story, monitoring processes are unveiled by the reactions to offer and to acceptance,
but we cannot make any assumption about the existence of closed-loop actions. For instance, in case of a
trusted partnership, the seller may overlook to check if the payment has been done. The story would instead
unveil the existence of a closed-loop monitoring if one of the agents perceives some mismatch with his
expectations and reacts to it.
Topology of the story The collection of messages constitutes the topology of the story. The topology
serves as a still picture of the whole story-system, and show how signals are distributed between the agentroles [2]. In our approach, we consider it also from a complementary perspective: the first identification of
an agent in a certain agent-role is given by the topology of known exchanged messages.
Inspired by the Actor model [10], we illustrate two possible representations of the topology in Fig. 1
(the little boxes are messages queues, the lines are communication channels, all messages have a specific
propositional content). On the left figure, the dashed lines refer to actions that have relevant outcomes
besides the direct communication. On the right figure, we introduce an explicit world/environment actor and
the potential closed-loop component of the communication, visualized with dotted lines2 . The world would
play an intermediary role also in case of broadcast offer3 .
Flow of the story The signal layer, constrained by the strict linear order suggested by the discourse,
reproduces only one specific story. We need some abstraction, if we want to compare similar stories. We
2 In a general case, monitoring may occur in two ways: (a) the observed entity autonomously sends the targeted message when
available, as the world actor does in this case; (b) the agent has to produce an explicit request in order to receive it.
3 With a similar spirit, acts performed autonomously by the world can model natural events.
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Figure 2: Flow of a sale story: the whole process and a detailed excerpt.
need to acquire more semantic information. The first step is analyze the “syntactic” necessity between
events, in order to scope possible concurrent sub-processes. For instance, in a sale, a buyer accepts only
if there is an offer, and the payment and delivery usually occur after the acceptance4 . Without contextual
specifications, however, we do not have any clue if the payment occurs before the delivery, or vice versa.
The story presents in this respect a partial ordering.
The flow of the story - the order in which events occur - is a description orthogonal to the topology. It
can be visualized using Petri nets, with a practical naming of places (given a message going from sender
to receiver and transporting content, the associated place is labelled sender?receiver:content). At
this point, places represent only acts, i.e. the results of the performance of actions, while actions are “compacted” into transitions (left of Fig. 2). Similarly to what is done in the topology paragraph, we may disjoint
the emission from the reception in payment and delivery, introducing an intermediate environment/world.
Obviously, emission necessarily occurs before the reception. The result is shown on the right of Fig. 2 and
provides an example of how a place can be decomposed maintaining the initial story synchronization (in the
same spirit of hierarchical Petri nets [7]).
The topology and the flow of the story described so far concur to construct the signal layer: a bare
scheme of the story, with points of synchronization. Losing some granularity, it can also be represented on a
UML-like diagram, for instance in a Message Sequence Chart (MSC). From an application perspective, this
is a hint for a simple user interface. The MSC would serve as a first description, while refinements would
occur switching to the topology and flow views.

2.2 Intentional layer
Once we have constrained the external behaviour, we integrate the previous layer with an internal behavioural characterization of the participants in the story. Because we are considering intentional agents, we
know that each action presupposes an intention, persisting at least throughout its performance. In addition,
intents may be nested: in order to achieve a goal, the agent can start to bring about an associate sub-goal. An
ex-post intentional interpretation of the story results in a hierarchical decomposition of plans of the agents.
In the sale story, we identify the agents as buyer and seller since the beginning, so that we know from the
start which are their intents. Nevertheless, in other stories, the real intents may be unveiled only at the end
of the narrative.
Critical conditions In order to trigger the performance of the reported acts, there may be other conditions
or hidden acts to be taken into account. For example, a buyer usually accepts an offer only after positively
4 The

offer may be broadcast. In this case the identity of the buyer is not known until the acceptance.
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Figure 3: (a) basic and (b) extended action patterns, (c) prototype model for recontextualizations.
evaluating it5 and should own at least the requested amount of money6 . Analyzing these conditions in detail,
we observe that the acceptability condition reflects the possibility of the buyer to close what he considers
an acceptable deal. It imposes a refinement to a generic buyer script, and it depends on the economic
skills of the buyer in assigning and handling attributes and features of the market (average price, scarcity,
competitiveness, compliance, ...). The ownership condition is instead a precondition to successfully perform
the payment. They are both examples of conditions critical for the story to occur.
Such critical conditions are in general associated to the ability or, more in general, to the power of the
agent, in a specific context agent+environment. They identify which propositions should be true in the storysystem, so that the agent is successful in the performance of the associated action. The subjective evaluation
of each of these conditions gives the affordance [9] of that behaviour, as perceived by the agent. However, if
the affordance is a sufficient condition for the performance of the action, it is only necessary for the intended
outcome, where the contextual disposition plays a role (cfr. [5]).
Action patterns In section 2.1 each place of the Petri net was labelled with a message, i.e. a reified expression of the act. We extend that representation adding, before each act, a place referring to the performance,
expressing the ongoing state of the action. When the token passes through the input (output) arrows, the
action is starting (ending); the whole passage corresponds to the occurrence of the event. Similarly, we add
a anticipatory place for the intention associated to the action. If intentions are nested we report them respecting their hierarchy. To complete the view, we add the motivation place, for the mental entity that makes the
agent sensible to a certain fact, which is the motive for action. The resulting template is in Fig. 3a.7
At this point, we integrate on each level the places for critical conditions, in terms of affordance and
disposition, and places for motives, according to the pattern on Fig. 3b. In respect to a specific action, the
motive is a fact acknowledged by a agent, starting the cycle of practical reasoning which brought to the
performance of that action. The affordance may be seen as an expression of the contextual perceived power
of the agent, while the disposition synthesizes the contextual actual power, where the context agglomerates
the agent and the environment. If affordance and disposition are equal, this means the agent has a perfect
knowledge-of and control-on the relevant properties of the context.8
5 The absence of evaluation is symptomatic of a combine scheme: the buyer performs mechanically the acceptance in order to
advance the interests of another element of his social network.
6 Ownership, or more in general, control, may be translated in certain contexts as having physical possession. In other cases, it may
involve communication with third parties, like banks, warehouses, etc.
7 cfr. the general story scheme Motive → Goal → Action → Consequences used in [1], synthetizing, in turn, what proposed in [12].
8 Generally speaking, an affordance has components expressed in an analytic form (e.g. we cannot drink from a glass if there is
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Figure 5: Institutional reasoning patterns.
Recontextualization The picture provided by these patterns is not yet complete. For instance, an action
may produce side-effects, an intention is usually maintained until the intended objective is reached, etc. For
each event in the story, we need a recontextualization pattern to model the emergence of a difference in
structures or relations between contextual elements (belonging to ontological and epistemic realms). This
mechanism is a technical solution to allow the representation of the dynamics of concurrent processes and
of persistent states. In Fig. 3c we provide some elements about how recontextualization may be represented
using Petri nets. We exploit some of the intuitions introduced with STRIPS, and in biological modelling [4]:
catalyzers are necessary entities, but not affected by the transformation, inhibitor arcs have to be connected
to empty places in order to enable the firing of the transition.

2.3

Institutional layer

What occurs when conditions are not satisfied? For instance, if the buyer does not own the agreed amount
of money, he won’t be able to pay. The incomplete fulfillment of an agreement normally entails some social
consequences. On the contrary, the “acceptable offer” condition, although critical to the story, can plausibly be false, without creating any failure according to social norms (in terms of contract). The difference
between these conditions can be expressed integrating an institutional layer. In particular, we refer to the
fundamental legal concepts that compose the hohfeldian squares [11], shown on Fig. 4.
The seller promises to deliver a certain good to a buyer, if the buyer will in turn promise to pay a certain
amount of money. Offering is a conditional promise, while acceptance is a direct promise. With the offer,
the seller declares to be subjected to the buyer’s power to accept, whose action would trigger an obligation
to deliver. On the other side, with the acceptance, the buyer also creates his own obligation of paying.9 In
order to be able to promise, however, the seller and the buyer need to have the power to make these promises,
i.e. to have the power, in respect to a social (sub)system, of changing the associated normative positions.
no water), but it mostly refers to synthetic propositions (e.g. the “drinkability” of a container is a feature recognized via heuristics
learned by experience), which overcome non-systemic and non-deterministic aspects of reality. In this respect, narratives act as bridge
to symbolic expressions, passing over the synthetic act; the relevant factors are reported, if they are critical to the explanation of the
story.
9 A natural strategy to avoid failures is that the agent performs a check on (expected future) affordances before acquiring obligations.
In doing that, all critical conditions of potential obligatory actions are inherited up to commitments. In the sale story, the buyer should
check if he owns the money before accepting.
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Figure 6: Prevent Acquire Cure Keep (PACK) model in the framework of power.
The use of the term disability in the second square suggests that, in this context, it is common to use
ability as synonym for action-power. However, in both intentional and institutional domains, depending on
context, the term power may refer to ability, to affordance and to disposition.
Directed obligations and power A deontic conceptualization of norms typically emphasizes that norms
are in itself a reason for action. An agent should immediately execute a certain action if an obligation
in such respect is formed. Conversely, a consequentialistic approach would add some form of evaluation
associated to the obligation, before generating the intention. Both perspectives are combined in Fig. 5a.
People comply with obligations because they have some motivation to do so. For instance, it may be for
respect to authority, habits, or for fear of reinforcement actions. Permissions are instead processed in the
evaluation of (perceived) institutional power. If the agent does something even if he is not allowed to, this
means that he considers himself immune from the obligation of not performing the action. This introduces
us to another perspective on obligations. In order to be relevant, any obligation should be associated to the
subjection to be sued, when it is not respected. This is true also in case of informal social institutions, where
the subjection may refer to actions expressing social blame (and aiming to construct social shame).
Power The hohfeldian squares show how the fundamental legal concepts bind two institutional actors. In
the common use, however, these concept are usually interpreted with a teleological characterization [13]. In
this line of thought, it makes sense to analyze the concept of power in the prevent-acquire-cure-keep (PACK)
framework [8], which translates Skinner’s operant conditioning concepts into motivational terms.
An action results in a successful outcome only if the agent has the related action-power. Power is
acquired (lost) via an adequate enabling (disabling) act, which may also be performed by another agent (see
Fig. 5b).10 Integrating the PACK framework, we obtain the analysis illustrated in Fig. 6 (s stands as self
agent, o as other agent).11 In total, we have four possible actions: acquire action-power = cure disability
corresponds to an enabling action; acquire immunity = cure subjection means to go outside of the sphere
of action of another agent (for instance, in order to make obligations not relevant); keep action-power
10 For

a different perspective on the same subject, cfr. the role enacting/deacting solution presented, amongst others, in [6].
actions are visualized as inhibitor arcs, without making their description explicit.

11 Preventing
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= prevent disability can be achieved in three ways: (i) inhibiting the disabling power of other agents,
(ii) preventing others’ intentions to perform a disabling action or (iii) preventing a positive evaluation of
the affordance associated to the disabling action; keep immunity = prevent subjection is dual with the
previous case.
Let us consider some example of its application. A group of people, including the owner of a confiscated
real estate and someone internal to the public administration, wants to take advantage of a public auction to
gain the property back. Considering the power to acquire the property, they are in a position of immunity in
respect to other competitors, because they are the only ones to know about the auction. In order to keep this
immunity, they may: hide the publication of the auction, provide people with false information (influencing
their affordance), or threaten/bribe them so that they prefer to renounce to take part in the auction (inhibiting
their intention). A fraudulent seller that uses an identity outside the legal jurisdiction is instead keeping
immunity by inhibiting the disposition factor.

2.4 Failures
In consequence to the introduction of the institutional layer, we are able to model the occurrence of a social
failure. Any action, however, may produce results that differ from expectations. Considering for instance
a physical action, if it is performed in a wrong disposition, we observe a misalignment with the immediate
intent related to that action. This failure may be due to an incorrect evaluation of affordance, or, outside the
narrative world, to non-deterministic factors. It is perfectly plausible that an ability taken for granted may
sometimes fail. For example, even if we are able to drink, we may let the water go down the wrong way.
Non-deterministic factors can be modelled as free events, in the sense that their occurrence is not explained by a causal reconstruction. A related Petri net model is shown on Fig. 7a. It is similar to the normal
action pattern. The wrong result is made explicit in the net, as it is statically settled in the story.
A slightly different case of failure is the one occurring because of timeout (Fig. 7b). Because we know
that the transition on the right will never be fired, we may omit to report it in the Petri net. The timeout place
is a synchronization place, defined in relation to other events in the story.

3 Discussion
Although there are interesting overlaps between our research and the current research on normative multiagent systems, there is an intrinsic and important difference of perspective. With the latter, researchers
design, create and study properties of artefact systems, which are (or aim to be) largely under control,
trusted, and highly predictable (for example, electronic institutions). We focus instead on aspects involved
within a human social system (e.g. which messages, how and why they are observed, interpreted, generated).
For these reasons, we share more common interests with traditional AI research in story understanding. For
example, our patterns may be interpreted as a kind of conceptual dependencies or compared with plot unities.
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However, while these concepts were introduced for automatized understanding, our purpose is to represent and acquire subjective interpretations of social reality, given by a narrator. We assume the narrator
has a systemic model of the story (and of the world in which the story occurred) and we aim to elicit that
knowledge using adequately simple but descriptive templates. This paper is the result of a reflection on this
exercise, conducted on a primitive form of economic transaction.
As all practical methodologies, diagrams do not represent a solution, but a tool. And tools acquire sense
only with their use. If they are adequate to a certain field of application, the more we use them, the more
they boost our abilities and the more we acquire useful experience to improve them. Although we framed
our research in the legal context, we think that our approach is generic enough to be used to elicit scenarios
of social systems characterized by informal social rules (targeted in sociology and economics), and business
rules (in management sciences and information systems). What we propose in this paper is a starting point
for story acquisition in a exploitable form. In this, Petri nets were chosen in the first place because of their
visualization power, adequate to illustrate the flow, their rigorous concurrency model (actually a reduction to
parallelism), and their wide-spread use, giving access to a great number of techniques and tools. However,
it may turn out not to be the best choice when we will extend the framework with other perspectives.
Concerning the cognitive aspects of the paper, i.e. framing power in a intentional and ecological perspective, they are part of a larger theory of social affordance, which will be further investigated in our future
work.
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Abstract

The gait of humans is often assumed to be the most energy efficient way of walking. Srinivasan and
Ruina [18] confirm this hypothesis using a simple model in which the human is a point mass with straight
legs that can change in length during a step. Their results show that the inverted pendulum walk is the
most energy efficient gait. The question is whether this result also holds for humanoid robots.
This paper investigate what is the most energy efficient gait for a humanoid robot such as the Nao,
and what the corresponding control policy is that needs to be implemented. To answer these questions,
first, the model of Srinivasan and Ruina is adapted for humanoid robots, and is used to study the energy
consumption of different gaits. The model assumes a gait with dynamic stability and assumes that the
torque on the knee joint provides the main contribution to the energy consumption of a gait. The former
assumption implies that no energy is needed to remain stable. The latter assumption is confirmed by an
experiment with a humanoid robot, namely Nao. Based on experiments with this idealize model, a gait
that minimizes the energy consumption is identified. A controller for the new gait is implemented and is
evaluated on a Nao robot. In the future, this controller will be the basis of an intelligent controller that can
adapt to varying circumstances.

1

Introduction

Efficient energy use is an important issue in bipedal humanoid robots. Srinivasan and Ruina [18] showed
that the inverted pendulum walk results in the most energy efficient gait for human. In their model the
human is represented by a point mass with straight legs that can change in length during a step. Energy
consumption is determine by the positive work while increasing the length of the leg. The spring behavior
of human muscles is ignored as well as the energy required to maintain a torque on the knee joint when the
leg-length does not change. The spring behavior of muscles implies that energy can be stored, for instance
after the impact of the heel with the ground. The torque which plays a role when humans have to bend the
knee, might be ignored while walking. When the knee is locked humans can still push off using the foot and
the calf muscle. In this way humans can ”increase” the length of the leg without torque on the knee joint.
A humanoid robot such as a Nao, differs in important ways from a human. First, motors of a robot often
do not work as the spring. Second, our experiment with Nao shows that the energy consumption of a motor
depends more on the torque than on the work that is done. Third, a robot such as a Nao cannot push off with
a foot. The first difference is not an issue since humans do seem to use the spring behaviour of the muscles
during walking. The second difference may not be a real difference. However, there is no torque on the knee
joint of a human when its leg is stretched while the human can still stretch the leg a bit more by pushing off
using the foot. So, the third difference makes it possible to ignore the torque in the human model but not in
models of certain robots such as a Nao.
The reminder of the paper is organized as follows: In the next section we start with a discussion of related
work. Subsequently, in Section 3 we introduce the inverted pendulum model used for this work, and how we
used the model to determine the energy consumption of a gait. Section 4 will outline the experiments used
to identify an energy-minimal gait of a Nao. We compare the result with the well-known linear inverted
pendulum gait [5, 11, 12, 15]. We tested the identified energy-minimal gait on a Nao humanoid robot.
Section 5 concludes the paper.
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Related Work

A key issue in robot locomotion is energy consumption. Completely actuated systems, such as the legs of the
Honda Asimo robot [4], are not very efficient because each joint has a motor and control assembly. Humanlike gaits are far more efficient because movement is sustained by the natural swing of the legs instead of
motors placed at each joint. Tad McGeer’s 1990 paper [16] contributes an overview on the advantages of
knees for walking legs. He demonstrates that knees have many practical advantages for walking systems.
Many researchers have begun to focus on efficient biped robot walking on level ground. Previous bipedal
robots with human-like gait are based on the mainstream control method [3], which is precise joint-angle
control. However, it requires actuators with frequent response, therefore, it requires more energy. To address
these issues, McGeer’s passive dynamic walking has provided inspirations to solve this problems. By applying the advantages of passive dynamic walking, human-like bipedal robots that are energy efficient have
been developed [6, 14, 20].
A important problem is how to generate energy-efficient and speedy biped locomotion without taking
controlling torso balance into account. Minakata and Tadakuma experimentally demonstrated that level
dynamic walking could be accomplished by pumping the leg [17]. Based on these observations, Fumihiko
Asano and Zhi-Wei Luo [2] proposed a simple control law for a planar telescopic legged biped model and
show that level gait generation can be easily accomplished by pumping swing leg without taking torso
balance into account. Jason Kulk and James Welsh [13] provided a adaptive stiffness method to achieve
the balance between energy consumption and walk velocity. They gives a form of stiffness control to sets
parameter Ks to be restricted to the motor torque which results from position feedback.
Several models of bipedal walking that do not focus on energy consumption have been proposed in the
literature. One such model is the Kajita et al’s Linear Inveted Pendulum Model (LIPM) [5, 11, 12, 15]. In
this model, the robot is represented as an inverted pendulum. Benjamin Stephens and Christopher Atkeson
[19] developed an extension of the LIPM. Rather than following pre-determined trajectories as LIMP did,
the new model can utilize reaction controller to stabilize the system from unknown perturbation. Gouallier
et al.[7] have published a similar paper on the Nao. Ames et al.[1, 10] addressed the feedback control
law to keep walking stable on Nao. Based on 3D-LIPM model, C.Graf and T.Röfer [8, 9] in B-Human
Team of Bremen University proposed a closed-loop omnidirectional walking gait for Nao. The gait allows
eliminating the double-support phase by using sensor feedback to compute a slightly modified trajectory of
Centor of Mass(COM) to adjust future stable steps.

3

The inverted pendulum model

The gait of humans and of humanoid (bipedal) robots is a repeating pattern consisting of two phases; a single
support phase (SSP) where the body is supported by only one leg and a double support phase (DSP) where
the body is supported by both legs. In the DSP the weight of the body is shifted from one leg to the other.
The DSP is crucial for the sideway stability and is sometimes ignored when analyzing the gait. However,
since it is impossible to implement a gait on a Nao without a double support phase, we must consider it in
our model. We will start presenting a model without a DSP and subsequently extend the model with a DSP.
The goal of our model is to identify a energy minimal gait for a bipedal robot such as a Nao. To analyze
the energy consumption, we need a model of the main joints and limbs of the robot. Since the walk pattern
is what we are concerned about, to simplify the model, we assume that the upper part of body above the hip
can be ignored. Moreover, since we are interested in a dynamically stable gait instead of the statically stable
gait that is often used, we also ignore the feet and the ankle joints. Finally, we assume that legs a weightless,
making it possible to use a single point mass for the whole robot. The resulting model consists of 5 links
and a point m shown by the solid line in Figure 1. We can replace the 5-link model by an equivalent 2-link
model links consisting of two links that can change their length during a step and a point mass m, see the
dashed lines in Figure 1. The two links will be denoted as (telescopic) legs.
Srinivasan and Ruina [18] describes a similar model but focuses on humans. In their model they ignore
that human muscles partially work as springs that can store energy. They also ignore that carrying a weight
with bended knees require more energy than carrying the same weight with stretched legs. Srinivasan
and Ruina only considered the positive work that is needed to stretch a leg and claim that despite these
simplifications, the most energy efficient gait that follows from their model corresponds with a human gait.
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Figure 2: The arm r determines the knee torque

3.1 The model without double support phase
The movement of one step If we would know the force produced by the leg, we could apply Newton’s
second law to derive the second order equation for the movement of the mass m. Since the ground generated
a reaction force, can become infinitely large at the moment a stretched leg impacts with the ground, and since
the length of the leg is bounded by l, we choose a different approach. We assume a leg-length policy δ(β)
where δ : [−π, π] → [0, 1] and where β is the angle between telescopic leg with vertical axis, see Figure
1. We use the leg-length policy to determine the radial force Fr on the leg and a force Ft perpendicular
to Fr . Note that Ft works perpendicular to leg while the path of the mass m need not be perpendicular to
the leg because the length of the leg is changing. Using the force Ft , we can determine the movement xt
perpendicular to leg which is given by:
d2 xt
dt
Ft is determined by the component of the gravity working perpendicular to the stance leg: mg sin β and
t
the friction: b dx
dt . Note that we assume the friction to be linear in the speed. The air friction maybe assumed
to be linear because of the low walking speed.
Ft = ma = m

d2 xt
b dxt
+
− g sin β = 0
dt2
m dt
We can transform this movement in a change of the angle β using:
dβ =
Therefore,

dxt
dt
d2 xt
dt2

=
=
=

This result in:
d2 β
dt2

+

1 dδ(β)
δ(β) dβ



(1)

dxt
δ(β)l

δ(β)l dβ
dt
dβ
d2 β
l dδ(β)
dt 
dt +δ(β)l dt2
2
2
dβ
l dδ(β)
+ δ(β)l ddtβ2
dβ
dt
dβ
dt

2

+

b dβ
m dt

−

g
δ(β)l

sin β

=

0

To solve this second order differential equation using a program such as M ATLAB, the equation must be
reformulated into a system of first order differential equations.
dω
dt
dβ
dt

=
=

1 dδ(β) 2
− δ(β)
dβ ω −
ω

b
mω

+

g
δ(β)l

sin β

(2)

The length of the stance leg at the beginning and the end of a step, denoted by l1 and l2 respectively,
need not be the same. We therefore need to know the angle β at the beginning and the end of a step, denoted
by β1 and β2 respectively, given a fixed step size s. The leg policy should describe the changes in the leglength between these angles. To determine the angles β1 and β2 , we apply the cosine-rule, which gives us
α = 0.5π − β. Hence,
s2 +l2 −l2
s2 +l2 −l2
β1 = arcsin 2sl11 2
β2 = arcsin 2sl22 1
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Forces on the stance leg The solution of the above presented system of differential equations enables us
to determine the radial force the stance leg. This force together with the leg-length policy δ(β) determines
the energy consumption of the knee joint of the stance leg. The radial force consists of a gravitational
component and a component needed to accelerate the the mass in the direction of the radius. The former is a
reaction force equal to: G cos β, and the latter is determined by the second derivative of the leg-length, that
is, it is determined by the the second derivative of the leg policy:
dlδ(β)
dt
2

d lδ(β)
dt2

So,

dβ
= l dδ(β)
dβ dt  
2
2
δ(β) dβ
= l d dβ
+
2
dt

Fr = mg cos β + ml

d2 δ(β)
dβ 2



dβ
dt

dδ(β) d2 β
dβ dt2

2



dδ(β) d2 β
+
dβ dt2

!

When the foot of the robot impacts with the ground at the beginning of a step, the direction in which the
mass m is moving may change. Since the change in direction is instantaneous, no energy is transferred to
the mass. The conservation law of kinetic energy now implies that the speed of the mass may not change
the moment the foot impacts with the ground. For a gait without acceleration, this implies that the speed of
m at the beginning and end of a step must be the same.
Also the conservation law of momentum applies. The sum of the momentum before and after the foot
impacts with the ground must be 0. This does not imply that the impulse generated by the reaction force
of the leg when it impacts with the ground is 0. This impulse causes the change in the direction of m. The
impulse generated by the reaction force of the leg is determined by the change in speed of m in the direction
of the new stance leg:
Ir = vr,b m − vr,e m

The subscript r denotes the radial direction of the leg, the subscript b denotes the beginning of a step and the
subscript e the end. After the foot impacts with the ground, the speed in the direction of the leg is:
vr,b =

dlδ(β)
(tb )
dt

Before the foot impacts with the ground we have to calculate the component of the speed in the direction of
the new stance leg. We first calculate the speed in the x and z direction of the Cartesian coordinate system.
vt = lδ(β) dβ
dt

vr =

dlδ(β)
dt

dβ
= l dδ(β)
dβ dt

vx = vt cos(β) + vr sin(β) vz = vt sin(β) + vr cos(β)

So, impulse produced by the leg becomes:
Ir = m(vr,b − (vx,e sin(βb ) + vz,e cos(βb )))
R
The impulse is also equal to: Ir = Fr dt, which enables us to calculate the force on the leg. In
an ideal situation the impact time with the ground is infinitely small implying an infinitely large reaction
force produced by the leg on the mass m. In practice material always bends or compresses somewhat. This
increases the impact time and thereby reduces the reaction force of the leg. Although the force will now be
finite, even if we would know the impact time, we cannot calculate it. We therefore make the simplifying
assumption that the reaction force is constant during the impact. Moreover, we assume that the impact time
is 10 ms. These assumptions make it possible to calculate the force on the leg over time.
The energy consumption To calculate the energy consumption of the robot, we make use of the fact that
the robot has to bend its leg at the knee joint in order to shorten the leg. The energy consumption is assumed
to be proportional with the torque of these joints. So, a stretched leg requires no energy while an almost
completely bended leg requires a maximum amount of energy. The experiment with a Nao described in Subsection 4.1, confirmed our consumption that the torque on the knee joint determines its energy consumption.
We will use this observation to determine the energy consumption in the model.
Let δ(β) ∈ [0, 1] be the percentage of shortening the
p leg. Then we must determine the arm r (see Fig.3)
in order to calculate the torque. This gives us: r = 12 l 1 − δ(β)2 .
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The radial force Fr acting on the mass m can become infinitely high if the is completely stretched while
impacting with the ground. So, keeping the leg stretched which implying r = 0 minimizes the energy
consumption. Also no energy is provided to the system, and therefore, because of the friction, the robot will
not continue walking. To provide energy, the leg must bend and stretch again. The energy is used to provide
the necessary torque and the positive work of lifting the mass m when stretching the leg. We conducted
an experiment in which we measured the energy consumption while bending and stretching both legs is the
upright standing position for different torque values. Based on experiments with the Nao robot, we will
assume that the work can be ignored. Therefore, we define the energy consumption as:
Z 21 T
1 p
E=
l 1 − δ(β)2 Fr dt
− 12 T 2

In this equation, the shortening of the leg δ(β) ∈ [0, 1] is the policy that is used to control the gait. This
policy should ensure the Nao keeps walking with minimal energy consumption.

3.2

Adding the double support phase

We extended the model described in the previous subsection with double support phase. We stop the single
support phase at 75% of a step; i.e., at the angle β1 + 0.75(β2 − β1 ) where β1 and β2 are the begin and the
end angle, respectively, of the the stance leg during a step. From this moment the swing leg will also be on
the ground, thereby influencing the movement of the mass m.
We need a way to describe the influence of the swing leg on the mass in DSP. But We can not do that
by just simply applying leg-length policy for the swing leg in the double support phase. Given the step size
s and the leg-length policy δ(β) of the stance leg, the length leg of the swing leg is fixed. Prescribing this
length of the swing leg by a policy, creates a rigid triangle in which the mass m can no longer mover freely.
We therefore choose to let the mass m move freely given the leg-length policy of the stance leg and use a
force policy for the swing leg in the double support phase. So the length of the swing leg is determined
by the leg-length policy of the stance leg and the step size, but force the swing leg executes on the mass is
determined by the force policy of the swing leg. This force may influence the forward speed of the mass m.
The force policy γ(β 0 ) where γ : [−π, π] → [0, 1] and where β 0 is the angle of the swing leg with the
vertical axis, will be expressed as a percentage of the force Fr on the stance leg. Fr is the force on the stance
leg caused be gravity and by changes in the length of the stance leg. The force Fs generated by the swing
leg causes a force Fo in the opposite direction of Fr and a force Fp perpendicular to the swing leg. The
force policy γ(β 0 ) determines Fo = γ(β 0 )Fr , and thereby the force generated by the swing leg Fs and the
force Fp . Note that the angle β of the stance leg with the vertical axis, the leg-length policy δ(β), and the
step size, determines the angle β 0 of the swing leg with the vertical axis.
We can now derive the following differential equations for the movement of the mass m in the DSP:
 2
1 − γ(β) tan(β + β 0 )
1 dδ(β) dβ
b dβ
d2 β
+
−
g sin β = 0
(3)
+
2
dt
δ(β) dβ
dt
m dt
δ(β)l

4

Experiments

Torque As mentioned in the introduction, we assume that the energy consumption of a gait is determined
by the torque on the knee joint. We can ignore the torque on the ankle joint, because we assume a gait with
dynamic stability. Since the upper part of body is balanced above the hip joint, ideally, no torque is required
in the hip joint. Experiment on the Nao by Kulk and Welsh [13] confirms the assumption about the ankle and
hip joints. Moreover they show that the knee joint provides the main contribution to the energy consumption
of a walk.
In an experiment with a Nao, we investigated the relation between the torque and the energy consumption
of the knee joint. We changed the position of the Nao from standing upright (knee angle = 180 ◦ ) to a
position where the angle is around 90◦ . We kept the Nao for a while in this position after which we let
the Nao move back to the upright position. During this exercise, we monitored the current of a knee joint.
When standing upright it is around 0.2A, and decreases to 0.1A during the bending of the knees. In the fixed
bended position, the current is 0.7A. Finally, when the Nao moves back to the upright position, the current
gradually drops from 0.7A to 0.2A. During these experiment “Smart Stiffness” was switched on. Based on
this experiment, we conclude that the torque determine energy consumption and that the positive work can
be ignored.
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resolution of eight intervals, to find an optimal policy that minimizes the power usage.
Figure 3 shows that a slightly bended leg which is subsequently stretched to the maximum length results
in the energy efficient gait. The optimal policy keeps the leg stretched during the remainder of the step. The
energy consumption of this policy for one step is 0.011. Figure 3 also shows a relatively large peak force on
the leg, which results from the impulse when leg hits the ground.
Figure 4 shows the energy consumption of the inverted pendulum model for one step. The total energy
consumption is 0.98, which is 89 times more than the energy consumption of the optimal gait.

Optimal leg-length and force policy in the presence of a double support phase In the series of experiment, we generated a large number of leg-length and force policies. We divided the a step into eight
intervals and chose a leg-length percentage for the beginning (end) of each interval. Next we determined a
polynomial for the leg-length policy through these points using the cubic spline method. Furthermore, we
divided the double support phase in to four intervals and chose a force percentage or the beginning (end) of
each interval. Next we determined a polynomial for the force policy through these points using the cubic
spline method. We repeat the process to investigate all possible combination of leg-length and force policies
to find an optimal combination that minimizes the power usage.
The experiments showed that the optimal leg-length policy is the same as the leg-length policy for the
gait without DSP, see Figure 3. The optimal force policy is the policy that sets the force generated by the
swing leg to zero till the end of the DSP. This implies that the force generate by the swing leg in the DSP
will only be determined by requirement of the sideway stability.
An implementation on a Nao humanoid robot We implemented the energy optimal gait on the Nao and
compared the energy consumption of this new gait with the energy consumption of the standard gait of the
Nao. The step size of the new gait was set to 6cm. We did not yet address the sideway stability and therefore
used an ad hoc solution. We investigated two versions of the new gait. In the first version of the new gait the
Nao walks 4.4 times faster than the standard gait. However, the sideway stability is extremely problematic.
Next we implemented another and more stable version of the new gait in which the Nao walks only 1.5 times
faster than the standard gait. Table 1 shows the energy consumption of the knee joints, the ankle joints and
the total energy consumption of the standard gait and the two versions of the new gait. The table shows that
the new fast gait reduces the energy consumption of the knee joints with 25%, the energy consumption of
the ankle joints with 29%, and the total energy with 27%. Note that the ankle joint still consumes energy in
the new gait. For stability issues it was necessary to execute some force with the ankle joints in the SSP. The
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energy consumption of the new slow gaits is 18.7% higher than fast gait, but still reduces the total energy
consumption with 11.1% w.r.t. the standard gait. A video of the experiment showing the new slow gait can
be found on Youtube:http://youtu.be/TaBaENZRo2s.
gait
new gait (fast)
new gait (slow)
standard gait

energy knee joint
0.5292
0.6013
0.7091

energy ankle joint
0.3565
0.4211
0.5011

total energy
0.8857
1.089
1.2102

walking speed (m/s)
0.075
0.025
0.017

Table 1: The average energy consumption walking speed of the new and the standard gait of the Nao robot.

5

Conclusion

We introduced a refined inverted pendulum biped model with telescopic legs for humanoid robots such as
a Nao robot. We used this model to identify a leg-length policy that minimizes the energy consumption
of a gait. We compare the energy consumption of the energy optimal gait with the energy consumption of
gait based on the linear inverted pendulum model. We also implemented the new gait on a Nao robot and
compared the energy consumption with the energy consumption of the standard gait. In all cases, the new
gait is more efficient. Moreover, the Nao walks almost five times faster with the new gait at full speed mode.
Future Work In our future work we will fine-tune the implementation of the new gait on the Nao. Moreover, we will apply a similar analysis as described in this paper for the sideway stability. Finally we will
develop an adaptive controller for the gait an the sideway stability that learns to fine-tune its parameters and
can cope with uneven surfaces.
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Abstract

In legal reasoning the Bayesian network approach has gained increasingly more attention over the last
years due to the increase in scientific forensic evidence. It can however be questioned how meaningful a
Bayesian network is in terms that are easily comprehensible by judges and lawyers. Argumentation models, which represent arguments and defeat, are arguably closer to their natural way of arguing and therefore
potentially more easy to understand for lawyers and judges. The automated extraction of rules, arguments
and counter-arguments from Bayesian networks will facilitate the communication between lawyers and
judges on the one hand and forensic experts on the other. In this paper we propose a method to automatically extract inference rules and undercutters from Bayesian networks from which arguments can
subsequently be constructed.

1 Introduction
One of the major problems in legal reasoning about evidence is that lawyers and judges have difficulties
with the interpretation of statistical evidence. The growing popularity of scientific evidence such as DNA
and fingerprint matching poses a serious challenge. A need for scientifically founded methods to assess the
value of probabilistic evidence has arisen. This is illustrated by some of the recent miscarriages of justice,
see for instance the notorious cases of Sally Clark and Lucia de Berk.
There are a number of different modelling methods for evidential reasoning that have gained popularity over the last years. Closest to the nature of probabilistic evidence is the approach based on Bayesian
networks (BN’s). A Bayesian network completely defines the probability distribution over all variables of
interest. That is, given a Bayesian network any probability over its variables can be calculated. Forensic
scientists often use Bayesian network models to model their findings [3, 4, 8, 12].
A drawback of the use of Bayesian networks is that a BN’s meaning is not very intuitive and therefore
hard to understand. Supporters of this approach often argue that the structure of the graph is an intuitive
representation of the relation between the variables, but in reality the meaning of the graph is often not
easily explained. This is due to the fact that edges, and in particular the direction of the edges, suggest
causality, but in fact have no intuitive interpretation in Bayesian networks.
An alternative way of modelling such evidence is presented by research in argumentation. Argument
models are presumably more intuitive and natural to follow for lawyers and judges. Reasoning about arguments, inferences and counter arguments is something that requires less mathematical insight for judges and
lawyers to understand.
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In this paper1 we will combine Bayesian networks and argumentation in order to bridge the gap between
forensic and legal experts. We do so by proposing a method to extract arguments and counterarguments from
a Bayesian network. This research is an explorative first step into the combination two modelling methods.
The resulting understanding is necessary to facilitate reasoning with statistical evidence in law.
Inspiration for this approach was taken from Vreeswijk [14] and Williams and Williamson [15]. Some
similarities and differences will be discussed in Section 5. We focus on the construction of arguments from
a BN as opposed to, for instance, Lacave and Dı́ez [6, 7] who have proposed other kinds of explanation
methods for Bayesian networks.
In Section 2 the concepts from the fields of argumentation and Bayesian networks will be briefly introduced. Section 3 describes our method to extract arguments and undercutters from a BN, followed by an
example in Section 4 to illustrate how this method handles different aspects of probabilistic reasoning. We
will reflect on the method and compare it to the work of others in the discussion in Section 5.

2

Background

2.1

Argumentation

As mentioned, we are interested in arguments about a legal case for which we have a Bayesian network
model. Various methods exist to obtain such a network but that is not the topic of this paper. In general
arguments consist of inference rules which have a conclusion and one or more premises. Traditionally these
inference rules are deductive, which means that the conclusion cannot be false whenever the premise is true.
Starting with work of Pollock [11], defeasible reasoning has gained popularity. Defeasible arguments or
inference rules are not strict in the sense that their conclusion may prove to be false in the future even when
their premise is true. Their premise merely indicates the truth of their conclusion until further information is
added. Rules that are not strict but defeasible are written as r : ϕ ⇒ ψ. Strict rules are written as r : ϕ → ψ.
Inference rules can be combined into arguments. Where inference rules are the atomic steps of reasoning,
arguments represent the broader reasoning. We will adhere to the ASPIC+ framework for argumentation [9].
We will construct arguments with both strict and defeasible rules and we use preferences to resolve conflict.
The ASPIC+ framework is most suitable for this situation. We will only discuss the informal intuition of
the framework and refer the interested reader to the work of Modgil and Prakken [9] for a formal account of
these matters. The ASPIC+ framework takes the following as input:
•
•
•
•
•

a logical language L
a unary negation function that maps language elements to their opposites.
defeasible rules with a ≤ relation defined over them
strict rules
a knowledge base: K ⊆ L.

The advantage of this approach is that once the notions of inference and undercut2 are defined the
framework defines the arguments that can be constructed and how they attack and defeat (successfully
attack) each other. In the ASPIC+ framework an argument is either:
• an item from the knowledge base
• the application of a strict rule to the conclusion of one or more existing arguments
• the application of a defeasible rule to the conclusion of one or more existing arguments
ASPIC+ combines inferences into arguments by connecting the conclusions of one or more arguments to the
premises of an inference rule. As such, an argument can be seen as a tree of inferences where each subtree
represents a subargument.
1 This research is part of an NWO forensic science project (http://www.ai.rug.nl/ verheij/nwofs/), which aims to
˜
combine Bayesian networks with narrative approaches [13] and argumentation. This builds on the work of Bex [1] who combined
narrative and argumentation models.
2 Note that the framework also has a notion of undercutter that follows closely from the undercutting or inference rules.

200

BNAIC 2013

FULL PAPERS (A)

Three modes of attack amongst arguments are distinguished: ‘rebuttal’, ‘undermining’ and ‘undercutting’. A rebuttal of an argument is the contradiction of its conclusion or the conclusion of one of its subarguments. The second way to attack an argument is to show that one of the premises is false. This method
of attacking an argument is called undermining. The third way in which an argument can be defeated is
to directly attack the inference itself. To say that an inference is not valid (or does not hold in the specific
case) voids the argument. This is called undercutting an argument. An undercutter of an argument is another argument that invalidates the application of the defeasible rule in that argument. We abuse language
to refer to an inference rule which negates another inference rule as an undercutter as well, although such
an inference rule is formally not an argument by itself. To express the validity or invalidity of an inference
ASPIC+ assumes a function that maps defeasible inferences to names in the object language. When we
write an inference rule r : ϕ ⇒ ψ, the variable r will be the name of the inference rule. This enables us to
reason about undercutters. Undercutting always succeed and will therefore always result in defeat. This is
not true for rebutting and undermining. A rebuttal will succeed when it is not itself rebutted by the attacked
argument. A similar condition holds for underminders. Otherwise the success of the rebuttal or underminer
is determined by an admissible argument ordering. A commonly used ordering that we will adhere to is the
so called weakest-link principle that orders arguments on the strength of the weakest defeasible rule in the
argument. The set of successful attacks defines the defeat relation. These attacks are used to apply Dung
semantics [2].

2.2 Bayesian networks
In probability theory models are specified in terms of variables. In probabilistic legal reasoning, for instance,
a variable could be used to model whether or not two fingerprints match. It is not uncommon to model certain
aspects of the psychological state of the suspect as a probabilistic variable as well. All of the above examples
are discrete variables with two possible values, but variables with three or more values are also possible.
These values are mutually exclusive (at most one is true at once) and collectively exhaustive (at least one is
true). For simplicity, only binary-valued variables will be considered from here on. A probability distribution
over a number of variables defines the probability of every possible combination of value assignments to
these variables. Without additional information it is impossible to characterize a probability distribution
in any more efficient way than to enumerate all possible instantiations with their respective probabilities.
However, in practice additional information is often available in the form of probabilistic independences.
Two variables A and B are said to be independent when P (A) = P (A|B), or equivalently if P (B) =
P (B|A). Two variables A and B can also be independent given a set X of other variables. This is the case
when P (A|X) = P (A|BX).
A Bayesian network [10] is a model that represents a probability distribution that satisfies a certain
independence relation. It consists of a directed graph with one node for every variable. The nodes are connected by directed edges. To define the full joint probability distribution (P (ABC . . .)) only the conditional
probabilities of the variables given their parents in the graph are required:
Y
P (ABC . . .) =
P (X|parents(X))
(1)
X∈{A,B,C,...}

Independence between variables can be read from the graph by means of so called d-separation. Two
variables X and Y are d-separated by a set of observed variables Z iff every trail from X to Y is blocked by
Z. A trail is blocked by a set Z iff either (1) at least one node on the trail which does not have two incoming
edges on the trail is in Z. (2) or at least one node on the trail which does have two incoming edges on the
trail is in Z or has a descendant in Z. The term d-connected is used as the opposite of d-separated.
Whenever two variables are d-separated according to the graph they must be probabilistically independent. This is known as the d-separation criterion and it justifies the above factorisation of the probability
distribution.
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Extracting rules and undercutters from a Bayesian network

In this Section we will describe a method to extract inference rules and undercutters of those rules from a
Bayesian network. In Section 4 we will show what kind of arguments can be built from these inferences.
One of the difficulties with argumentation is that it is hard to capture the strength of an inference rule. More
specifically, it is hard to decide what rules (and therefore which arguments) must have precedence. We will
use a probabilistic method to allow for a numerical valuation of inferential strength. From this numerical
strength an ordering of inference rules is easy to obtain.

3.1

Inference rules and strength

We will consider every pair of value assignments as a candidate for a rule. The first value assignment is the
premise, the second the conclusion. We immediately exclude all rules for which the variables of the premise
and the conclusion are the same or d-separated. For simplicity we will consider inference rules with a single
premise from here onwards.
Since we assumed that nodes are binary we can refer to the positive outcome of a variable A as a and to
the negative outcome as ¬a. An inference rule is then a statement of the form ϕ ⇒ ψ, where ϕ and ψ are
propositions derived from two different variables in the network. So, both ϕ and ψ can be statements like
‘variable A has value a’ or ‘variable B has value ¬b’. We will use the shorthand notation ¬ϕ to denote the
other value of the same variable.
We are interested in the strength of inferences so we need a measure of inferential strength that is based
on the probability distribution defined by the Bayesian network. Note that this measure of strength is based
on the probabilities encoded in the network and not on the independence relation that is modelled by the BN
graph. Consider an inference rule ϕ ⇒ ψ.We will adhere to the following definition of inferential strength
s(r) of rule r : ϕ ⇒ ψ:
P (ψ|ϕ)
(2)
s(r) =
P (ψ|¬ϕ)
If we interpret probabilities as degrees of belief then this expresses the factor by which our belief in the
consequent grows when the evidence is changed from false to true. Many alternative measures of strength
are imaginable and we will briefly discuss a number of them in Section 5.

3.2

Undercutters of rules

The rules that have a high strength according to the definition above are still defeasible in the sense that
other observations may weaken or even completely nullify the positive effect of ϕ on ψ. How then can these
inferences be attacked? We will say that a value assignment ρ undercuts the rule ϕ ⇒ ψ when the measure
of strength no longer yields a strength above one when both probabilities are conditioned on ρ as well. For
instance, for the measure of strength as described above, we consider the fraction
u(r, ρ) =

P (ψ|ρϕ)
P (ψ|ρ¬ϕ)

(3)

When this fraction is less than one we will conclude that ρ undercuts the inference from ϕ to ψ. This then
yields a method to extract undercutters of inference rules. Undercutters, as opposed to the inference rules,
do not need a strength since they always succeed.

3.3

Extraction algorithm

Given a Bayesian network we are now interested in inference rules (and ultimately arguments) that follow
from that network. We have identified what an inference rule is and how it probabilistically relates to the
model. We will now describe how these inference rules and undercutters can be extracted from a Bayesian
network. The process is algorithmically split in two phases. In the first phase all candidates are enumerated
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and in the second phase the ones with an insufficient strength (less than or equal to one with our choice of
s(r), since at a value of one the influence turns from positive to negative) are discarded. The enumeration of
candidates takes place by combining every possible variable value as a premise with every possible variable
value as a conclusion. Of course, pairs of value assignments to the same variable are not considered and
neither are value assignments to nodes that are d-separated (and therefore probabilistically independent).
To summarize, the general structure of the algorithm to extract inference is presented as pseudo-code in
Figure 1a.
input : Bayesian network G with nodes N
output: defeasible inference rules R
for N1 ∈ N do
for N2 ∈ N , N1 6= N2 do
if not d-separated(N1 ,N2 ) then
for v1 ∈ values(N1 ) do
for v2 ∈ values(N2 ) do
r ← (v1 ⇒ v2 );
if s(r) > 1 then
add this rule r to R

input : defeasible rules R
output: Undercutters U
for r : ϕ ⇒ ψ ∈ R do
for ρ ∈
d-connected-variables(ψ|ϕ) do
if u(r, ρ) ≤ 1 then
add undercutter ρ → ¬r to U
(b) Peudo-code to extract undercutters of rules.

(a) Pseudo-code to extract inference rules.

Figure 1: pseudo code for the extraction of inference rules and undercutters.
We do something very similar for undercutters. For every rule we try to find undercutters by considering
every possible single variable assignment as a candidate to be an undercutter. So, for every rule ϕ ⇒ ψ
all possible value assignments ρ to other variables are considered as a candidate undercutter. Here again,
we discard the undercutters that are probabilistically independent of the conclusion ψ given the premise. In
pseudo-code the algorithm to extract undercutters is given in Figure 1b.

3.4

Argument construction

With the extracted inference rules and undercutters, we proceed by constructing arguments using the ASPIC+
framework. This means that we have to define the different elements of the argumentation framework.
• for the logical language L we take all value assignments to a node. The language will also contain an
element r for every extracted defeasible rule that represents the validity of that rule.
• the negation function maps every value assignment onto the other value assignment of the same node.
• the extracted inference rules are used as the defeasible rules. The ordering follows naturally from the
strength of the rules.
• undercutters are captured in strict rules.
• the knowledge base contains the set of observed variable values. To be able to speculate about variables that are not observed we add both values of these nodes to the knowledge base as well. In
other contexts it may be more appropriate to model these differently. For instance as a social kind of
‘ordinary’ knowledge or as defeasible rule without a premise.

4

Example case

To show the result of the described method we present a small fictive case. The network is shown in Figure 2 together with the extracted arguments. It represents part of a fictive case about the location of a suspect
and two pieces of evidence related to this location. We suppose that the outcomes of the DNA matching
test and the cell phone localization are observed as well as the amount of DNA in the sample, but to illustrate the approach we add these one by one to show how the resulting arguments change. Let us first
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Cell
(phone distance to c.s.)
present absent
near
0.8
0.01
far
0.2
0.99
Location
(of suspect at time T)
crime scene
0.1
elsewhere
0.9

Amount
(of DNA in sample)
small
0.2
large
0.8

DNA
(outcome of the profile matching)
present
absent
small large small large
match
0.7
0.9
0.8
0.01
no match
0.3
0.1
0.2
0.99

(a) Example Bayesian network representing the suspect’s
presence at the crime scene, two possible pieces of evidence (a DNA test and the location of the suspect’s cell
phone at the time of the crime) and the amount of DNA
that was recovered from the DNA trace.

small

no match

large

near

far

41

8.0

12

80

match

20

crime
scene

12

9.7

elsewhere

(b) The inference rules and their strength extracted from
the example BN. Every inference rule is displayed as an
arrow with a small circle halfway that states the strength.
undercutters are displayed as a dashed, cross-tipped arrow
pointing to the circle of the inference. Only inferences
with a strength greater than five are shown to prevent visual clutter. As a result several rules, such as for example
no match⇒large, are not visible in the graph.

Figure 2: The example network and the extracted inference rules visually represented.
assume that DNA=match and Amount=small were observed. This evidence is entered by adding it to the
knowledge base K. Some arguments can already be built with this knowledge. For instance, with the rule
DNA=match⇒Location=crime scene we can derive an argument with the conclusion Location=crime scene.
This argument can be undercut by an argument for Amount=small. Both arguments and their undercutting
attack are shown in Figure 3.
Amount=small
DNA=match

Location=crime scene

Amount=small
DNA=match

Location=crime scene

Figure 3: The upper argument undercuts the lower.

Cell=far

Location=elsewhere

Figure 4: A rebuttal is added for the location of the
suspect.

Let us now add the evidence for the cell phone location. We suppose that the cell was observed by a
GSM tower far away from the crime scene. A third argument can thus be constructed from Cell=far to
Location=elsewhere. This is Visualised in Figure 4. Since Location=elsewhere and Location=crime scene
are both values of the same node they negate each other and will therefore also rebut each other. As we
have described, the ASPIC+ framework resolves this bidirectional attack by comparing the arguments on
their weakest inference rule. So, besides for the selection of rules, the strengths of inferences are used
again to determine argument defeat. In this particular case the argument for Location=crime scene defeats
the argument for Location=elsewhere. The resulting defeat relation between the arguments is shown in
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Figure 5. Note that here we have drawn all arguments including the trivial sub-arguments (B and D) for
DNA=match and Cell=far. These arguments do not play a role in the defeat relation but we show them for
completeness because without them the arguments C and E could not exist.
To these arguments and the defeat relation we can apply any Dung-style semantics [2]. The set {A, B,
D, E} is a grounded, stable and preferred extension of the argument framework. This means that argument
E, although it defeats C, will be defended by A. We can also see that the sub-argument B is by itself not
incompatible with A and therefore the conclusion E can be accepted without disregarding any evidence.
The posterior probability P (absent|match, small, far), which we can calculate with a traditional Bayesian
network approach, is 0.98. The outcome of the argumentation approach is thus in accordance with what was
to be expected from the Bayesian network.
B

A

D

C

E

Figure 5: The abstract argument graph with the defeat
relation. A is the argument for Amount=small, C is the
argument for Location=crime scene and E is de argument for Location=elsewhere. Arguments B and D
are the sub-arguments for DNA=match and Cell=far.

5 Conclusions
We have described how inference rules can be extracted from a Bayesian network and combined into arguments using APIC+. This is an important step in the connection between two of the approaches of reasoning
with evidence. From the Bayesian approach we inherit the possibility to express properties in a numerical
way and from the argumentation approach we inherit the notion of argument and attack.
We used one particular measure of strength to illustrate the approach but any other measure of strength
could easily be substituted. Many alternatives to this measure of strength exist. Which measure is most
(ϕ|ψ)
,
appropriate must be decided by further research. Possibilities for this choice include P (ψ|ϕ), PP(ϕ|¬ψ)
P (ψ|ϕ) − P (ψ|¬ϕ) and
vantages.

5.1

P (ψ|ϕ)
P (ψ) ,

but many more are imaginable and all have certain advantages and disad-

Related work

The idea to use Bayesian networks to assist the process of argument selection is not new. Williams and
Williamson [15] have also proposed a method to select strong probabilistic arguments. Vreeswijk [14]
has proposed a method to extract arguments from Bayesian networks. What our approach shares with the
mentioned methods is that we take node values as the premises and conclusions of the inference rules.
However, we introduce a method for extracting inference rules from Bayesian networks, which eliminates a
number of shortcomings in Vreeswijk’s approach. For instance, Vreeswijk’s method only extracts inference
rules in the direction of the arc in the network, which is not sufficient because the arcs in a Bayesian network
do not necessarily bear inferential information.
One of the key differences with the work of Williams and Williamson is that they consider every inference rule to be either strong or unacceptable. They just check that P (ψ|ϕ) is greater than P (ψ|¬ϕ). In
our method inference rules can be compared on the basis of their strengths. In addition, it seems from their
examples that they only consider pairs of variables that have a parent-child relation in the graph, but it is not
specified how they select the candidate rules for inferences. They also have an ambiguity in the definition
of the extraction rule. The already extracted rules can prevent certain other rules from being discovered.
Therefore the order in which they are added is important, but this order is left unspecified.
A similar approach to ours has been taken by Keppens [5] who proposes a method to construct so called
Argument Diagrams from Bayesian Networks. A key difference is that Argument Diagrams express only
one view on the case whereas an Argumentation System can express argument for different views on the
case.
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Future research

The approach should be extended to handle rules with more than one premise. Very often it is the combination of factors that causes the effect while neither of the individual factors could produce the same effect.
The influence of the choice of Dung semantics should be investigated since this will certainly make a
difference in the final results.
Currently, the strengths of rules are computed from the prior network and therefore do not include the
effects of evidence on strength. As a result, some arguments may remain undetected. In the near future we
plan to extend our method to include the updating of strengths upon entering evidence.
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Abstract
We describe a system that estimates when an event is going to happen from a stream of microtexts on
Twitter referring to that event. Using a Twitter archive and 60 known football events, we train machine
learning classifiers to map unseen tweets onto discrete time segments. The time period before the event
is automatically segmented; the accuracy with which tweets can be classified into these segments determines the error (RMSE) of the time-to-event prediction. In a cross-validation experiment we observe that
support vector machines with χ2 feature selection attain the lowest prediction error of 52.3 hours off. In
a comparison with human subjects, humans produce a larger error, but recognize more tweets as posted
before the event; the machine-learning approach more often misclassifies a ‘before’ tweet as posted during
or after the event.

1

Introduction

Twitter1 is a microblogging service for posting messages, or tweets, with a maximum length of 140 characters. As one of the key social media it has gained immense popularity in recent years. Users of Twitter
often communicate what they did in the past, are doing at the moment, or will be doing in the future. In
our research we study a property of a specific subtype of tweets, anticipatory tweets that refer to a future
event, in order to estimate the point in time at which the referred to event will take place. Such estimates,
in combination with some aggregation or ranking, could be used to generate a forecast of future events. A
system like this could assist journalists, the police, and the public in being prepared for events that are still
several days or weeks in the future.
Our approach is to first collect tweets about events that already happened, and of which we know when.
For each tweet we identify its time of posting relative to the event and then train a machine learning classifier
to map unseen tweets onto discrete periods. Previous research [4] showed that tweets posted before event
start time can accurately be distinguished from tweets during and after an event. However, a classification
with a higher specificity than ‘before’ needs to be made in order to estimate the time-to-event. In [3] the
time-to-event in hours was estimated, resulting in a performance that was at best 43 hours off on average.
As it is hard to map tweets onto a specific time-to-event in hours, in the current research tweets within
the ‘before’ category are divided into broader time categories spanning a multitude of hours. Given the
imbalanced distribution of tweets referring to an event over time (the large majority of tweets is posted right
before, during or right after an event), the segmentation of time categories is not a trivial matter. Therefore,
two different segmentation methods were compared: left branching and k-means clustering.
1 http://twitter.com
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Related research

Social media has become a popular domain in text mining. Unique advantages of Twitter as a development
platform are the actuality of tweets, their rich metadata (on user, time, and optionally location), their large
quantity, and information-rich communicative conventions such as hashtags. On the other hand, when seen
as a single medium, Twitter is highly fragmented into short, often noisy messages carrying a large amount
of redundant information. Tweets also have the tendency to be self-contained, which means they usually
only have a simple discourse and pragmatic structure [6].
In this research we aim to benefit from the information, quantity and especially temporal metadata of
tweets in order to make accurate time-to-event predictions, preferably days ahead of the start of an event.
The works of Ritter et al. [6] and Weerkamp and De Rijke [8] are most comparable to this aim. Ritter et al.
[6] train on annotated open-domain event mentions in tweets in order to create a calendar of events based
on explicit date mentions and words typical of the event, such as named entities. In comparison, we focus
on tweets with the same designated hashtag for an event and use these to decide if and when the event will
take place in the future. Furthermore, we differentiate between the time-to-event of tweets and apply this
in a machine learning framework, taking into account any word indication of the time-to-event rather than
merely date or entity mentions, and make estimations for each separate tweet. Weerkamp and De Rijke [8]
study anticipation in tweets, focusing on personal activities in the very near future. While they also look at
future mentions of events, they do not predict the time itself.

3

Experimental set-up

3.1

Data

For this study we focus on football matches played in the Eredivisie2 as events. They usually generate a
sufficient amount of tweets, occur frequently, and for each match there is a distinctive hashtag by convention
(‘#feyaja’ for a match between Feyenoord and Ajax, Feyenoord being the home team). We harvested tweets
by means of twiqs.nl, a database of Dutch tweets from December 2010 onwards. We selected the top 6
teams of the league (Ajax, AZ, FC Twente, FC Utrecht, Feyenoord and PSV) and queried tweets referring
to all matches played between them in the years 2011 and 2012, which resulted in 60 matches. Querying
was done based on the conventional hashtag for each match, with a restricted search space of three weeks
before and after the match. This restriction was to make sure that the events mentioned in the tweets were
referring to the same match, and not a match played between the same home and away team on a different
time but having the same hashtag. The harvesting resulted in 703,767 tweets.
During pre-processing all retweets were filtered, reducing the total amount to 406,517 tweets. A retweet
is a reply to a tweet that includes the original message and a variant of the term ‘RT’. We removed them
primarily because they can be posted several days after the original tweet while containing the same words.
As features we extracted all uni-, bi- and trigrams of words from the tweets. Unigrams appearing 10
times or less, and bi- and trigrams appearing 40 times or less were filtered from the feature space; the
remaining features are encoded as binary features (a bag-of-n-gram encoding). Additionally the length of
the tweet, rounded at a step size of 5 words, is encoded as an extra numeric feature. This results in a vector
space of 63,810 features.

3.2 Segmenting the ‘before’ category
At the most general level, tweets referring to an event can be divided into the categories ‘before’, ‘during’
and ‘after’. As we are interested in estimating the time-to-event for each tweet at some resolution, the
‘before’ category needs to be divided into more specific time categories. The most straightforward way to
do this would be to distinguish time categories by a fixed length of time. However, as can be seen in Figure 1,
the vast majority of the ‘before’ tweets is posted during the hours right before the start of an event – note that
2 The

highest-level Dutch football league
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the y-axis of the figure is logarithmic – with an average time between tweet and event of the before tweets
of -32.6 and median of -4. In the final hour before the events we included in our study, 62,000 tweets are
posted, compared to fewer than 7,500 during the sixth hour before the event. Thus, when splitting the data
into fixed time segments longer than a few hours, almost all tweets would be residing in the category closest
to event time. Another straightforward way would be to distinguish categories by a fixed number of tweets,
but then a similar problem arises. For example, distinguishing seven categories in this way, the category that
is furthest from event would contain all tweets from 72 hours or longer before event start time. Therefore
we experimented with two alternative division schemes: left branching and k-means clustering.
Applying the left branching scheme, the data is split into progressively longer time categories, where
each split breaks the remaining tail in two. Starting from the ‘before’ category as a whole and moving from
the start of an event backwards, categories are split at the hour where the amount of tweets on both sides
is approximately equal. After each split, the category on the right (closer to event start time) is fixed and
another split is performed on the category on the left. This process is repeated until the most distant time
category is more than 10 days before the start of an event, which results in seven ‘before’ categories. This
division scheme takes into account the imbalanced temporal distribution of the data by making splits based
on frequency, and restricts large variations of time segment lengths by only making splits in a left branching
fashion.
For the k-means clustering division scheme we selected the time categories with the smallest Sum of
the Squared Error (SSE) with respect to their centroids, based on the content-based bag-of-n-gram representation described in the previous subsection. In order to compare k-means clustering to the left branching
approach, we fixed the number of time categories to 7. Starting with 7 arbitrary time categories, their centroid and the Euclidean distance of each instance to the centroids are computed. Instances are assigned
to the category with the nearest centroid, and the SSE with respect to the centroids is recomputed for the
new division. This process is repeated until the SSE stops decreasing. In comparison to the left-branching
scheme, k-means clustering takes into account both the content and the distribution of tweets. This way,
time segments that are more coherent (possibly in a contextually meaningful way) will be favoured.
The time categories resulting from the two categorization schemes are displayed in Table 1. As can be
seen, k-means clustering leads to more compact time categories close to event start time and less compact
time categories further away from an event, in comparison to the left-branching approach.
Table 1: Resulting segmentations (starting-ending hour and number of tweets, rounded to hundreds) of the two segmentation methods.

Category 0

1

2

3

4

5

6

Left

297 − 219
2,500
266 − 132
7,200

218 − 151
4,800
131 − 69
9,700

150 − 79
9,700
68 − 34
12,400

78 − 32
19,400
33 − 13
22,600

31 − 5
39,100
12 − 4
32,300

4−1
during after
79,700
3−1
during after
71,300

504 − 298
2,300
k-means 504 − 267
2,100

3.3

7

8

Classification

3.3.1 Classifiers
Three machine-learning classifiers were applied to the events split by the two segmentation methods: Naive
Bayes (NB), k-nearest neighbor classification (k-NN), and Support Vector Machines (SVM).
NB is a probabilistic classifier based on the assumption that all features are conditionally independent
of each other, given the class. During training, a model is generated by calculating the prior probability for
each class and the probability of each feature given the different classes. During testing, the probability from
the occurrence of each feature with regards to the class of the instance is calculated. The predicted class of
the instance is the class with the highest probability [5].
k-NN [2] is based on the degree of similarity between instances. Given a test instance, it finds a group
of k instances in the training set that are closest. The majority class of those k instances is assigned to the
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Figure 1: Average number of tweets per hour before and after event starting time. Y-axis is logarithmic.
test instance.
SVM is a robust and generally accurate classification method [9, 1]. In a two-class learning task, the aim
of SVM is to find a decision surface with a maximal margin that best separates the positive from the negative
instances. The instances in the training set closest to the decision surface are called support vectors.
3.3.2

Feature selection

To reduce the feature space and noise represented in the data, we ranked features based on their indicativeness for separating categories. From these we selected the 10,000 highest-ranked features to be used
for classification. Both Information Gain and χ2 were applied to rank features, resulting in 6 classification
systems (3 classifiers × 2 features selection algorithms). Information Gain estimates how much information
the presence of a feature contributes to making the correct classification. χ2 uses the χ2 statistic to evaluate
the individual relevance of a feature with respect to each class, compared to its expected relevance [5].

3.4

Evaluation

To test the performance of our systems, we performed ‘leave-six-events-out cross-validation’, approximating
10-fold cross-validation, and involving repeated splits between 6 events as test data and 54 as training data.
This is repeated 10 times such that each event is used once as test data, and splits were made before the
feature selection step. Folds were split at the event level because it is unrealistic to both train and test on
tweets referring to the same event.
In order to score the amount of time in hours that a system is off in its estimations, we calculated the Root
Mean Squared Error (RMSE), a common metric for evaluating numeric predictions. The sum of the squared
differences between the actual value vi and the predicted value ei of all predictions is calculated, their mean
is computed, and then the square root is taken to produce the RMSE (see equation 1). We calculated the
RMSE for the last element (end point) of the predicted class. For example, when a tweet is posted 78 hours
before an event and the system classifies the tweet with a category that ranges from 266 to 132 hours before
event time, the squared error of this estimation would be (78 − 132)2 .
v
u
N
u1 X
RMSE = t
(vi − ei )2
(1)
N i=1

210

BNAIC 2013

FULL PAPERS (A)

As only the seven ‘before’ categories can be expressed as numeric values, as opposed to the nominal ‘during’
and ‘after’ categories, the RMSE can only be calculated when both the classification and the true label are
one of these seven categories. Therefore, in addition to their RMSE we measured the responsiveness of each
system: the relative amount of occasions where the classifier generated a ‘before’ classification (classifying
with one of the categories 0-6) when it should have. A system with a low RMSE and a high responsiveness
is to be favored over a system with a low RMSE and a low responsiveness.
Apart from RMSE rates, we calculated the F1-score [7] and distance error for each separate category.
While the F1-score is indicative of the correct classification of each category taken individually, the distance
error takes into account the sequential ordering of the categories by executing higher penalties for estimations further off from the actual category. When a tweet should be classified as class 0 but is classified as
class 2, it receives 2 penalty points. This is calculated for each class, and then averaged by the total amount
of tweets in that class. The distance error is an approximation of the RMSE error but still has an intuitive
meaning as indicating how ‘off’ a classifier is in identifying the correct segment in the array of segments.

4 Results
The RMSE and responsiveness are scored for each classification system in the context of the two segmentation methods (see Table 2). While the responsiveness is somewhat higher for systems applied to the
left-branching segmentation scheme, segmenting the ‘before’ class by k-means clustering leads to a better
RMSE for every system, achieving improvements of up to 2.6 hours. The differences are highest for the
Naive Bayes classifier. However, because of the high standard deviations, the difference in performance of
the two categorization schemes is almost negligible.
The SVM classifier outperforms k-NN and NB by several hours, with the lowest RMSE at 52.3. The
responsiveness for SVM is the worst, however, indicating that this classifier has a higher tendency to overpredict the ‘during’ and ‘after’ categories. Naive Bayes (with χ2 ) has the best responsiveness of 82%.
Alternating the Information Gain and χ2 feature selection methods is most influential in the case of
Naive Bayes, for which Information Gain is favourable. On the other hand, SVM achieves a slightly better
performance with χ2 feature selection.
Table 2: RMSE (hours) for the left branching and k-means segmentations. The responsiveness is given in brackets. For
each RMSE score the Standard Deviation (σ) is calculated.
Alg.

Feature Selection

k-NN
k-NN
NB
NB
SVM
SVM

IG
χ2
IG
χ2
IG
χ2

4.1

Left branching
62.7 (.78)
62.1 (.78)
58.9 (.81)
61.0 (.82)
54.8 (.75)
54.2 (.74)

σ

k-means

σ

7.1
6.8
5.2
4.8
5.3
6.0

60.5 (.77)
60.6 (.77)
56.6 (.81)
58.4 (.82)
53.3 (.74)
52.3 (.73)

6.6
6.6
5.3
4.8
5.3
6.4

Difference (left branching - k-means)
2.2
1.5
2.3
2.6
1.5
0.9

Classification of time categories

4.1.1 Left branching
We calculated the per-category F1-score of the different time segments identified by the two segmentation
methods. The scores for the left-branching categories are shown in Table 3. These show that making the
right classification is harder if the event is further away, although categories 0 to 4 do not show a linear
pattern, with the absolute worst performance for category 1. The ‘during’ category has the highest F1-score
(0.72) which is likely to be at least partly due to the fact that the majority of tweets is posted during the
event. The performance of the different systems shows that SVM consistently achieves the highest F1-score
for every category, while Naive Bayes outperforms k-NN for every category but ‘during’.
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Table 3: F1-scores of the left-branching categorization method. The small numbers represent the standard deviations.
Alg.

Feature Selection

k-nn
k-nn
NB
NB
SVM
SVM

IG
χ2
IG
χ2
IG
χ

4.1.2

1

2

before
3

4

5

6

during
7

after
8

MICRO-F1

0
.10 .03
.10 .04
.17 .04
.16 .04
.21 .07
.23 .07

.04 .02
.04 .03
.05 .02
.04 .03
.05 .03
.07 .03

.23 .08
.23 .08
.28 .10
.27 .11
.36 .11
.36 .10

.17 .02
.17 .03
.21 .02
.20 .02
.25 .05
.26 .05

.22 .02
.22 .02
.27 .04
.26 .04
.38 .06
.38 .03

.38 .02
.38 .02
.48 .02
.48 .02
.50 .03
.50 .03

.53 .02
.52 .02
.58 .01
.54 .01
.60 .03
.60 .02

.63 .03
.63 .03
.52 .02
.58 .02
.72 .05
.72 .03

.41 .02
.41 .03
.54 .03
.53 .03
.56 .04
.56 .03

.48 .02
.48 .02
.51 .02
.49 .02
.56 .03
.55 .02

k-means clustering

The per-category F1-scores for k-means clustering are given in Table 4. It may seem odd that the MICROF1 scores in this table are all worse than the MICRO-F1 scores for left branching, given that the RMSE
rates are consistently better in the case of k-means clustering. A closer look reveals that the worse overall
performance is due to the lower scores for the ‘before’ categories closest to event time, that contain most
instances. The better RMSE is reflected in the higher F1-scores for the categories far before event time, with
improvements of up to .30 for both category 1 and 4. As these early categories are most interesting given
our goal to make close estimations early before event time, k-means is highly favorable over left branching.
With respect to the performance of the different systems we observe a similar pattern to the performance
on left branching categories, with SVM ranking first, followed by Naive Bayes and k-NN.
To give an overview of the extent to which the different classifiers overshoot in their classification, by
predicting a category highly distant in time from the actual distance, we plotted the distance errors on the
k-means categories in Figure 2. The plot shows that the classification is skewed to the ‘during’ class. Naive
Bayes achieves the most balanced performance, having the lowest distance errors for early classes while
showing higher errors for categories 6 and 7, right before and during event time.
Table 4: F1-scores of the k-means categorization method. The small numbers represent the standard deviations.
Alg.

Feature Selection

k-NN
k-NN
NB
NB
SVM
SVM

IG
χ2
IG
χ2
IG
χ2

1

2

before
3

4

5

6

during
7

after
8

MICRO-F1

0
.11 .04
.11 .04
.21 .05
.21 .06
.25 .06
.25 .06

.23 .06
.23 .06
.27 .08
.27 .09
.35 .07
.35 .07

.20 .02
.20 .02
.24 .03
.24 .03
.30 .03
.30 .03

.18 .03
.18 .03
.21 .04
.21 .04
.29 .03
.30 .05

.34 .03
.34 .03
.45 .05
.44 .05
.56 .05
.57 .06

.33 .02
.33 .02
.45 .03
.45 .03
.43 .03
.43 .04

.48 .01
.48 .01
.49 .01
.48 .01
.55 .02
.55 .02

.63 .03
.63 .03
.59 .02
.58 .02
.72 .03
.72 .03

.41 .02
.41 .03
.54 .04
.53 .04
.56 .03
.56 .03

.44 .02
.44 .02
.47 .02
.46 .02
.52 .02
.52 .02

Figure 2: Distance errors for k-NN, NB, and SVM, using χ2 and k-means
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Human judgement

While our training and test data is based on ‘perfect’ hindsight information, one question is how well our
systems performs in comparison to human judgements on estimating the time-to-event of single tweets. To
have an indication, we carried out a small-scale experiment. We extracted 500 tweets randomly of the whole
data set, and from those we picked 80 tweets spread more or less realistically in time, with at least 9 instances
in each of 6 selectively chosen categories: 7 days or more before event time, 4 to 7 days before event time,
3 to 1 days before event time, the day of the event, during the event and after the event. We chose these
day-based categories because they would better align with human intuition. The 8 participants (4 men and
4 women, with an average age of 28 and mean age of 24) had to decide for each tweet to which of the 6
categories it belonged. We additionally asked the participants how certain they were about their answer on
a scale from 0 (certain) to 2 (uncertain).
The human performance was scored by calculating the average percentage correct for each category, the
F1-score (based on the majority category given to each tweet), the distance error and average certainty of
the participants for each category. Results are listed in Table 5.
Table 5: Comparing the prediction accuracy of humans vs. the best system

Humans

SVM,χ2

Percentage correct
F1-score
Distance error
Certainty
F1-score
Distance error

>7

4-7

1-3

0

during

after

average

0.56
0.56
0.93
1.22
0.40
2.27

0.30
0.38
1.27
1.14
0.32
1.90

0.61
0.64
0.53
0.76
0.56
0.73

0.74
0.56
0.33
0.37
0.62
0.56

0.80
0.77
0.22
0.22
0.68
0.04

0.65
0.67
0.61
0.43
0.56
0.56

0.64
0.69
0.58
0.62
0.58
0.84

The results show that humans have more difficulty and are less certain in predicting the time-to-event
when the event is still far away, especially for the penultimate time category. The distance errors are all
below 1.3, which means that on average the predictions are maximally one category away from the correct
category. Comparing the results to SVM with χ2 feature selection (the best system in the main experiment)
applied to these broad categories, we see that humans almost always outperform this system in terms of F1scores and distance error. Especially the category > 7 days before event time is better predicted by humans.
This can be explained by the fact that computers have to distinguish this category based on very few training
data, whereas humans can rely on years of experience.
Looking at Table 6 and comparing human predictions to the predictions of our best system we can see
that the RMSE of the human performance is considerably worse than the performance of this system, but
that the responsiveness is much higher. The worse RMSE does not automatically mean that humans really
did much worse. They classified the category > 7 days before event time more accurately, but this class has
a very broad range (all tweets before 7 days or 168 hours) so the RMSE remains high.
Table 6: RMSE and responsiveness of the human experiment

2

SVM, χ
Humans

5

RMSE

responsiveness

62.1
95.6

0.58
0.92

Discussion and conclusion

The scores for the different classes indicate that it is hard to predict an event that is still far away. There
is a tendency to classify tweets with the most frequent ‘during’ class, which is reflected in the increasing
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distance error with tweets posted longer before the event. There may be several factors at play. First, the fact
that there is considerably less training data for these categories hinders their learnability and may bias the
classifier to opt for the majority class in case of doubt. Second, earlier tweets may be more diverse in content.
Tweets posted closer to the match often focus on the match, whereas tweets posted earlier deal with various
other aspects of the event, such as buying tickets, logistics, inviting friends, etc. Third, temporal words are
less precise when they refer to longer time spans. Next week can be 6 days away, or 10, whereas tomorrow is
more precise. Finally people will use exact dates (4th of November) instead of phrases like next week. These
exact dates are currently not recognized by the classifier. A relatively straightforward way to improve our
system would be to have a first processing module that extracts these dates with language-specific regular
expressions, and computes the time-to-event using these dates.
The method of time segmentation is important. We saw that the categorization using the k-means method
produces better results than the left branching method. This can be explained by the fact that k-means clustering takes into account content-based characteristics of event-related tweets over time, instead of assuming
some mathematical distribution of occurrences. In contrast, the results of the two feature selection methods
were similar, although the two methods are certainly different. Apparently, our approach to the classification
problem is robust against these feature selection methods.
In the future we plan to improve the ‘before’ segmentation by optimizing k in k-means clustering.
Furthermore, as the influence of the ‘during’ category on classification performance was rather high in our
experiment, we will apply new systems to lower the influence of this bias. Finally, while the current research
was applied to tweets referring to football matches only, we will extend our approach to a wider variety of
event types.
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Abstract

Composite real world objects can be logically explained by their components and their relations. Knowing
and expressing the logical relations between the components can facilitate 3D object recognition employing semantic information. We present D UP L OG, a novel method for 3D model acquisition of Duplo
block assemblies from video. It acquires percepts trough a Kinect camera and translates these inputs into
a structured representation through octrees and logical constraints. The high-level, declarative (logical)
constraints are represented in a probabilistic logic and provide a new principled way for 3D object recognition. We show that our system is efficient and effective in the interpretation of arbitrary Duplo buildings.

1

Introduction

Interpreting visual scenes is a hard task and the field of computer vision [12] has developed many techniques
for segmentation, classification, recognition and retrieval of images, objects and scenes. Currently various
3D object recognition techniques exist as well, among which: affine invariant image, object silhouettes,
object attributes and stereo vision. Even with all these techniques 3D vision remains a tough problem.
Humans are very good at interpreting and understanding the 3D world around them through visual input.
They do this typically by employing knowledge about the world to make sense of what they see. A car is
more likely to be found on a road than in the water, houses have doors and windows, if there is fire then
there is smoke, etcetera. Utilizing declarative, high-level knowledge is highly desirable in computer vision,
although the inherently noisy and uncertain nature of vision data has been an obstacle to actually applying
such knowledge in vision contexts. Yet, a large set of vision problems is about structured objects.
Let us take a structured domain, for example imagine playing with Lego, the colored building blocks
everyone will recognize immediately. By clamping blocks on other blocks a very large amount of assemblies
can be created. While building and interpreting, humans use a lot of knowledge on how the blocks fit onto
each other, which structures are possible, which hidden structures are more likely given the number (and
types) of available blocks left, and so on. An automated system doing the same thing would need to acquire
images from an assembly of Lego blocks in order to interpret it, but noise in measuring, uncertainty in color
detection, distortion of angles and vanishing points, and many other challenges arise. However, high-level
knowledge on the types of objects, as well as their possible (spatial) relations may help in interpreting such
noisy images. For example, if some part of a building is occluded, logical reasoning about possible structures
may give rise to hypotheses of what could be missing. Also, a shadow which changes the color of some part
of a block may be explained away by logical reasoning on the neighboring color features.
In this paper we introduce a novel technique to do exactly the sketched situation: we present an automated system that can interpret 1 actual Lego assemblies from camera input. For practical reasons we use
the slightly larger Duplo blocks, but this represents no conceptual difference. Very few related works exist
1 Effectively

we have created a 3D version of Lego’s own (2D) Life of George game.
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in this Duplo/Lego domain. However our system is novel by taking a principled approach incorporating
high-level interpretation steps using a probabilistic logical reasoning system. The use of logic allows for
simple and effective specification and extension of a knowledge base of facts, rules and spatial relational
theories about the objects that have to be recognized. In addition, our system is a general technique for 3D
object recognition and could be applied to many other domains.
Our system, named D UP L OG, employs a commonly used Kinect 2 camera to acquire visual input. This
camera was introduced in 2010 as part of the XB OX gaming system, but has since been adopted by the
computer vision (and robotics) community as an affordable and highly effective 3D camera system. Existing
software can extract so-called point clouds from a visual scene which represent distances from the camera
to any surface in the current visual view. By adding (appearance-based) color information about surfaces,
and by combining multiple views of the same object, full point cloud models of an object can be obtained.
In addition, we employ existing software to obtain octree representations to abstract such point clouds into a
tree-based representation of a 3D grid containing the points in the point cloud. From there, logical reasoning
is used to interpret the current assembly of Duplo blocks. To deal with the inherent noisy and uncertain
outcome of the previous steps, we employ a probabilistic version of Prolog.
Our main contributions concerning D UP L OG are the following: i) a principled way of coupling computer vision with probabilistic logic, mediated by octree representations, ii) a novel technique for structured,
3D interpretation of Duplo assemblies, and iii) a working application capable of interpreting full Duplo
assemblies in under ten seconds on standard hardware.
The outline of this paper is as follows. We first discuss related work in Section 2, after which we
introduce our system in Section 3, consisting of a computer vision part (see Section 4) and a probabilistic
logical part (see Section 5). Experimental results are shown in Section 6 after which Section 7 concludes
and points to future research directions.

2 Related Work
Our work is situated at the crossing between computer vision, structured (logical) representations of objects,
and the Duplo/Lego domain. Our system is built upon the idea that many visual scenes are best described
using high-level representational devices such as graphs, and even more generally using logical languages.
Despite much research, intelligent, practical and real-time object detection and recognition methods
are still not present for the general case [11]. General computer vision [12] has matured enormously, but
structured (logical) representations (see [10] for an overview) are less represented in the vast literature.
Older work in structured (or: syntactic) pattern recognition [2] already acknowledged the usefulness of
structured representations (such as graphs) for visual data, but lacked the power and flexibility of modern
probabilistic reasoning systems for such structured data (see [3] for good starting points to the literature).
Increasingly many examples of using high-level, structured representations in computer vision appear in
the literature in recent years: high-level scene perception using description logics [8] or using a hierarchical
approach [1]. A recent trend in the neighboring field of robotics is to employ such representations for
affordances [7], i.e. representing objects in terms of what one can do with them (for example, a chair affords
one to sit on it). These systems are based on similar visual input, and utilize structured representations of
recognized objects for subsequent tasks.
Concerning the Lego domain, some papers aim to generate structures, for example using a (populationbased) search method. Peysakhov et al. [9] describe a representation of Lego block assemblies which
we adopt for the current paper. For the interpretation of assemblies from visual input, two very recent
approaches exist. Both K INECT F USION by Izadi et al. and the work of Miller et al. [6, 4] target this
problem. Their systems are able to capture percepts in real-time and build a model of scene objects in realtime. The work of Miller et al. is especially relevant for this paper, since it shows an efficient way to acquire
a model of Duplo block assemblies by introducing some constraints. They also describe improvements in
the combination of multiple percepts in an integrated model at real-time. But both methods do not utilize
our unique combination of probabilistic logic and octrees to acquire the models.
2 More

on the Kinect (for Xbox 360): http://www.xbox.com/Kinect
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Problem Specification and Approach

On a very high level, we want our system to acquire the correct representation of real world objects over
time, given logical constraints on how (sub)parts of the objects may relate to each other, for example in
a spatial sense. Our restricted domain of objects here consists of Duplo 3 assemblies using an arbitrary
maximum number of Duplo blocks. Hence, our problem statement can be formulated as follows.
Given an input consisting of raw image data containing footage of an arbitrary Duplo block
assembly A, acquired from a Kinect camera, construct a logical representation R(A) in a
representation like the one used by Peysakhov et al. [9], making use of a logical background
theory about (spatial) relations and constraints about Duplo blocks.
To tackle this problem, we need to pay attention to several important aspects which we describe here briefly.
After that we present a general flow diagram of the various steps in the interpretation process and explain
the two main sub-steps in more detail in the next sections.
Input and Output We restrict our input to be all assemblies that can be made from a fixed (and known)
set of (currently nine) Duplo blocks. This allows for (at least) a couple of hundreds (for humans) visually
different assemblies one can construct. We assume that assemblies are placed flat on the grid surface, all
studs facing up. All the surfaces of the Duplo blocks have to be perpendicular or parallel to each other. As
output we take a structured representation which specifies where each block is in space. It should be able
to correctly reconstruct the input Duplo assembly from that representation. We leave open that, since the
percepts can only capture the visible surfaces of a configuration, the inside of an assembly may lead several
hypotheses about what is there. It is only reasonable to expect that the output captures the outside.
Logical constraints Constraints on Duplo blocks should be interpreted as a set of rules. These rules can
represent either properties of blocks, or specify how blocks are (spatially) related. The first type of rules
include: blocks should always have at least four flat surfaces and blocks can only be red, green, blue or
yellow, etc. Other rules include: when a red surface is detected it could be composed of multiple red blocks.
From Vision to Logic Since we start from raw image data, and finally (want to) arrive at a logical representation, at some point we need to bridge the gap between low-level data and high-level interpretations. In our
system we mark the boundary between these sub-systems by representing a summary representation of the
underlying low-level data using logical facts. This representation should be chosen wisely, since it needs to
be both the output of the low-level vision phase and the input to our logical interpretation system. Here we
compute these logical facts (i.e. features) directly from the point clouds and octrees.
Point clouds and octrees The depth and color images that the Kinect provides can be represented as a set
of points (x, y, z, r, g, b). Here the x, y, z values indicate a position in Euclidean space and the r, g, b values
stand for the color intensities of respectively red, green and blue. This representation is commonly known
as a point cloud, where each point is called a voxel.
Since points are a too noisy, and too detailed representation for regular structures such as Duplo blocks,
we use an abstraction known as octree [5]. These can segment a detailed point cloud into a more compact
representation, downsampled to a specified resolution. Octrees are, as the name suggests, tree representations that have for each non-leaf node eight sub-nodes. Each node maps to a cube-like space segment and
each sub-node maps to one of eight equally-sized sub-segments of that cube. When a node is only segmented
if it actually contains points, a sparse octree can be obtained. Advantages of such a sparse representation
is the facilitation of point localization, the provision of additional information about the raw outline of the
points, and faster operations on the trees.
Each leaf node in the (sparse) octree represents a part of space occupied with (visual) points found in the
point cloud. It is here where the step towards a logical representation is made. Each such leaf node, called a
bin is represented as a logical fact, along with information about its location in 3D space as well as (average)
color information of the points it contains. Informally we can say that each bin represents a small piece of
physical matter detected by the camera. Using logical reasoning with constraints, we can then group several
of these pieces (i.e. bins) to form Duplo blocks.
3 More

on Lego (and Duplo): http://www.lego.com/

217

BNAIC 2013

FULL PAPERS (A)

Figure 1: Global overview of the components and associated representations of the method.
Overview Figure 1 shows the complete interpretation process in D UP L OG. First raw “real world” percepts
from a Duplo block assembly come from the Kinect camera (at the top) that outputs both depth and color
images. The representation will be transformed into point clouds, using filters and corrections. Since one
point cloud percept only gives voxels from one side of a Duplo block assembly it is necessary to then
combine multiple percepts into a single point cloud (completing step I). After multiple percepts are combined
octree segmentation (step II) can be used to prepare for the logical part of the method, by translating a point
cloud to an octree and representing the bins of the octree as logical facts. Steps I and II represent the vision
part of the system and are discussed in Section 4.
For the next step the bin facts are translated into 2 × 2 Duplo block predicates (step III). Finally the
2 × 2 Duplo block predicates are translated into the “correct” output assembly representation (step IV). The
last two steps use a knowledge base that contains Duplo blocks related constraints to calculate the “correct”
output assembly representation. Both steps are discussed in Section 5.

4

Feature Extraction from Visual Input

Our system only considers Duplo assemblies on a grid on an uncluttered tabletop surface (see Figure 2(right)).
This greatly simplifies the 3D model acquisition problem using point cloud models 4 . The physical grid relates to a 3D bin grid G in model coordinates. This grid G can be described as a 3D volume segmented into
N1 ×N2 ×N3 sub-volumes called bins, with N1 , N2 , N3 ∈ N. One bin in the grid has dimensions dx , dy , dz
that corresponds to one out of eight parts of a 2 × 2 Duplo block (excluding the studs), see Figure 2(left). G
can be interpreted as a container for all points of the directly visible surfaces. The depth and width for a bin
is the same for the X and Z axes (implying: dx = dz ). Our system treats the center of the grid surface as the
4 We use the C++ version of the Point Cloud Library for the point clouds and octrees: http://pointclouds.org/. For the
Kinect camera we use the OpenKinect library, see http://openkinect.org/wiki/Main_Page.
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Figure 2: (left) Size of a bin relative to a 2 × 2 Duplo block, (right) the physical setup.
origin. The Y-axis is assumed to be perpendicular to the grid surface.
Step I: Percept acquisition and model integration
A point cloud model containing all visible surfaces for one Duplo block assembly can be obtained by taking
point clouds captured from different viewing angles; in our case four. Multiple raw percepts (in physical
coordinates) generate a combined model P cmb (in model coordinates), using
[
P cmb =
Ci RT Pi
i=0..3

where Pi are the raw percepts point clouds existing of N voxels in physical coordinates. Here T is a
transformation matrix and R is a rotation matrix that together align Pi to the 3D bin grid G. Ci is a discrete
rotation matrix that rotates all points around the Y-axis with a multiple of i × 90◦ . T, R and Ci are constant
matrices and can be precomputed. By simply adding all the points from the aligned point clouds we obtain
P cmb . But, since the aligned point clouds were taken from different viewpoints we first rotate each by a
multiple i of 90◦ corresponding to the amount of times the model was physically rotated around the Y-axis.
This gives us the discrete correction matrices Ci with a different rotation around the Y-axis for each i.
Preprocessing The input from the sensor are two 640 x 480 images, one with color information and the
other with depth information. This input is transformed to a Euclidean point cloud Pi so that the perspective
is orthogonally corrected and the unit size is expressed in millimeters. The calibration measurements to do
this may be provided for the sensor or can be determined experimentally. The calibration corrections also
map the two images correctly on each other so that for each voxel in the point cloud Pi 3D points there is an
associated color value. A plane is positioned behind the grid surface to segment the interesting voxels (the
Duplo assembly) from the background.
Grid alignment The point clouds Pi contains voxels indicating surfaces of Duplo blocks. In order to
segment the point clouds Pi , we need to align the surfaces of the point cloud Pi to the 3D bin grid G. In
other words: we need to find a translation matrix T and a rotation matrix R such that when applied on point
cloud Pi it is correctly aligned with G.
The rotation matrix R has to make sure that all the surfaces for the blocks are either perpendicular or
parallel to the bins, taking into account earlier described constraints. The translation operation T should
make sure that the surfaces of the point cloud are relatively the same distance from the model origin as the
surfaces of the Duplo blocks to the origin in the real world. The trick with this last step is not to exactly
align the surfaces on the outlines of the cubes of the octree, but to move all voxels a little further down the
Z-axis (no more than half a bin). In this way the occupied bins represent found surfaces of Duplo blocks.
Our octree structure uses only cubes, i.e. dx = dy = dz . We multiply the Y-coordinate with a factor ddxy to
satisfy this condition. We also discard all voxels with an Y-coordinate lower than 0 (below the origin).
Step II: Octree segmentation
Next we segment the combined point cloud model P cmb using an octree and return the relevant octree bins
and their associated color. Essentially this step segments the combined model with the 3D bin grid G, with
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as smallest unit dx × dy × dz . This renders each 2 × 2 Duplo block being segmented into eight bins.
Eight instead of four bins resulted in a lower overall error rate. A single bin within the octree contains all
voxels from P cmb within its bounds. Many bins will contain some voxels but are not interesting for the
Duplo assembly structure. Such irrelevant bins can be discarded using a (empirically validated) threshold
tbins = 60: the minimal amount of points a bin needs to contain to be considered. We estimated the
qualitative colors (red, green, blue, yellow) by taking the color values of the median voxel in a bin and
calculating the relative distance between the color values for that bin and the color values for each qualitative
color. If this distance exceed the threshold tcolor = 50000 it was ignored. Since lighting conditions may
change easily per environment, our system supports calibration using measurements of blocks of each color.

5 High-level Interpretation using Probabilistic Logic
Steps I and II have transformed the raw image input into a set of bins, each representing a part of the point
cloud of the underlying data. We first represent these bins as logical facts: bin(3, 0, 0, b), bin(3, 1, 0, b), . . .,
(see also Figure 1) where the first three arguments determine the position of the bin in 3D space, and the
last contains one of the colors of the Duplo domain. Our next two steps assemble groups of bins into Duplo
blocks. One option is to use abduction, trying to explain the bins using hypotheses consisting of assemblies
of Duplo blocks. However, our target Prolog platform, the probabilistic Prolog variant P ROB L OG 5 , does
not support our modeling of this setting directly, hence we employ a deductive setting instead. We do not
use P ROBLOG to calculate a full probability distribution, but we take the first grouping solution with the
highest probability using the problog max predicate, i.e. we apply a greedy search. The first step (III) will
generate a Duplo assembly consisting of only 2 × 2 blocks, i.e. of the smallest granularity. The second step
(IV) tries to assemble 2 × 2 into larger 4 × 2 blocks if available in the system and likely present.
Step III: Block grouping
The bins are grouped into blocks first: one block consists of eight bins within a 2 × 2 × 2 bin cube. The block
grouping is efficiently done in a sequential fashion from the two highest layers of bins to the two lowest layers of bins and per color, see Algorithm 1. The resulting block-set R0 for mostLikelyGrouping(D0 , C1 , P1 )
is determined by a Problog program (C1 , P1 ) by (greedily) taking the most likely block facts for bin-set D0 :
D0 , C1 , P1 `problog max R0

The constraints C1 and probabilities P1 enforce that each bin in D0 can either be a part of a block with
probability pblock = 0.95 and missing bins have a probability pf alse negative = 0.2. Alternatively a bin can
be noise with probability pf alse positive = 0.02. Finally a list with the highest probable block grouping is
returned as a block representation R0 . The probabilities for this step were estimated based on initial tests.
input : A list B of bins (x, y, z, color)
output: A list R of 2 × 2 blocks
begin
R←∅
while B 6= ∅ do
D ← take S ⊆ B where S contains exactly all bins of the highest block layer for B and no other bins
for each color ∈ r, g, b, y do
D 0 ← take S ⊆ D so that S contains exactly all bins with color color and no other bins
if D 0 6= ∅ then
R ← R ∪ mostLikelyGrouping(D 0 , C1 , P1 )
B ←B\D
return R

Algorithm 1: Block grouping.

Step VI: Assembly grouping
The last step takes the step III’s results and computes the most likely assembly interpretation S in the
form of a list of Duplo blocks given Duplo related constraints C2 . The list of blocks R from step III and
experimentally estimated probabilities P2 = {pd22 = 0.60, pd24 = 0.15, pd42 = 0.15, pnoise = 0.01} for
grouping occurrence determine an optimal solution S (having the highest probability) as:
5 Information

on Problog: http://dtai.cs.kuleuven.be/problog/
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Figure 3: Series (3 × 4) of examples. Each shows an image of the original assembly (left) and the corresponding 3D interpretation computed by D UP L OG.

R, C2 , P2 `problog max S

The constraints C2 that where used for this step are: i) blocks come from a fixed/known set, ii) Duplo blocks
can not overlap each other, iii) all blocks with y = 0 are on the ground, iv) blocks need to be supported by
other blocks if they are not on the ground (meaning that it can not float in the air on itself), v) two bordering
blocks can be grouped as one 2 × 4 or one 4 × 2 Duplo block with respectively probabilities: pd24 and pd42 ,
and vi) a block can be noise or be a 2 × 2 Duplo block with respectively probabilities pnoise and pd22 .

6 Experiments and Results
A simple use-case of D UP L OG works as follows. The system is first calibrated for correct lighting conditions
and is set to the origin. The user constructs a Duplo assembly and places it on the grid. In the capturing
phase, the user rotates the assembly three times to let the camera capture the four viewpoint point clouds.
Finally the system calculates an assembly representation from the captured input and shows it to the user.
Examples The program was tested against a database of 51 combined (i.e. after steps I and II) Duplo
models. For 78% of them the accuracy is 100% (see Figure 3 for some examples). 6% of the models were
not acquired correctly, hence incorrectly identified. The other 16% were only partially correct; this mainly
occurs because of occlusion. This makes that the octree segmentation only represents a few of the outer
bins for the occluded blocks or even no bins at all. The block grouping does not take the possibility of
occluded blocks into account and therefor results in producing “floating” blocks. The last logical step then
will interpret the “floating” blocks as noise, while they actually are supported by an obscured block. This is
easily solved by extending the logical interpretation program accordingly, but we leave that for future work.
Statistics Our program runs on Mac OS X 10.6.8, Intel Core 2 Duo 2.16 GHz, ATI RadeonX1600 GPU
and 3 GB of 667 MHz DDR2 SDRAM. Perception is linear in the number of non-filtered image points for
the depth image; (usually around 30 FPS). Octree segmentation is linear with the number of voxels within a
combined point cloud model. Block grouping performance largely depends on the number of bins and how
well they are grouped. Usually it takes around 6.5 seconds. Assembly grouping performance depends on the
number of blocks; for the test models it usually takes around 6 seconds. If the knowledge base is preloaded
execution time can be reduced by approximately 2.5 seconds for each of the last two steps.
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Conclusions and Future Research

We have shown D UP L OG, a method for acquiring a model of Duplo block assemblies from raw image data.
Our method achieves a high accuracy of complete building interpretation using an effective (and efficient)
combination of state-of-the-art computer vision techniques such as point clouds and octree representations,
and logic-based techniques such as probabilistic Prolog and logical constraints. We have shown how logically represented high-level knowledge can be employed to interpret features derived from images. Despite
other efforts in logic-based computer vision, to the best of our knowledge, our combination of octree representations and probabilistic logic (in the context of a Duplo domain) is novel. Duplo blocks provide an
interesting, regular domain. However, our four-step procedure is applicable beyond this domain: basically
any structured object recognition system can be based upon it.
A prominent future direction are real-time interpretations, incrementally while building. In the vision
part, our calibration phase could be automated completely, subsequent versions of the Kinect can be used,
and all separate steps (corrections and filters) can be improved. For the logical part we can employ interpretation settings (MAP, abductive), other implementations (such as Markov logic networks), or use (hierarchical)
layers of interpretation (e.g. to interpret higher level assembly concepts such as bridge or tower). Finally,
we can extend our application domain to other structured objects, or to interpret complete visual scenes.
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Abstract
To study the effects of inaccuracies in the parameter probabilities of a Bayesian network, often a
sensitivity analysis is performed. In such an analysis, one or more parameter probabilities are varied
systematically, by means of which their functional relationship with an output probability of interest
is established. For reasons of computational complexity and difficulty of interpretation, sensitivity
analysis of a Bayesian network is restricted to a single parameter, or to two parameter probabilities
at most. From the results of such restricted analyses however, it is not easily predicted how inaccuracies in multiple parameter probabilities will interact and jointly affect the output probability of
interest. Another general technique for investigating the effects of parameter inaccuracy is to perform
an uncertainty analysis. Taking a sampling approach, this technique is less prone to computational
problems than sensitivity analysis is. There being little experience as yet with uncertainty analysis
of Bayesian networks, we re-consider this technique for studying the effects of inaccuracies in a network’s parameter probabilities and provide some insights for the interpretation of the results obtained.

1

Introduction

Bayesian networks are widely accepted in artificial-intelligence research as intuitively appealing, valuable representations of uncertainty, and are nowadays being realised in a range of application domains.
Experience shows however, that networks of realistic size are not always easily developed. Constructing a network with the help of domain experts can be especially difficult and costly: where building the
graphical structure is considered doable in general, obtaining assessments for all parameter probabilities
involved tends to make Bayesian-network construction a daunting engineering task [5]. Since directly
available probabilistic information, from literature or from data, often is not amenable to encoding in a
network’s parameters, the majority of required probabilities need typically be assessed by experts. From
cognitive-science research the problems encountered when eliciting probabilities from people in general
are widely known [9]; also the more tailored setting of eliciting probabilities for a real-world Bayesian
network from its domain experts tends to reveal the well-known problems of bias and poor calibration [6]. As a consequence of the difficulty of obtaining well-calibrated assessments, most parameter
probabilities for a Bayesian network will include at least some inaccuracies.
Before a Bayesian network can be employed for problem solving in the real-world setting for which
it was developed, the robustness of its output need be established, that is, the extent to which the inaccuracies in its parameter probabilities can affect an output probability of interest. Henrion and his
co-workers were among the first researchers to investigate the robustness of a network’s output in view
of parameter inaccuracy [8, 12]. They performed a range of experiments in which they studied the effects of adding random noise to all parameter probabilities. The experiments were run on a large number
of problem cases for three networks of relatively simple topology, and the effects on diagnostic performance were studied. The experimental findings from this particular setting strongly suggested that the
output of a Bayesian network is quite insensitive to the inaccuracies in its parameter probabilities.
After the first results from investigating output robustness were published, researchers continued
to study the effects of parameter variation on the probabilities of interest computed from a Bayesian
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network. The research focused almost exclusively on a systematic approach in which a single parameter
probability is varied in a step-wise fashion and in which a shift in the parameter’s original value is related
explicitly to a shift in the computed output probability; this approach to studying the effects of parameter
variation is known as (one-way) sensitivity analysis of Bayesian networks. The research efforts resulted
in important insights in output robustness of Bayesian networks and in a range of practical computational
methods. Sensitivity analyses of real-world networks have moreover revealed by now that the output of a
Bayesian network can show very high sensitivities to the values of the parameter probabilities involved.
While research so far focused on methods for one-way sensitivity analysis of Bayesian networks,
the insights gained and methods developed can in essence be generalised to analyses in which multiple
parameter probabilities are varied simultaneously. Such higher-order analyses would be particularly
useful for uncovering interaction effects among the parameters under study. Straightforward extension
of the existing methods for one-way sensitivity analysis however, would result in a technique with a
highly impractical runtime. The results of higher-order sensitivity analyses moreover are known to be
particularly hard to visualise and interpret, even for small numbers of parameters [7].
For mathematical models in general, also another approach has been proposed for analysing output
robustness in view of parameter inaccuracy, which is called uncertainty analysis. Rather than a systematic approach to parameter variation, uncertainty analysis takes a sampling approach in which the
values for a model’s parameters are drawn from a pre-specified distribution. While a sensitivity analysis
serves to detail the functional relationship between one or more model parameters and the output of
interest, an uncertainty analysis reveals just the distribution of output values without any explicit reference to parameter values. Performing an uncertainty analysis involves high computational costs if tight
error bounds need to be guaranteed for the established distribution of output values. Given its sampling
nature however, uncertainty analysis has an any-time property, and sufficiently insightful results can be
obtained with a reasonable number of iterations. The research by Henrion and his co-workers referenced
above, actually built upon this sampling approach for studying output robustness of Bayesian networks.
In this paper, we re-consider uncertainty analysis as a technique for studying the effects of inaccuracies in the parameter probabilities of a Bayesian network, and address the interpretation of its results
more specifically. For a small example network, we compare to this end the results obtained from oneway and two-way sensitivity analyses with those from matching uncertainty analyses for a restricted
number of parameter probabilities. The paper is organised as follows. In Section 2, we briefly review
Bayesian networks and introduce our running example. In Section 3, we illustrate one-way and twoway sensitivity analysis for the example network. Section 4 introduces uncertainty analysis of Bayesian
networks in general. In Section 5 we re-visit our example network and compare the results from the
different types of analysis. The paper ends in Section 6 with our concluding observations.

2

Bayesian networks

A Bayesian network is a representation of a joint probability distribution over a set of random variables,
capturing domain knowledge along with the uncertainties involved. It consists of a graphical part and
an associated numerical part. The graphical part takes the form of an acyclic directed graph, or digraph
for short. Each node in this digraph represents a domain variable that takes its value from a finite set of
discrete values. For ease of exposition, we restrict the discussion in this paper to binary variables, taking
one of the values true and false. If a variable V has the value true, we write v; the notation v̄ is used to
indicate that V = false. When referring to either of the two values for V , we write v 0 . The arcs in the
digraph represent influential relationships among the represented variables; absence of an arc between
two variables means that these variables do not influence each other directly. More formally, the set
of arcs of the digraph has an interpretation of independence through the d-separation criterion [11].
The strengths of the relationships between the variables are described by probability distributions: for
each variable V , conditional distributions p(V | π(V )) over its values are specified, conditioned on the
possible value combinations for its set of parents π(V ) in the digraph. The probabilities defining these
distributions are referred to as the network’s parameter probabilities. A Bayesian network allows the
computation of any probability of interest over its variables [10, 11]. In the sequel, we will explicitly
distinguish computed probabilities, written as Pr, from parameter probabilities, denoted by p.
In this paper, we consider the Brain tumour network from Figure 1 for our running example. This
small Bayesian network captures some (fictitious and incomplete) medical knowledge, adapted from
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Figure 1: The Brain tumour network.
[2]. It describes the medical problems associated with metastatic cancer for an arbitrary patient in
oncology. Metastatic cancer (modelled by the variable MC) may lead to the development of a brain
tumour (B) and may give rise to an increased level of serum calcium (ISC). The presence of a brain
tumour can be established from a CT scan (CT); severe headaches (SH) may also be indicative of the
presence of a brain tumour. A brain tumour or an increased level of serum calcium are both likely to
cause a patient to fall into a coma (C). The digraph modelling the relationships among the six variables
is shown on the left of Figure 1; the parameter probabilities associated with the digraph are shown on
the right. The probabilities specified for the variable ISC for example, express that knowing whether or
not metastatic cancer is present has a considerable influence on the probability of finding an increased
level of serum calcium in an arbitrary patient. On the other hand, severe headaches are expressed as
being quite common in both patients with and without a brain tumour.

3

Sensitivity analysis of Bayesian networks

Sensitivity analysis is a general technique for investigating the effects of varying the parameters of a
mathematical model on the model’s output. The analysis amounts to systematically varying the values
of one or more parameters and recording the output for each value combination. Different types of sensitivity analysis are distinguished, dependent of the number of parameters that are varied in the analysis.
The most common type of sensitivity analysis performed in practice is a one-way sensitivity analysis in
which a single parameter is varied. Two-way analyses are often restricted to pairs of parameters of specific interest, for example because strong interaction effects on the output are expected. The restriction
to a limited number of parameter pairs has its origin in the computational burden involved. Higher-order
sensitivity analyses are hardly ever conducted in practice, not just because of their impractically high
runtime, but also because their results are particularly hard to visualise and interpret [7].
When applied to a Bayesian network, sensitivity analysis entails studying the effects of varying
the network’s parameter probabilities on the computed output of interest. Research efforts have so far
focused on the effects of varying a single parameter probability. Such a one-way analysis amounts to
establishing, for a specific output probability of interest, the function that expresses this probability in
terms of the parameter being varied [3]. The resulting sensitivity function has a highly constrained
form: it is a quotient of two functions that are linear in the parameter probability under study [1, 4].
More formally, we consider a probability of interest Pr(a0 | e), where a0 is a specific value of a variable
A of interest and e denotes the available (possibly compound) evidence, and a parameter probability
x = p(b0 | π), where b0 is a value of a variable B and π is a combination of values for the parents of B.
The sensitivity function f Pr(a0 |e) (x) that expresses Pr(a0 | e) in x has the following general form:
f Pr(a0 |e) (x) =

c1 · x + c2
c3 · x + c4

where the constants ci are built from the values of the network’s non-varied parameters. The numerator
of the quotient expresses the joint probability Pr(a0 , e) as a function of x; its denominator describes
Pr(e) in terms of x. From the property that the joint probability distribution Pr factorises in the network’s parameter distributions and building upon the property of marginalisation, it follows that both
Pr(a0 , e) and Pr(e) can be written as a sum of products of parameter probabilities, one of which is x.
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Figure 2: The sensitivity function describing the effect of varying the value of the parameter probability
x = p(c | b, isc) from 0 to 1, on the output probability Pr(b | c, isc) of the Brain tumour network.
We illustrate the general form of a one-way sensitivity function by studying, for the Brain tumour
network, the function that describes the effects of varying the parameter probability x = p(c | b, isc)
on the output probability Pr(b | c, isc). The sensitivity function fPr(b|c,isc) (x) is established as
fPr(b|c isc) (x) =

−0.03
x − 1.03

and is plotted in Figure 2. From the figure we read that varying the parameter x to smaller values than
the originally specified one (indicated in the figure by a vertical line) has very little effect on the output
probability and that variation to larger values can result in a considerable increase in the probability of
interest. To explain this finding, we recall that the parameter x pertains to the probability of falling into a
coma for a patient who does not have a brain tumour but does have an increased level of serum calcium.
Now, if this parameter is increased to a higher value, then in a patient with an increased level of serum
calcium without having fallen into a coma, the presence of a brain tumour must become more likely.
In a two-way sensitivity analysis of a Bayesian network, two parameter probabilities are varied
simultaneously. For a specific output probability of interest, the analysis amounts to establishing the
function that expresses this probability in terms of the two parameters under study [3]. The resulting
sensitivity function again has a highly constrained functional form, and in fact is a quotient of two
bi-linear functions, that is, of two functions that are linear in each parameter separately [1, 4]. More
formally, we consider the sensitivity function f Pr(a0 |e) (x, y) that expresses the probability of interest
Pr(a0 | e) with a0 and e as before, as a function of the parameter probabilities x = p(b0 | πB ) and
y = p(d0 | πD ), where b0 and d0 are values of the variables B and D, and πB and πD are value
combinations for the parents of B and of D respectively. The function has the following general form:
f Pr(a0 |e) (x, y) =

c1 · x · y + c2 · x + c3 · y + c4
c5 · x · y + c6 · x + c7 · y + c8

where the constants ci are again built from the values of the network’s non-varied parameters.
We illustrate the general form of a two-way sensitivity function by considering again our example
Brain tumour network. The sensitivity function fPr(c) (x, y) that describes the effects of simultaneous
variation of the parameter probabilities x = p(b | mc) and y = p(isc | mc) on the prior output
probability Pr(c) of an arbitrary patient in oncology falling into a coma, is established to be
fPr(c) (x, y) = 0.374 + 0.15 · x · y − 0.15 · x − 0.15 · y
We would like to note that since this sensitivity function pertains to a prior probability of interest, and
hence lacks a term referring to evidence, it is a bi-linear function rather than a quotient of two such
functions. The function is plotted in three dimensions in Figure 3 on the left. The plot on the right of
the figure also shows the function, this time in two dimensions by contour lines. These contour lines
connect the combinations of values for the two parameter probabilities under study that result in the same
value for the output probability Pr(c). The distance between two contour lines indicates the variation
necessary in the two parameters to shift the probability of interest from one contour line to another. If
the contour lines are very close to one another therefore, a small variation in the parameter probabilities
suffices to have a strong effect on the output probability; if, in contrast, the contour lines are further
apart, then the probability of interest is not very sensitive to variation of the two parameters. In the
two-dimensional plot of the sensitivity function, the distances between the contour lines differ, which
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Figure 3: The two-way sensitivity function describing the effect of varying the parameter probabilities
x = p(b | mc) and y = p(isc | mc) on the prior output probability Pr(c) of the Brain tumour network;
the function is shown in three dimensions (left) and in two dimensions by contour lines (right).
indicates that varying the values of the parameter probabilities simultaneously has an interaction effect
on the probability of interest in addition to the effects of their separate variation; this interaction effect
originates from the synergistic joint influence of the variables B and ISC on the variable C described
by the set of probability distributions Pr(C | B, ISC). We observe that the contour lines are closer
to one another in the lower left part of the plot than in the upper right part. Varying the two parameter
probabilities p(b | mc) and p(isc | mc) to quite small values therefore, will have a stronger effect on
the probability of interest than varying them to the higher value range. We note that these observations
are confirmed by the three-dimensional plot on the left of Figure 3.

4

Uncertainty analysis

Robustness of the output of a mathematical model in general can be studied by performing several
one-way and two-way sensitivity analyses, yet can also be investigated by conducting an uncertainty
analysis. Both techniques allow an investigation of the effects of varying a model’s parameters on its
output. While the result of a sensitivity analysis details the functional relationship between one or more
parameters and the output of interest, the result of an uncertainty analysis shows the distribution of output values without any explicit reference to parameter values. The basic idea of an uncertainty analysis
is taking a sampling approach to studying robustness. For this purpose, each parameter of the model under study is associated with a sampling distribution that describes the parameter’s plausible values; most
commonly, Gaussian distributions are used for these sampling distributions. In each sampling iteration,
for every parameter, a value is drawn from its associated distribution. The result of a single iteration is
an instantiation of the model under study, from which the output of interest is computed. By recording
the computed values from multiple iterations, a distribution over the output is obtained.
When applying uncertainty analysis to a Bayesian network, the network’s parameter probabilities
are associated with sampling distributions. With each parameter probability x, we associate to this end
a Gaussian distribution having the original value of x for its mean µx ; the variance σx of the distribution
is chosen so as to define the plausible range of values for x. We will presently return to the choice of
Gaussian distributions for the analysis. Now, in each sampling iteration, for every parameter probability,
a value is drawn from the associated distribution. The parameter values obtained are entered into the
conditional probability distributions for the Bayesian network under study. From the thus instantiated
network, the output probability of interest is computed. By recording the computed output values over
multiple iterations, a distribution for the output probability of interest is obtained. Figure 4 shows the
result of an uncertainty analysis of the Brain tumour network for the output probability Pr(b | c, isc);
for all parameter probabilities, a Gaussian distribution with σ = 0.1 was used.
For uncertainty analysis in general, most commonly Gaussian distributions are used for describing the ranges of plausible values for a model’s parameters. For Bayesian networks however, using
Gaussian distributions for sampling is not without problems. From a Gaussian distribution for a parameter probability with an original value very close to 0 for example, many values smaller than 0 will be
drawn. Simply discarding these as impossible values for the parameter under study, will result in a bias
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Figure 4: The distribution of values for the output probability Pr(b | c, isc) resulting from uncertainty
analysis of the Brain tumour network, using Gaussian distributions with σ = 0.1 for all parameters.
favouring the higher parameter values, which in turn may bias the distribution of values for the output
probability of interest resulting from the analysis. Henrion and his co-workers suggest for this reason
that the variance be added to the log-odds form after transforming the value of a parameter probability. The log-odds transform can result in a bimodal distribution with peaks at 0 and 1 however, and
may therefore result in a sampling distribution that no longer has the intended meaning for the parameter probability under study. Another option is to use a symmetrically truncated Gaussian distribution,
which by definition assigns equal weight to values smaller than and values larger than the chosen mean.
Using such truncated sampling distributions for just the parameter probabilities with extreme original
values however, may equally introduce a bias in the results of the analysis since for these parameters
a necessarily small variance is assumed. In our experiments with the Brain tumour network, using
the log-odds transform and using symmetrically truncated Gaussian distributions for sampling yielded
quite similar results upon uncertainty analysis. Since the example network does not include any truely
extreme probabilities, this finding may not hold for real-world Bayesian networks in general however.

5

Interpreting the results from an uncertainty analysis

While research in sensitivity analysis of Bayesian networks has yielded important fundamental insights
for relating the results from such an analysis to output robustness, there is little experience as yet with
performing uncertainty analyses of Bayesian networks and, hence, hardly any experience with interpreting the results obtained. To gain some insight in the interpretation of the output distributions from an
uncertainty analysis in terms of exhibited sensitivities, we performed uncertainty analyses of the Brain
tumour network matching the sensitivity analyses from Section 3, and compared the results obtained.
We begin by studying, for our example network, the effect of varying the single parameter probability x = p(c | b, isc) on the output probability Pr(b | c, isc). We recall that Figure 2 plots the one-way
sensitivity function which expresses this output in the parameter under study. The function shows that
variation of x to smaller values than its originally specified value 0.8, has little effect on the output
probability; variation to higher parameter values on the other hand, has a relatively strong effect on the
output, as evidenced by the function’s increasingly growing derivative for the higher-value range. For
the parameter x and the output probability of interest, we now also performed an uncertainty analysis.
For this purpose, we associated with the parameter x a (symmetrically truncated) Gaussian distribution
with 0.8 for its mean µx and with a variance equal to σx = 0.2. The result of this analysis is depicted in
Figure 5 on the left. From the figure we read that the output distribution has a somewhat larger variance
to the right, that is, for output values larger than the mode. This finding is readily explained by studying
the results of the matching one-way sensitivity analysis. The larger variance to the right of the mode
from the uncertainty analysis indicates that varying the parameter under study in a particular direction
(in this example: to the range of higher parameter values) will give higher output values with a more
substantial variance than varying in the other direction gives smaller output values. Informally spoken,
the more gradual slope of the output distribution to the right of the mode indicates that the output probability of interest is sensitive to inaccuracies in the parameter under study, and may thus actually have
a higher value than the originally established one. To further support our explanation, we conducted
another uncertainty analysis for the same parameter and output probabilities, this time using a sampling
distribution with a variance equal to 0.1. Figure 5 shows the resulting output distribution on the right.
We observe that the difference in variance to the left and to the right of the distribution’s mode is now not
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Figure 5: The distribution of values of the output probability Pr(b | c, isc) resulting from an uncertainty
analysis of the Brain tumour network for the parameter x = p(c | b, isc), using a Gaussian distribution
with µx = 0.8 and with σx = 0.2 (left) and σx = 0.1 (right) respectively.
as marked as in the output distribution obtained from using a variance of σx = 0.2. From the matching
sensitivity function, we observe that the high sensitivity of the output to the parameter probability under
study is quite prominent only for parameter values higher than 0.9. Upon uncertainty analysis using a
sampling distribution with µx = 0.8 and σx = 0.1 therefore, few samples will be drawn from this range
of very high parameter values, thereby explaining the diminished effect on the output distribution.
We now further investigate, for our example network, the effect, on the prior probability Pr(c),
of simultaneously varying the two parameter probabilities x = p(b | mc) and y = p(isc | mc).
We recall that Figure 3 plots the two-way sensitivity function that results from systematic variation of
these parameters. The function shows that varying the two probabilities has an interaction effect on the
output of interest, albeit a weak one: varying both parameters to smaller values has a slightly increasing
diminishing effect on the output. For the output of interest and the two parameters x and y, we now
also performed an uncertainty analysis. To this end, we associated with both parameter probabilities a
Gaussian distribution with the original values 0.2 and 0.8 for the means µx and µy respectively, and
with variance σx = σy = 0.2. Figure 6 plots the resulting output distribution. The figure reveals a
slightly larger variance for output values smaller than the mode of the distribution. This observation is
readily explained from our earlier findings from the matching two-way sensitivity function. The larger
variance of output values to the left of the mode indicates that varying the value combination for the
two parameter probabilities in a particular direction within the parameter space (in this example: to the
range of smaller values for both parameters) will give slightly decreasing output values.
The above considerations show that comparing the results from the two sensitivity analyses from
Section 3 with those obtained from matching uncertainty analyses, yields quite consistent findings.
We now consider again the uncertainty analysis of the Brain tumour network in which all parameters
are varied simultaneously, the result of which was shown in Figure 4. We observe that the variance
of the output distribution is markedly larger to the right of the distribution’s mode than to the left.
Based on our considerations above, we cautiously conclude that the output probability of interest shows
quite some sensitivity to inaccuracies in the network’s parameter probabilities. More specifically, the
output probability of interest will adopt a considerably higher value than the originally established one

Figure 6: The distribution for the output probability Pr(c) resulting from an uncertainty analysis of our
network for the parameters p(b | mc) and p(isc | mc), using Gaussian distributions with σ = 0.2.
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if the combination of parameter values is varied in a specific direction in the joint parameter space.
Unfortunately, the uncertainty analysis does not reveal in which direction this effect will arise.

6

Conclusions

Real-world application of a Bayesian network requires insight in the extent to which inaccuracies in its
parameter probabilities can affect its output. While research in one-way sensitivity analysis of Bayesian
networks has resulted in fundamental insights in the sensitivity of a network’s output probabilities to
the value of a single parameter, there is little insight as yet in the patterns of interaction exhibited by
multiple parameters in their joint effect on an output probability of interest. In this paper we focused on
uncertainty analysis as an alternative type of analysis that allows studying the effects of simultaneous
variation of multiple parameter probabilities by taking a sampling approach. By means of experiments
on a small fictitious network, we illustrated some insights in the interpretation of the results from such
an uncertainty analysis. For a deeper understanding, further experimentation is required in addition
to a more fundamental study, for example of the way in which properties of the sampling distribution
influence the results obtained. With the considerations presented in this paper, we hope to initiate further
study which will ultimately result in practicable uncertainty analysis of Bayesian networks.
Acknowledgments. We would like to thank Frank Dignum for facilitating the reported research.
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ParHyFlex:
A Framework for Parallel Hyper-heuristics1
Willem Van Onsem

Bart Demoen

KU Leuven
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Abstract
A framework called ParHyFlex and its underlying principle are presented. ParHyFlex is based on
the sequential HyFlex framework and supports the implementation of different hyper-heuristics in a
parallel setting which the programmer does not need to be aware of. Its most novel feature is the
way the search space of a process is influenced by experience learned by other processes. ParHyFlex
was tested on the Maximum Satisfiability Problem where it gives good speedups. While ParHyFlex
cannot compete with tailor-made solvers for most problems, it offers a framework for specifying new
hyper-heuristics as well as a parallel environment for solving new problems.

1

Introduction

Informally, an optimization problem consists in finding a configuration satisfying a constraint, and such
that an objective function has a minimal value for that configuration. More formally, for the purpose of
this work, we define:
Definition 1 (Optimization problem). An optimization problem P consists of a tuple hC, h, f i with C
a set of configurations, h : C → {true, false} a hard constraint and f : C → R an objective function.
The configurations satisfying the constraint, that is the set h−1 ({true}), are named solutions, denoted
by S. The goal is to find a solution with a minimal value for the objective function f . The result of an
objective function applied to a solution s is sometimes called the fitness-value of s.
Often, it is too hard to find a minimal solution, e.g. when the problem is NP-hard, so in practice,
one relies on approximate methods for finding a solution that is good enough. Such approximate methods can use heuristics like Simulated Annealing (SA)[6], Genetic Algorithms (GA)[5] and Tabu Search
(TS)[4].
The next step in constructing solvers for optimization problems is the use of hyper-heuristics.
Heuristics require the design of transition functions: functions that transform one solution into another
one. Developing and combining such functions requires skill and experience. A hyper-heuristic aims to
solve this problem by combining basic transition functions into more complex ones, hereby eliminating
the need for lots of expert knowledge. Moreover, a hyper-heuristic is problem independent and because
it learns on the fly which combinations of basic transition functions are successful in finding a good
solution, it has a high chance to work well on many problems. On the other hand, this learning ability
requires additional computational effort [1, 2], and can slow down the search.
As an orthogonal way to improve a solver, one can parallelize it: the goal can be to find an acceptable
solution faster, find better solutions within the same (elapsed) time or to make the system more robust.
Parallelization can be done at the level of an exact tailor-made algorithm, or at the level of the hyperheuristics framework2 : the latter is the subject of our research. The sequential HyFlex framework
1 Most of this research was done in fulfillment of the requirements for the degree of Master in Computer Science by the first
author.
2 and anything in between
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[3] was the inspiration to build - from scratch - our own ParHyFlex framework, a parallel version of
HyFlex. As a test case, we have used it to implement solvers for four problems. In Section 2, the
ParHyFlex framework is introduced, its components, the concepts that are used in it, and some of its
inner workings. The novel concept of enforceable constraint and how it is used to guide the search
space of each process is particularly important. Section 3 describes related work and how ParHyFlex
differs. Section 4 discusses the benchmark results on the MAX-SAT problem. Section 5 concludes and
indicates future work.

The ParHyFlex framework

2

We start with a brief introduction of the HyFlex system, as it was the starting point of our own work.

2.1 HyFlex
In 2009 Burke et al.[3] published a framework implemented in Java supporting the implementation of
hyper-heuristics. One implements a problem by providing an implementation of the solution representation, a set of transition functions, and an objective function: the latter two are called by a hyper-heuristic.
In this way, the framework solves the problem without needing any knowledge about the problem or
functions themselves. Therefore the hyper-heuristic can be used to solve a large range of optimization
problems.

2.2

Overview of ParHyFlex

ParHyFlex3 is a variant of the HyFlex framework intended to make it easy to run hyper-heuristics in
parallel. Using the framework, one can implement a hyper-heuristic without any knowledge about
the algorithm running on parallel systems. The framework was implemented from scratch in Java.
Communication is handled using the popular Message Passing Interface (MPI) protocol. The protocol
enables to process data on different machines, on the cores of one machine, or a hybrid topology.
The implementation uses a peer-to-peer philosophy where each process runs its own (potentially
different) hyper-heuristic. The framework provides a communication mechanism enabling the hyperheuristics running in different processes to exchange data and cooperate with each other. As it is often
profitable to make processes explore disjunct subsets of the solution space, ParHyFlex provides a mechanism to define such subsets, and to confine a process to them. This mechanism is based on the novel
notion of enforceable constraints explained in Definition 2.

Problem dependent

Problem independent

ParHyFlex
Solution exchange

Execution Mechanism

Experience

Memory

s1

s2

t0

t2

t1

Mutation

s3

s4

t3

t6
t5

t4

s5

s6

s7

s8

t7

Search space

s9 s10 s11

t9
t8

Local Search Ruin Recreate Crossover

Initialization function I

O0?

O2
O1
Objectives

δ0

δ1
Distances

source code is available at http://goo.gl/AyvHA.

232

g0
g1

Hypothesis
generators
Enforceable constraint space EP

Figure 1: Structure of the ParHyFlex framework.
3 The

=

BNAIC 2013

FULL PAPERS (A)

Figure 1 shows the structure of the framework. The lower components specify a particular problem and must be provided by the programmer interested in solving that problem: its components are
explained in Section 2.7. The upper components solve a problem by using the lower components, but
without any knowledge of the problem itself. The main component is the execution mechanism which is
an implemented hyper-heuristic. Each process runs its own framework and thus its own execution mechanism. The framework provides components for solution exchange between processes (see Section 2.3),
the generation (Section 2.4) and maintenance of an experience set (Section 2.6), and the exchange of
experience for controlling the local search space (Section 2.5).
The explanation of these components is based on the following definitions, in which the problem
P = hC, h, f i is implicit.
Definition 2 (Enforceable constraint). An enforceable constraint e is a tuple hc, e+ , e− i with c : S →
{true, false} a constraint4 , e+ : S → S a function mapping each solution to a solution satisfying the
constraint c, and e− : S → S a function mapping each solution to a solution that does not satisfy the
constraint c. We say that a solution satisfies an enforceable constraint hc, e+ , e− i when it satisfies c.
The set of all enforceable constraints for a given problem P is denoted by EP .
Within ParHyFlex, enforceable constraints are crucial to force two processes to explore different
subsets of the solution space: by applying e+ and e− to a solution, one obtains two solutions that differ
in the fact that they do or do not satisfy c. Augmenting the problem locally with opposite enforceable
constraints thus divides the search space in different subsets. Details regarding this process are explained
in Section 2.5.
In order to generate such enforceable constraints, we need a function that knows about the specific
problem.
Definition 3 (Hypothesis generator). A hypothesis generator gP is a problem dependent partial function
gP : P (S) → EP that generates an enforceable constraint from one or more solutions.
The idea is that from a set of solutions, possibly obtained using a particular meta-heuristic, a common characteristic of these solutions is captured by the constraint c in the generated enforceable constraint hc, e+ , e− i. e+ and e− can now be used to divide the solution set.
With experience set, we mean a set of enforceable constraints as maintained by ParHyFlex in a particular way: this is explained in Section 2.4.
We also define our notion of search space: it is based on enforceable constraints and meant to give a
means to operationally delimit the neighborhood in which a process can search for solutions.
Definition 4 (Search space). A search space A is a subset of the set of solutions A ⊆ S. A search
space is represented by a tuple hA+ , A− i where A+ and A− are sets of enforceable constraints, named
respectively the positive and the negative set. A contains a solution s if and only if s satisfies at least
one enforceable constraint in A+ , and s does not satisfy any of the enforceable constraints in A− .
Finally, we need the notion of correcting a solution, in case it does not belong to the intended search
space:
Definition 5 (Corrected solution). A solution s0 is corrected from s ∈
/ A with respect to A when s0 is
+
the result of the application of the positive transition function e of any enforceable constraint e ∈ A+ ,
followed by the application of the negative transition function e− of every enforceable constraint e ∈
A− .

2.3

Exchanging solutions

The so-called island model has been successfully used in the implementation of parallel genetic algorithms [14]: possibly different algorithms work on isolated populations of solutions and occasionally
exchange solutions are exchanged among several populations. ParHyFlex adheres to the same island
4 not

to be confused with the hard constraint of the problem
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model: a hyper-heuristic chooses among a number of exchange strategies provided by the framework.
An exchange strategy specifies when a solution is exchanged together with the set of processes receiving that solution. Solutions are exchanged through unreliable asynchronous communication: for
correctness, there is no need that solutions arrive at all, or in order.

2.4 Generating experience
Modern SAT solvers try to speed up the search for a solution by learning new clauses on the fly (see for
instance [10]). Such clauses can be considered as search experience. In the parallel context, sharing of
such experience usually reduces the search in several parts of the search tree and thus leads to an overall
speedup.
A similar principle is implemented in ParHyFlex using enforceable constraints. Enforceable constraints are generated by a hypothesis generator, based on previously obtained solutions. They are then
used to restrict the set of considered solutions. The hypothesis generator needs knowledge of the problem, and is therefore provided by the user of ParHyFlex, not by the framework itself. Since enforceable
constraints are generated from a limited set of solutions, there is no guarantee that the optimal solution satisfies the generated enforceable constraints, i.e. a hypothesis generator merely tries to generate
enforceable constraints that are probably true.
The enforceable constraints generated by a hypothesis generator make up the experience set. The
experience set maintains a fixed number of items and occasionally eliminates items. This procedure is
discussed further in Section 2.6.

2.5 Controlling the search space by exchanging experience
Once a set of enforceable constraints is generated and maintained in the experience set, it is used to
restrict the part of the solution space that is further explored. The positive set of the search space local
to a process takes items from the process’s experience set. Complementary to that, the negative set of a
search space of one process can take items from the experience set of a different process. This exchange
of experience happens occasionally. In this way, different processes are prevented from exploring the
same search spaces, reaching similar solutions, and getting stuck in the same local optimum. Moreover,
in this way, the search space of every process can evolve over time.
The process of correcting a solution with respect to A is meant to result in a solution belonging to
A. However, the application of an e− from one enforceable constraint can revert the effects of another
e+ : this is not handled by the ParHyFlex framework. Therefore, a search space is only enforced in a
fuzzy way: occasionally corrected solutions will not be part of the intended search space.
The search space concept aims at speeding up the convergence towards the optimal solution, but a
search space can become too restricted. Since one wants a hyper-heuristic to find the optimal solution
eventually, the search space is occasionally regenerated.

2.6 Maintaining experience
Generated enforceable constraints are not guaranteed to be satisfied by the optimal solution. Therefore
the ParHyFlex framework monitors continuously whether new solutions satisfy the current experience:
depending on the fitness-value of a new solution, the system evaluates the enforceable constraints. Occasionally the system removes a number of enforceable constraints that are not satisfied by good solutions.
Even when newly generated solutions satisfying a particular enforceable constraint yield higher
fitness-values, this does not guarantee that this enforceable constraint is true for the optimal solution(s).
Indeed, a large set of suboptimal solutions can satisfy the enforceable constraint while better solutions
do not. Since the enforceable constraints in the experience set eventually form the search space, such
enforceable constraints can prevent further improvement. Therefore the framework can also eliminate
enforceable constraints that are considered to perform well. The system uses a probabilistic mechanism
where the probability of elimination is proportional to the performance of the constraint. Eventually,
every enforceable constraint is eliminated.
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Implementing a problem

The lower components in Figure 1 show the different modules a programmer should implement when
specifying a problem. Naturally, one needs to define a set of transition function. These functions
are divided into four categories: mutation, local search, ruin recreate and crossover. This distinction
originates from the HyFlex framework. One does not need to implement transition functions of all kinds:
the categories only aim to help the hyper-heuristic in deciding which function should be applied.
Furthermore, the framework supports multiobjectivisation. Multiobjectivisation is a process where
one objective is split into more objectives. Since a significant amount of computational resources is
spent on escaping from a local optimum, one could use another objective in the hope the algorithm
didn’t reach a local optimum according to the second objective. A problem however with this approach
is that the objectives can cancel each other out. Therefore, most algorithms use a weighted sum of
the different objectives. Estimating these weights however, is a nontrivial task. The ParHyFlex facilitates multiobjectivisation: the user must define the main objective O0? together with zero or more other
objectives Oi , but it is up to the hyper-heuristic to deal with the different objectives.

2.8 Execution pipeline
When the framework is started, the different processes acquire the problem, i.e. the tuple hC, h, f i. The
memory of each process is initialized with some local solutions, using the initialization function I. A
process also has separate memory for the foreign solutions, i.e. the ones received from other processes:
in the figure, they are shown as a barred si in memory. The generation of the initial solutions has a
random component, so different processes start in a different initial state. Moreover, the hyper-heuristic
can in principle differ from process to process.
After this initialization, control is passed to the hyper-heuristic. The hyper-heuristic decides on
applying transition functions and objective functions on the solutions. The hyper-heuristic can also
restart from the (or a new) initial solution, for instance when the search gets stuck and the algorithm
does not see an opportunity for fast improvement. Each time a new solution is generated the solution is
corrected (with respect to the local search space) and the hypothesis generators are called. The resulting
enforceable constraints are used for maintaining the experience set.
Each process checks asynchronously for messages from other processes: received solutions are
corrected and stored in memory. The hyper-heuristic can use these solutions for instance as a parent
for the available crossover heuristics. When the systems generate a new search space, enforceable
constraints are exchanged and are used in the negative set of the new search space. Furthermore a hyperheuristic can distribute data among processes as well: for instance records describing the performance
of the different heuristics. After dealing with any messages, the hyper-heuristic regains control, and
restarts applying transition functions.
Eventually a stop criterion is reached. This could be a global criterion (e.g. wall clock time) which
stops all processes, or it could be a local criterion (e.g. the fitness-value is good enough in one process).
This results in outputting the best solution so far, and stopping all processes.

3

Related work

The research in parallel hyper-heuristics is currently quite sparse. One work is relatively close to
ours: Leon, Miranda and Segura[7] implemented a parallel hyper-heuristic using a multi-objective selfadaptive Island-based model.
The framework combines three concepts: the master-slave paradigm, the island-based model (discussed in Section 2.3) and multiobjectivisation (as described in Section 2.7). The framework considers
two types of processes: worker and the master island. The workers perform genetic algorithms. Each
time a local stop criterion is met, the genetic algorithm sends its results to the master island. The master island then assigns a new task to the worker. A task contains a description of the genetic operator
the worker should use together with the weights attached to the different objectives. The workers exchange solutions through the master island. The topology determining the set of workers that exchange
solutions is modified in a dynamic way.
In [7], the framework is tested with the Antenna Positioning Problem (APP)[11] and the Frequency
Assignment Problem (FAP)[12]. The researchers report a speedup over a sequential version. As ex-
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pected from a hyper-heuristics based framework, the results are not on par with tailor-based sequential
approaches.
The main differences with the system of [7] and our work is that ParHyFlex uses a peer-to-peer philosophy where the processes communicate in asynchronous way without a master process. Furthermore,
ParHyFlex explicitly restricts the search space local to a process in a cooperative way, which is, to the
best of our knowledge, the first parallel hyper-heuristic that aims to do this. Finally in ParHyFlex one
can implement any kind of hyper-heuristic instead of using an evolutionary algorithm.

4

Benchmark results

In order to test the framework, we have implemented a hyper-heuristic based on the AdapHH[8] algorithm of Mustafa Mısır. The algorithm was tested on the following problems: Maximum Satisfiability,
Frequency Assignment, Antenna Positioning and Circle Positioning. We report here only on the benchmark results for Max-Sat. The tests were performed on machines with an Intel i5 2400 processor5 and
3.7 GiB memory running the Ubuntu 12.04 operating system. The network uses Gigabit Ethernet and
is organized with a centralized switch. The timings are shown in seconds.
Evaluating the performance of a parallel hyper-heuristic is cumbersome. The underlying heuristics
are non-deterministic, and a seed-based implementation is almost impossible. Different runs give different results and the objective function varies in time. Therefore there is no strict definition of speedup in
this context. Finally since hyper-heuristics like AdapHH come with a number of parameters, one needs
to run experiments over a large number of settings.
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Figure 2: The evolution of the speedup with a different number of processors.
Figure 2 shows the speedup obtained by 476 runs per processor configuration solving 25 instances
of the Maximum Satisfiability problem with 100 000 variables and 420 600 clauses, and for 2 up to 4
processes. We calculate the speedup by measuring the time at which a fraction of the runs on a certain
processor configuration achieves a certain quality (the number of succeeding constraints) and compare
that time with the time the same percentage of sequential runs need to achieve this level. More formally
the speedup at time t with p processes for the q-th quartile is calculated by:
speedup (t, p, q) =

−1
min g1,q
(gp,q (t))
t

(1)

To calculate gp,q (t), we determine for each of the runs with p processes the best fitness-value at time t:
gp,q (t) is then the q-th quartile of these values.
54

× 3.10 GHz , 6 MiB cache.
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standard deviation on the runs

As one can see the speedup of the first quartile is not significant and sometimes values below 1 are
registered. This is due to the fact that the first quartile mainly covers runs on easy problems. Therefore
it is difficult to achieve speedup since communicating data is probably equally profitable as continuing
search.
In most cases the third quartile has a lower speedup than the second one. This can be explained
since we expect exchanging solutions and redefining the search space is more useful when at least one
or more cores have generated good solutions, something which is less likely in the context of a hard
problem. In the case of premature exchange, this could result in the fact that processors are put on the
wrong track. Deciding at which moment exchanging solutions becomes profitable remains however an
open problem.
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Figure 3: The evolution of the standard deviation on the fitness-value for different numbers of processes.
Figure 3 shows the standard deviation of the fitness-values of the runs per processor configuration.
As one can see, the standard deviation decreases over time. This is reasonable since with a large number
of parallel searches, it is less likely all processes getting stuck and thus diverging from the average.
These figures show that - at least for a small number of processors - the cooperation between the
processes as provided by the ParHyFlex framework speeds up finding better solutions and with higher
reliability.

5

Conclusions and future Work

A parallel implementation of the AdapHH[8] algorithm was presented, together with benchmark results
for the MAX-SAT problem. ParHyFlex adopts a novel way to encapsulate experience from a single
process in the form of enforceable constraints, and uses the exchange of experience for influencing the
other processes’ search space, so that there is less chance that they get stuck in similar regions of the
configuration space. In our experience, ParHyFlex allows to specify new hyper-heuristics relatively
easily, as well as new problems. We are currently experimenting with the Frequency Assignment,
Circle Positioning and Antenna Positioning problems that were used in [7], and we need to extend
our experience to a larger number of processes. We would also like to make a formal model of the
parallel hyper-heuristics framework, and in particular study the relation with speedup prediction theory
as for instance in [13].
The performance of a hyper-heuristic depends on the underlying transition functions (see [9]).
Therefore it is hard to prove that the obtained results are not just a lucky coincidence between the
parallel algorithm and the transition functions. In order to understand this better, we intend to implement a compiler that from a logical specification of the problem hC, h, f i generates transition functions
without any interaction of the programmer. In this way, we hope to obtain more objective results proving
the reported speedup for a variety of problems.
Many decisions within our framework are under the control of parameters that are often evolving
during the solving process. More effort is needed to understand the role of these parameters.
Finally, we intend to work on automatic specialization of our framework to specific problems, and
on applying the framework to new problems e.g. for the generation of secure, low-energy, small area
integrated circuits.
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of the Game Dou Shou Qi
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Abstract
Dou Shou Qi is a game in which players control a number of pieces, aiming to move one of these onto
a certain square. We will present a proof showing that this game is PSPACE-hard. Furthermore, we have
implemented an analyzing engine and created an endgame tablebase containing all configurations with up
to four pieces. These are the first steps towards theoretically solving the game. Finally, we report on some
interesting patterns which we found by analyzing the endgame tablebase.

1 Introduction
Dou Shou Qi [7] (meaning: “Game of Fighting Animals”) is a Chinese board game. In the Western world
it is often called Jungle, The Jungle Game, Jungle Chess, or Animal Chess. Dou Shou Qi is a two player
abstract strategy game and it contains some elements from Chess and Stratego as well as some other chesslike Chinese games (e.g., Banqi). Its origins are not entirely clear, but it seems that it evolved rather recently
(around the 1900s) in China. Dou Shou Qi is played on a rectangular board consisting of 9 × 7 squares,
see Figure 1. The columns are called files and are labelled a–g from left to right. The rows or ranks are
numbered 1–9 from bottom to top (the board is viewed from the position of the white player).
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Figure 1: A schematic Dou Shou Qi game board showing the empty game board and the initial configuration.
For graphical reasons, white pieces are displayed in red.
There are several different kinds of squares. The dens (#) are located in the center of the first and the last
rank (d1 and d9). Each den is surrounded by traps (ˆ). There are also two rectangular (3 × 2 squares) bodies
of water (˜) sometimes called rivers. The remaining squares are ordinary land squares. Each player has
eight different pieces representing different animals. Each animal has a certain strength, according to which
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they can capture other (opponent’s) pieces. Only pieces with the same or a higher strength may capture
an opponent’s piece. The only exception to this rule regards the weakest (rat) and the strongest (elephant)
pieces. Just like the spy in Stratego, the weakest piece may capture the strongest. The strength of the pieces,
from weak to strong, is: 1 R, r — Rat (sometimes called mouse); 2 C, c — Cat; 3 W, w — Wolf (sometimes
called fox); 4 D, d — Dog; 5 P, p — Panther (sometimes called leopard); 6 T, t — Tiger; 7 L, l — Lion;
8 E, e — Elephant. The initial placement of the pieces is fixed, see Figure 1(b). The capital letters are used
to denote the white pieces. Players alternate moves with white moving first. Each turn one piece must be
moved. Each piece can move one square either horizontally or vertically. In principle a piece may not move
into the water, and it is also forbidden to enter its own den (d1 for white, and d9 for black). The rat is the only
piece that can swim, and is therefore able to enter the water. It may also capture in the water (the opponent’s
rat), however, it may not capture the elephant from the water. Lions and tigers are able to leap over water
(either horizontally or vertically). They cannot jump over the water when a rat (own or opponent’s) is on
any of the intermediate water squares. When a piece is in an opponent’s trap (c9, d8, e9 for white and c1,
d2, e1 for black), its strength is effectively reduced to zero, meaning that any of the opponent’s pieces may
capture it regardless its strength. A piece in one of its own traps is unaffected. The objective of the game
is to either place one of the pieces in the opponent’s den or to eliminate all of the opponent’s pieces. As in
Chess, stalemate positions are declared a draw. A threefold repetition rule is imposed in some variants of
this game. The existence of such a rule is irrelevant for our analyses.
The game Dou Shou Qi is not extensively studied in literature. In [1], the game is introduced and an
attempt is made to characterize certain local properties of subproblems that occur when analyzing the game.
These so-called loosely coupled subproblems can be analyzed separately in contrast to analyzing the problem
as a whole resulting in a possible speed-up in the overall analysis. The authors also propose an evaluation
(utility) function for Dou Shou Qi, which we will use in our research as well. We will also present an engine
without taking the loosely coupled subproblems into account. A first complexity result has been obtained by
the current author in [13]. Dou Shou Qi is proven PSPACE-hard by reduction from a game called Bounded
2CL, a graph game introduced by the authors of [3]. Our main contribution is a self-contained PSPACEhardness proof by reduction from the well-known logic circuits. Furthermore, we will present an endgame
tablebase containing all configurations up to four pieces.1
The remainder of the paper is organized as follows. In Section 2 we derive a theoretical complexity class
for this game. We present the construction of an analysing engine and the endgame tablebases in Section 3
and Section 4, and the conclusions to the study in Section 5.

2 Complexity Analysis
We will show Dou Shou Qi to be PSPACE-hard, by reduction from Gpos (POS CNF) [8], which is defined
as follows: Let A be a positive CNF formula, i.e., there are no negated variables. The two players take
turns choosing a variable in A that has not yet been chosen. After all variables in A have been considered,
variables chosen by the white player are set to true, and variables chosen by the black player are set to false.
The white player wins if and only if A is true.
The author of [4] presents, among other complexity results, a framework for the reduction of games from
Gpos (POS CNF). It provides a way to represent a positive CNF formula as a logic circuit, consisting of AND
and OR gates. Furthermore, it introduces an additional logic gate, the CHOICE gate. The CHOICE gate
consists of one input and two outputs. When the input is activated, one of the outputs can be activated, but
not both. Given a positive CNF formula A, it will be represented as a logic circuit, as shown in Figure 2(a).
We use standard digital logic symbols for the AND and OR gates. Each variable is represented exactly once
on the circuit by a so-called variable setter. If a variable is selected by the white player, a signal is enabled
to flow out from it; if the black player selects it, the signal is blocked. The variables are linked to each
clause in which it is present. A binary clause is represented as an OR gate; clauses with a higher arity will
be represented by a group of subsequent OR-gates. Finally, all clauses are linked together with logic AND
gates. Players take turns setting a variable setter that has not yet been set by another player. The white player
1 For

the implementation of the engine and the retrograde analysis see: http://www.liacs.nl/home/jvis/doushouqi.
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(a) Circuit corresponding to the CNF
formula (x ∨ y) ∧ . . . ∧ (x ∨ z ∨ w)

(b) Half crossover

(c) Crossover

Figure 2: Reduction schematic introduced by [4].
decides for each activated CHOICE gate which output will be activated. He wins if a signal reaches the final
output of the circuit. This is possible if and only if he can win in the formula game.
Logic circuits enable wires to cross each other, which is a property not easily preserved on a two dimensional grid, such as the Dou Shou Qi board. Using the CHOICE gate, the author of [4] constructs a so-called
half crossover, as shown in Figure 2(b). CHOICE gates are displayed as a forking symbol with a question
mark on it. The half crossover has two inputs and two outputs. It can be verified that either of the outputs can
be activated (but not both), if and only if one of the inputs is activated. When both inputs are activated, both
outputs can be activated. Using such a half crossover, a crossover can be constructed, see Figure 2(c). Signal
splitters are displayed as a forking symbol; half crossovers are displayed as a plus symbol. The crossover
contains two inputs and two outputs. It can be verified that the right output can be activated if and only if the
left input is activated, and the top output can be activated if and only if the bottom input is activated. Thus,
in order to prove a game PSPACE-hard, we need to construct gadgets that simulate variable setters, wires
able to propagate and split the signal, and logic AND, OR and CHOICE gates.
For obtaining our complexity result, we consider a generalized version of the game. The CNF formula
will be simulated on a m × n board, where both players have k pieces. Whether a natural generalization of
the game would imply that the k pieces all have a strength in the interval [1, 8] or a distinct strength from
the interval [1, k] is open for debate. In our gadgets all pieces have a strength in the interval [1, 8], but trivial
adjustments can change this to a distinct strength in the interval [1, k]. The original game board contains
several properties, i.e., clustered water squares, narrow paths between the water, only traps around the dens,
and symmetry. Which of these properties should be preserved on a generalized game board is also open for
debate, however in our proof we took the liberty to freely use water squares and traps in the gadgets.
In the gadgets we use pieces with a strength in {2, 4, 5, 8}. Note that none of the pieces will have the
ability to leap, neither will we use rats, so no pieces can move on water squares. The propagation of a
signal in the circuit representation will be modelled as the movement of a white panther from one gadget to
another. If the white panther can reach the output of the gadget corresponding to the output of the circuit,
it will reach the black den and win the game. The black player, on the other hand, is given a piece that can
move unopposed to the white den. However, it will start at a far distance from the white den, giving the
white player the opportunity to reach the black den first, if possible. The black den will be protected by a
black dog; it can only be reached by a white piece of equal or higher strength.
The gadgets are shown in Figure 3. Squares adjacent to the border not containing water, are called
entrance squares. Entrance squares can correspond to either inputs or outputs of the gadgets, and will be
addressed as such. A construction called the gadget protector will be connected to all entrance squares. It
ensures that pieces can not enter a gadget through the outputs, and pieces can not leave a gadget through the
inputs. Furthermore, it ensures that at most one piece can leave through each output. The gadget protector
will be shown further on.
Lemma 2.1 The construction in Figure 3(a) satisfies the same constraints as a logic AND gate, with the
entrance squares at the bottom corresponding to the inputs and the entrance square at the top to the output.
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Figure 3: Dou Shou Qi gadgets.
Proof The white player can move a panther to the output square if and only if he arrives with a panther at
both input squares. In order to pass black’s elephant, the white player needs to sacrifice one of the panthers;
the other piece can pass.
Lemma 2.2 The construction in Figure 3(b) satisfies the same constraints as a logic OR gate, with the
entrance squares at the bottom corresponding to the inputs and the entrance square at the top to the output.
Proof Note that this gadget is almost the same as the AND gadget, the only difference is that an additional
white panther is provided. The white player needs at least one panther arriving at the gadget. In order to
pass the black elephant, one of the panthers must be sacrificed; another panther can pass. Whether the white
player arrives with one or two panthers does not matter, only one can pass.
Lemma 2.3 The construction in Figure 3(c) satisfies the same constraints as a signal splitter, with the
entrance squares at the bottom corresponding to the input and the entrance squares at the top to the outputs.
Proof The white panther in the gadget can not move before the black dog moves away from the traps,
otherwise it will be captured. When another panther arrives, the black piece can be driven away from the
traps and white has two panthers, which can each leave through a different output.
Lemma 2.4 The construction in Figure 3(d) satisfies the same constraints as the described CHOICE gate:
Upon arrival a panther can go either way, but not both. The entrance square at the bottom corresponds to
the input and the entrance squares at the top to the output.
Proof Once the white player moves a panther into the gadget, he can either move it through the left output
or through the right output. Note that the gadget protector (shown further on) will ensure that this piece can
not move through one of these entrances and move back later on.
Lemma 2.5 The construction in Figure 3(e) satisfies the same constraints as a variable setter.
Proof Like in the original Gpos (POS CNF) game, players take turns choosing a variable. At the moment a
player choses a certain variable, he captures the opposing piece within the corresponding gadget. Variables
chosen by the white player will thus allow a white panther to leave the gadget. Variables chosen by a black
player will allow none of the pieces to leave the corresponding gadget.
In order to ensure that none of the gadgets allow actions that are not allowed in Gpos (POS CNF), all
inputs and outputs are connected to a so-called gadget protector. The gadget protector is a chain of special
constructions, shown in Figure 4. The construction shown in Figure 4(a) is a black edge protector. The
white player can move a panther from bottom to top, but not the other way around. When a panther enters
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Figure 4: Dou Shou Qi supporting constructions for building the gadget protector.

the construction, the black dog will retreat behind either the left trap or the right trap, and the white panther
can pass. When passed, the black dog moves back to its original position. The white panther can not move
back, he would be captured upon entering the traps. The construction shown in Figure 4(b) is a white edge
protector, it only allows white pieces to pass. Black pieces will be captured upon entering a trap. Note that
these constraints do not apply when the opposing player attacks from both sides. We will show further on
how to deal with this. The construction in Figure 4(c) is an outflow protector, with the entrance square left
as input and the entrance square right as output. It ensures that upon arrival with either one or two panthers,
only one can pass. This ensures that a player will never benefit from sending both pieces in a FANOUT
gadget through the same output.
A chain of two white edge protectors, one black edge protector and another two white edge protectors is
called a one-way channel. First, it ensures that no black piece can move through it. It will be captured upon
entering a white edge protector. After a capture, the white cat can retake position, preventing black pieces
from passing, regardless their number. Because it is always adjacent to another white edge protector, even
an attack from both sides is useless. Second, it ensures that all black pieces within are unable to move out
of the construction they started in, by the same argument. Finally, linking several one-way channels to each
other ensures that white pieces can move through it in only one direction. White pieces that move in the
opposite direction will be stopped at the black edge protector. Indeed, when having a piece at both the input
and the output, the white player can enable its piece at the output to move back past the dog. However, in
order to pass a number of subsequent black edge protectors, the white player needs an equal number of white
panthers at the input to ensure such a passing. There can never be more than two white pieces at the input
of a one-way channel, thus linking three one-way channels together prevents white pieces from moving into
the wrong direction. A gadget protector is a chain of three one-way channels, one outflow protector and
another three one-way channels.
Theorem 2.6 Deciding the winner from a given Dou Shou Qi configuration is PSPACE-hard.
Proof Reduction from Gpos (POS CNF). Given a positive CNF, we construct a corresponding Dou Shou
Qi configuration. The number of pieces and the size of the game board are bounded by a polynomial over
the number of variables and clauses in the CNF. The white player has a forced win if and only if he has a
forced win on the original Gpos (POS CNF); otherwise the black player has a forced win. Note that there are
no draws in Gpos (POS CNF), neither are there in the reduction. The gadget containing the white den must
be chained to a black edge protector. This ensures that no other white pieces except the panthers can reach
the black den. Black will not benefit from moving the dog into this gadget; the dog is still unable to stop a
panther, regardless of the traps. The white player can move a piece into the black den if and only if he can
set the corresponding CNF to true. The black player always has the potential to move a piece into the white
den, but only after a certain amount of moves. If the corresponding CNF can be set to true, by that time the
white player has already reached the black den.
If we apply a rule that imposes a polynomial upper bound on the number of moves, similar to the
50 moves rule used in chess, PSPACE-completeness could also be proven. Since this is a subjective matter,
we refrain from this. Without such upper bound, Dou Shou Qi probably is in an even harder complexity
class, such as EXPTIME or EXPSPACE.
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3 Dou Shou Qi Engine

To get a feeling for the search complexity of a Dou Shou Qi game, we present some numbers. An average
configuration allows for 20 legal moves (out of a maximum of 32). In theory a complete game tree of all
possible games from the initial configuration can be constructed by recursively applying the rules of the
game. From the initial configuration the number of leaves visited per ply can be found in Table 1. Assuming
an average game length of 40 moves (80 plies), there are approximately 2080 possible games.
In this section we introduce a Dou Shou Qi (analyzing) engine, similar to a Chess engine which is used
to search through the game tree given a certain configuration. The seminal 1950 paper by Shannon [11]
lists the elements of a chess playing computer (also known as an engine), which are also applicable to a
Dou Shou Qi engine as both games are similar. Usually, an engine consists of three parts: a move generator,
which generates a set of legal moves given a configuration; an evaluation function (or utility function), which
is able to assign a value to the leaf of the game tree, and a search algorithm to traverse the game tree. As
evaluation function we use the method constructed in [1].
Table 1: The number of leaf nodes that are evaluated at a certain depth from the initial configuration. The
performance was measured on an Intel i7-2600 with 16 GB RAM (no pruning).
ply
time number of leaf nodes evaluation move
1
0.00
24
5 Eb3
2
0.00
576
0 Eb3
3
0.00
12,240
3 Eb3
4
0.06
260,100
0 Eb3
5
1.26
5,098,477
3 Eb3
6
23.46
99,860,517
0 Eb3
7 7 : 51.33
1,890,415,534
3 Eb3
In most chess playing engines today some form of the minimax algorithm is used. Here, one tries to
minimize the possible loss for a worst case (maximum loss) scenario. The performance of the minimax algorithm can be improved (among many other methods), without affecting the result, by the use of alpha-beta
pruning. Here, a branch is not further evaluated when at least one of the immediately following configurations proves to be worse (in terms of the evaluation function) than a previously examined move [5, 6]. In
our case, using the same machine, we are able to search the game tree within the eight minutes to a depth
of 14 plies. The aforementioned search methods operate on trees, while the actual search space is an acyclic
graph. Configurations that have been considered before might be considered again by means of so-called
transpositions. A reordered sequence of the same set of moves results in the same configuration. This is
especially true for end game configurations where a few pieces can move around in many ways to form
equal configurations. By storing evaluated configurations in memory we can omit expensive re-searches of
the same configuration. Commonly, a hash table is used. Zobrist [14] introduced a hashing method for chess
which can easily be extended to a more general case. The idea is to combine random numbers (64-bits)
for each piece at each location by using the XOR operator. When using a set of carefully constructed random numbers the change of two different configurations that result in the same hash key can be ignored.
Another nice property of this method is that a new key (after a move) can be constructed from the old key
(current configuration). In the transposition table we store the hash key together with information about this
configuration, i.e., the evaluated score (either exact or a bounding score in case of alpha-beta pruning), the
depth the configuration was evaluated for, as shallower results are less trustworthy than deeper searches. The
transposition table size is obviously smaller than all 64-bit possible hash keys. We map the hash key to an
entry in the table by taking the values of the key modulo the table size as its index.
Our engine consists of the minimax algorithm with added alpha-beta pruning and augmented with a
(large) transposition table using the Zobrist hashing method. This engine has proving its usefulness by
performing a sanity check on the endgame tablebases presented in Section 4, which in turn can be used to
improve the engine.
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4 Retrograde Analysis

An endgame tablebase describes for every configuration including a certain number of pieces, precalculated
information which side has a theoretical win. An endgame tablebase can be exploited in several ways. First,
it can be incorporated in a Dou Shou Qi playing computer, potentially resulting in better play. In fact, an
algorithm does not need to look for a line of moves that leads to a direct win, but it suffices to look for
a line of moves that leads to a configuration in the tablebase which is known to be winning. Moreover, it
can be mined for patterns, to gain novel insights, as we will see next. Endgame tablebases exist for many
well-known games, such as Chess [12], Kriegspiel [2] and Checkers [9]. An endgame tablebase containing
information about Checkers games containing at most ten pieces has been constructed by the authors of [9],
eventually leading to a proof showing that by optimal play of both players, the game will result in a draw [10].
The technique we use for constructing this database is retrograde analysis, similar to the technique used
by the author of [12]. All configurations are generated, and the configurations that are a terminal state, i.e.,
a win for white, a win for black or a stalemate, are marked as such. After that, we repeat the following
procedure several times: For each configuration we evaluate all moves. If one of these moves leads to a
configuration which is marked as a loss for the player to move, this is clearly a win, so we can mark it as
such. If all these moves lead to a configuration which is marked as a win for the player to move, this is
clearly a losing configuration, so we mark it as such. In all other cases we do not mark this configuration
yet. This procedure is repeated until it does not lead to newly marked configurations. At that moment, we
can mark all unmarked configurations as a draw, write all configurations to the database and terminate the
algorithm. Note that we only need to write configurations with white to move to the database; configurations
with black to move can be obtained from symmetry.
The resulting endgame tablebase is represented in a format that is readable for both human and machine.
Each configuration is stored on a separate line. Each line contains a description of the configuration, the
outcome by optimal play, a move yielding this result and the length of such a sequence. Optimal play is
considered to be a shortest sequence of moves that lead to a win, or if the position is lost a longest sequence
of moves that leads to a loss. We were able to generate endgame tablebases for configurations containing
up to four pieces, but the program can be scaled easily to generate tablebases containing even more pieces.
Some general statistics about the endgame tablebase are shown in Table 2. Each row summaries the number
of configurations it contains, and the distribution of obtainable results for the player on turn. Furthermore,
the longest sequence of moves that leads to a forced win for either player is displayed.

pieces
2
3
4

Table 2: Summary of the endgame tablebase up to four pieces.
positions
to move wins
to move loses
draws longest sequence
160,068
82,852
64,501
12,715
34
54,354,684
30,297,857
23,369,820
687,007
67
9,685,020,510 5,468,841,129 4,001,236,829 214,942,568
117

The endgame database can be mined in search for interesting patterns. Although this is considered as the
main focus of future work, an interesting result was already obtained. It has been suggested by some that
this game often results in a draw, however our results show a surprisingly low ratio of draws. Furthermore,
endgames consisting of two pieces with equal strength will never end in a draw under optimal play. There
is a theoretical argument to support this claim. These endgames can be divided into two categories. On the
one hand, there are the endgames which have a straightforward ending, e.g., one of the pieces can move
unopposed to the opposing den or can capture the other piece right away. On the other hand, there are
endgames which seem harder to assess, because both pieces yet have to pass each other in order to reach
the opposing den, seemingly able to defend their own den. In this case, the Manhattan distance between
the pieces is decisive; when this is an even number, the player to move can always win, otherwise the other
player can win. In fact, by walking toward the opposing piece, it can be driven into a corner, an eventually be
captured. This observation suggests that the notion of parity is important part in endgames. Note that tigers
and lions are able to flip the parity, by leaping over the water.
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Our main contribution is a complexity proof, showing Dou Shou Qi is PSPACE-hard, which implies that it
is an interesting game to study [4]. Furthermore, we created a playing engine and presented a method for
constructing an endgame tablebase. Both can be used to gain novel insights in the game. As well it can be
considered as a first step towards theoretically solving Dou Shou Qi in the same way Schaeffer et al. [9]
solved Checkers. Finally, we have presented a theoretical proof that an endgame with two pieces of equal
strength will not result in a draw.
Expanding the tablebase to more pieces is considered to be future work. More interesting patterns are
still to been found in these tablebases, e.g., the impact of the parity on winning configurations. The fact that
Dou Shou Qi could not be proven PSPACE-complete without the introduction of additional rules suggests
that it is contained in a superset of PSPACE, possibly EXPTIME or EXPSPACE. Improving the complexity
result to either one of these classes is also an interesting direction for future work.
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Abstract
This paper describes a new machine learning algorithm for regression and dimensionality reduction tasks.
The Neural Support Vector Machine (NSVM) is a hybrid learning algorithm consisting of neural networks
and support vector machines (SVMs). The output of the NSVM is given by SVMs that take a central
feature layer as their input. The feature-layer representation is the output of a number of neural networks
that are trained to minimize the dual objectives of the SVMs. Because the NSVM uses a shared feature
layer, the learning architecture is able to handle multiple outputs and therefore it can also be used as a
dimensionality reduction method. The results on 7 regression datasets show that the NSVM in general
outperforms a standard SVM and a multi-layer perceptron. Furthermore, experiments on eye images show
that the NSVM autoencoder outperforms state-of-the-art dimensionality reduction methods.

1 Introduction
Multi-layer perceptrons (MLPs) [16, 10] are universal in the sense that they can approximate any continuous nonlinear function arbitrary well on a compact interval [3]. However, one of their drawbacks is that
in training neural networks one usually tries to solve a nonlinear optimization problem that has many local
minima. Furthermore, neural networks tend to overfit on small datasets. Support vector machines (SVMs)
[13, 2, 11] are a more robust method for both classification and regression tasks, and usually have excellent
generalization performance. This makes them very well suited for small datasets with many features. However, SVMs also have some drawbacks: (1) Their performance heavily relies on the chosen kernel function,
but most kernel functions are not very flexible. (2) SVMs are in principle ”shallow” architectures, whereas
deep architectures [8, 1] have been shown to be very promising alternatives to these shallow models. (3)
The standard SVM is unable to handle multiple outputs in a single architecture, which restricts their usage
for possible learning tasks such as dimensionality reduction.
In this paper, we introduce the Neural Support Vector Machine (NSVM), a hybrid machine learning
algorithm consisting of both neural networks and SVMs. The output of the NSVM is given by support
vector machines that take a small central feature layer as their input. This feature layer is in turn the output
of a number of neural networks, trained through backpropagation of the derivatives of the dual objectives
of the SVMs with respect to the feature-node values. The NSVM aims to overcome the problems of the
standard SVM. First, the NSVM adds more layers to the SVM, making it ”deeper”. Furthermore, the
neural networks can learn arbitrary features, making the kernel functions much more flexible. Finally, by
combining multiple SVMs with a shared feature layer into one learning architecture, the NSVM extends an
SVM’s generalization capability to multiple outputs.
The NSVM is related to some other methods. In [14], a neural support vector network (NSVN) architecture is proposed. In this NSVN, the neural networks are trained using a boosting algorithm [5] and the
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support vectors are chosen beforehand. Compared to the NSVM, this method updates the neural networks
in a more heuristical manner and chooses the support vectors beforehand, which make its theory less elegant than the NSVM. The NEUROSVM [6] uses MLPs to learn a representation of the data in a feature
space. This representation is subsequently used as the input of an ensemble of support vector classifiers.
Unlike the method proposed here, the stages of feature learning and classification training are separated in
the NEUROSVM. Therefore, this method acts more like an ensemble method like stacking [18]. In the
training scheme of the NSVM, the optimization of the neural network weights is intricately linked to the
optimization of the SVM objective. Another related method was suggested by Suykens and Vandewalle
[12]. Their modified support vector method trains the weight matrix between the input layer and the feature
layer by minimizing an upper bound on the VC dimension. The NSVM uses another optimization method
and we put more emphasis on how it can be extended to handle multiple outputs. Because of this ability to
handle multiple outputs the NSVM can also be used as an autoencoder [4, 8]: a non-linear model that can
be used to find an efficient coding of data.
This paper attempts to answer the following research questions: (1) How does the single-output regression NSVM compare to other state-of-the-art machine learning algorithms on regression problems? (2) How
does the NSVM autoencoder compare to other dimensionality reduction methods?
Outline. In section 2 we will discuss the theory of support vector regression. Next, we present a singleoutput NSVM, discussing its architecture and the modified support vector objectives it utilizes. In section 4
we show how the NSVM can be adapted to handle multiple outputs by presenting the NSVM autoencoder.
Section 5 will cover the setup and the results of the experiments conducted with the single-output NSVM
on several benchmark regression datasets and the results of the NSVM autoencoder on a dataset of images
of left eyes of people. A conclusion and future work will be presented in section 6.

2

Support Vector Regression

In linear ε-insensitive support vector regression (SVR), training consists of solving the following constrained
optimization problem:
#
"
X̀
1
2
∗
kwk + C
(ξi + ξi )
(1)
min
w,ξ(∗) ,b 2
i=1
subject to constraints:

yi − w · xi − b ≤ ε + ξi , w · xi + b − yi ≤ ε + ξi∗ , and

(2)

ξi , ξi∗ ≥ 0.

Here, w is a weight vector, b is a bias value, (xi , yi ) is a training sample and its target value, ξi and ξi∗ are
so-called “slack variables” enabling the model to allow deviations between the model output and the target
value of training examples larger than ε, C is a parameter controlling the extent to which such deviations
are allowed and ` is the total number of training samples. Equation (1) is called the primal objective, and its
variables primal variables. Introduction of Lagrange multipliers α and α∗ and solving for the coordinates
of a saddle point allow us to reformulate the primal objective and its constraints in the following way1 :


X̀
X̀
X̀
1
(αi∗ − αi )(αj∗ − αj )(xi · xj )
(3)
max −ε
(αi∗ + αi ) +
(αi∗ − αi )yi −
2
α(∗)
i,j=1
i=1
i=1
subject to constraints:

(∗)

0 ≤ αi
(∗)

≤C

and

X̀
i=1

(αi − αi∗ ) = 0.

(4)
(∗)

Here, we use αi to denote both αi and αi∗ , and α(∗) to denote the vectors containing all αi values.
Equation (3) is called the dual objective. The second constraint in (4) is called the bias constraint. Once the
1 See

[11] for a more elaborate derivation.
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α and α∗ maximizing the dual objective are found, a linear regression SVM determines its output using:
f (x) =

X̀
(αi∗ − αi )(xi · x) + b

(5)

i=1

The presented SVR model assumes that the relation between xi and yi is a linear one. Obviously, we
want to make the SVR model nonlinear. This could be achieved by preprocessing the training patterns xi
by a map Ψ : X → F into some higher-dimensional feature space F and then applying the standard SVR
algorithm [11]. However, such an approach can become computationally infeasible. Since both the dual
objective (3) and the regression estimate (5) only depend on inner products between patterns xi , it suffices
to know K(xi , x) := Ψ(xi ) · Ψ(x), rather than Ψ explicitly. It is this kernel function K(·, ·) that is often
used in SVR to make the algorithm nonlinear. A number of kernel functions are widely used, including
polynomial functions, radial basis functions and sigmoidal functions.

3

The Neural Support Vector Machine

Here we introduce the Neural Support Vector Machine. This section concerns a single-output regression
NSVM. First, we will discuss its architecture. Next we describe the modifications made to the SVR objectives of section 2. The section is closed by a description of the procedure by which the system is trained.

3.1

Architecture

The NSVM (see Figure 1a) consists of: (1) an input layer consisting of D nodes; (2) a central feature layer
z consisting of d nodes; (3) a total of d two-layer neural networks (MLPs) N , which each take the entire
input layer as their input and produce one of the feature values as their output, and (4) a main support vector
regression model M that takes the entire feature layer as its input and determines the value of the output
node. When a pattern x of dimension D is presented to the NSVM, it is propagated through the neural
networks, determining the values of the feature layer. We use Φ(x|θ) to denote the mapping performed by
the neural networks, i.e. z = Φ(x|θ). Here, Φ : RD → Rd and θ is a vector containing all the weights of
the neural networks. The representation in the feature layer is used as input for the support vector machine
M that determines the value of the output node. The regression NSVM computes its output using:
f (x) =

X̀
(αi∗ − αi )K(Φ(xi |θ), Φ(x|θ)) + b.

(6)

i=1

Where K(·, ·) is the kernel function of the main SVM.
Figure 1: Architecture of the NSVM regression estimator (a), and the NSVM autoencoder (b). In both
examples the feature layer consists of three neural networks each one extracting one feature.
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Modified Objectives

To obtain a suitable f , the system must find a representation of the input data in z that codes the features most
relevant for estimating the desired output. The NSVM adapts the primal objective of SVR by replacing the
training samples xi with their representation in the feature layer, Φ(xi |θ). Consequently, the weightvector
of the neural networks θ is introduced as an additional primal variable. This yields the following primal
objective for an NSVM with a linear SVR model M :
"
#
X̀
1
2
∗
min
kwk + C
(ξi + ξi )
(7)
w,b,θ 2
i=1
(∗)

subject to constraints: yi − w · Φ(xi |θ) − b ≤ ε + ξi , w · Φ(xi |θ) + b − yi ≤ ε + ξi∗ , and ξi ≥ 0.
Correspondingly, the new ‘dual objective’ (the primal variable θ has not been eliminated!) for the NSVM
when the SVR model M uses a kernel function K(·, ·) is:
min max W (α(∗) , θ) = −ε
θ

α(∗)

X̀

(αi∗ +αi )+

i=1

X̀
i=1

subject to constraints: 0 ≤ αi , αi∗ ≤ C, and

3.3 Training Procedure

(αi∗ −αi )yi −

1 X̀ ∗
(α −αi )(αj∗ −αj )K(Φ(xi |θ), Φ(xj |θ))
2 i,j=1 i
(8)

P`

∗
i=1 (αi − αi ) = 0.

The two goals of training the NSVM regression estimator are: (1) Find the α(∗) that maximizes Equation
(8), and (2) Find the weights of the neural networks θ such that each network Na contributes to the Φ(x|θ)
that minimizes Equation (8). The two goals are not obtained independently, i.e. an adjustment of α requires
an adjustment of the neural networks and vice versa. Whenever the system is presented a training pattern
xi , the NSVM adjusts each αi and αi∗ towards a local maximum of W + (·) with a gradient ascent algorithm:
(∗)

αi

(∗)

← αi

+λ

∂W + (·)
(∗)
∂αi

X̀
with W + (·) = W (·) − P1 ( (αj∗ − αj ))2 − P2 αi∗ αi

(9)

j=1

where λ is a metaparameter controlling the learning rate and P1 , P2 are parameters chosen beforehand. By
(∗)
using the derivative of W + (·) in Equation (9) we ensure that αi is adjusted towards a satisfaction of the
∗
bias constraint, and towards a pair of (αi , αi ) of which at least one of the values equals zero. The two
derivatives of our gradient ascent algorithm are given by:
X̀
X̀
∂W + (·)
= −ε + yi −
(αj∗ − αj )K(Φ(xi |θ), Φ(xj |θ)) − 2P1
(αj∗ − αj ) − P2 αi
∂αi∗
j=1
j=1

(10)

and
X̀
X̀
∂W + (·)
= − ε − yi +
(αj∗ − αj )K(Φ(xi |θ), Φ(xj |θ)) + 2P1
(αj∗ − αj ) − P2 αi∗ .
∂αi
j=1
j=1
We keep all α(∗) -coefficients between 0 and C. We want to adjust the weights of each neural network Na
such that its output minimizes W + (·). Let us denote the output of Na given training pattern xi (i.e. the a-th
entry of zi = Φ(xi |θ)) by zia . Then, using gradient descent, we aim to decrease zia by:
X̀
∂W + (·)
∂K(Φ(xi |θ), Φ(xj |θ))
= −(αi∗ − αi )
(αj∗ − αj )
.
a
∂zi
∂zia
j=1
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By considering Equation (11) the error of Na given pattern xi , we can adjust its weights to decrease W + (·)
using backpropagation [16, 10]. The complete training algorithm is given in Algorithm 1. It shows that
training the main SVM M is alternated for a number of epochs with training the neural networks. The bias
value of the SVR model M is learned by using the average error.
Algorithm 1 The NSVM training algorithm
Initialize main SVM M
Initialize neural networks
repeat
Compute kernel matrix for main SVM M
Train main SVM M
Use backpropagation on the dual objective of M to train the neural networks
until stop condition (maximal number of epochs)

The computational time and space complexity of the NSVM is linear in the number of inputs and also
linear in the number of feature-extracting neural networks. Just as SVMs, its complexity depends quadratically on the number of training examples.

4

The Neural Support Vector Machine Autoencoder

This section will show how the single-output regression NSVM can be adapted to handle multiple outputs
by presenting the NSVM autoencoder. The architecture of the NSVM autoencoder differs from the singleoutput regression NSVM in two respects: (1) The output layer consists of D nodes, the same number of
nodes the input layer has. (2) It utilizes a total of D support vector regression machines Mc , which each
take the entire feature layer as input and determine the value of one of the output nodes.
Figure 1b depicts the architecture graphically. Just like the method described in section 3, the forwardpropagation of a pattern x of dimension D determines the representation in the feature layer z. The feature
layer is then used as input for each support vector machine Mc that determines its output according to:
fc (x) =

X̀
([α∗c ]i − [αc ]i )(Φ(xi |θ) · Φ(x|θ)) + bc .

(12)

i=1

Here, we use [αc ]i to denote the αi used by Mc . In this case we use a linear kernel for the SVR models.
Like the single-output NSVM, the NSVM autoencoder tries to find the neural network weights θ such
that Φ(·) codes the features most relevant to the properties corresponding with the desired output. Since the
desired output of an autoencoder is the same as the input data, it is trained to learn structural features of the
data in general. The dual objective of each support vector machine Mc is:
min max
Wc (x, α(∗)
c )=−ε
∗
θ

αc ,αc

X̀
X̀
([α∗c ]i + [αc ]i ) +
([α∗c ]i − [αc ]i )[yi ]c
i=1

i=1

1 X̀
−
([α∗ ]i − [αc ]i )([α∗c ]j − [αc ]j )(Φ(xi |θ) · Φ(xj |θ))
2 i,j=1 c

(13)

P`
∗
subject to constraints: 0 ≤ αi , αi∗ ≤ C, and
i=1 (αi − αi ) = 0. Recall from section 3.3 that the first
goal of training the NSVM regression estimator is finding the α(∗) that maximizes Wc (·) shown in Equation
(∗)
(8). Similarly, in the NSVM autoencoder we want to find the αc that maximizes Equation (13) for every
support vector machine Mc . Like for the single-output NSVM, this is done through gradient ascent.
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However, the minimization of Equation (13) with respect to θ is different from the single-node NSVM.
Since all SVMs share the same feature layer, we cannot just minimize W (·) for every SVM separately. It is
actually this shared nature of the feature layer which enables the NSVM to handle multiple outputs in one
architecture. Let us again denote the output of Na given xi by zia . We can adjust the weights of each Na
towards a minimum of (13) with respect to zia by backpropagation of the sum of the derivatives of all dual
objectives Wc (·) with respect to zia . Therefore, for training the MLPs the NSVM autoencoder uses:
−

D
X
∂Wc (·)
c=1

∂zia

with

X̀
∂Wc (·)
∗
=
−([α
]
−
[α
]
)
([α∗c ]j − [αc ]j )zja .
i
c
i
c
∂zia
j=1

(14)

This situation resembles that of a neural network with multiple outputs, in which a single hidden node’s
error is determined by summing the proportional errors of all the neurons it directly contributes to [16, 10].

5
5.1

Experimental Results
Experimental Results on Regression Datasets

We experimented with 7 regression datasets to compare the NSVM to an SVM, both using RBF kernels. We
note that both methods are trained with the simple gradient ascent learning rule, adapted to also consider the
penalty for obeying the bias constraint. The 7 datasets are described in [7]. Some information about these
datasets is shown in Table 1. The datasets are split into 90% training data and 10% testing data.
The NSVM uses two-layer MLPs with Tanh activation functions in the output and hidden layer. The
NSVM contains a fairly large number of metaparameters. To optimize the metaparameters, particle swarm
optimization (PSO) [9] has been utilized. Finally, we used 1000 or 4000 times cross validation runs with the
best found metaparameters to compute the mean squared errors and standard errors of the different methods
for each dataset. In Table 1 we show the results of the NSVM, the results of a standard SVM trained with
gradient ascent, and the results for an SVM and a multi-layer perceptron (MLP) obtained in [7]. We note
that Graczyk et al. [7] only performed 10-fold cross validation and did not report any standard errors.
Dataset
Baseball
Boston Housing
Concrete Strength
Diabetes
Electrical Length
Machine-CPU
Stock
Wins/Losses

#Exams.
337
461
72
43
495
188
950

#Feat.
6
4
5
2
2
6
5

#Runs
4000
1000
4000
4000
1000
1000
1000

NSVM
0.02343 ± 0.00010
0.006782 ± 0.000091
0.00782 ± 0.00006
0.02655 ± 0.00023
0.006492 ± 0.000064
0.00740 ± 0.00014
0.000825 ± 0.000005

Gradient ascent SVM
0.02413 ± 0.00011−
0.006838 ± 0.000095
0.00706 ±0.00007+
0.02719 ± 0.00026
0.006382 ± 0.000066
0.00805 ± 0.00018−
0.000862 ± 0.000006−
1-3

SVM [7]
0.02588−
0.007861−
0.00851−
0.02515+
0.006352
0.00777
0.002385−
1-4

MLP [7]
0.02825−
0.007809−
0.00837−
0.04008−
0.006417
0.00800−
0.002406−
0-6

Table 1: The 7 datasets (name, number of examples, number of features), the number of runs for cross
validation, and the mean squared errors and standard errors of the NSVM, the gradient ascent SVM, and
results from [7] for an SVM and an MLP. We denote with +/- a significant win/loss (p < 0.01) compared to
the NSVM.
The results show that the NSVM in general outperforms the other methods. It wins against the different
SVMs in 3 or 4 times, and only loses one time. We want to remark that the win of the SVM from [7] could
be explained by the small (10) number of cross validation runs on a a small dataset. Furthermore, compared
to the results obtained with the MLP, the NSVM obtains much better performances on almost all datasets.

5.2

Experimental Results on Dimensionality Reduction of Eye Images

The dataset we used contains 1300 gray-scale images of left eyes of 20 by 20 pixels, manually cropped from
the “Labeled Faces in the Wild Dataset”. Figure 2 shows three examples of the data used. The 400 pixel
values have been normalized such that their average value is µ = 0.0 with a standard deviation of σ = 0.3.
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We used 32 of the data as trainingdata and the rest for testing. All experiments were repeated 10 times.
For the autoencoder experiments, we implemented an adaptive learning rate of the neural networks of the
NSVM. Furthermore, we used a linear kernel for the SVMs Mc . The two-layer MLPs used Tanh and linear
activation functions in the hidden and output layer, respectively.
Figure 2: Three examples of images of left eyes of people used in the autoencoder experiment.

We made a comparison to a state-of-the-art non-linear neural network autoencoding method, named a
denoising autoencoder [15], for which we optimized the metaparameters. The autoencoders were trained
using stochastic gradient descent with a decreasing learning rate. In each epoch, all samples in the training
set were presented to the network in a random order. Each input sample was augmented with Gaussian
noise, while the target stayed unaltered. We also added l1 regularization on the hidden layer of the network
to increase sparsity. These additions improved the generalization performance of the autoencoder.
We also compared the NSVM to principal component analysis (PCA) using a multi-variate Partial-Least
Squares (PLS) regression model with standardized inputs and outputs [17]. It can easily be shown that the
standard PLS algorithm in autoencoder mode is actually equivalent with a principal component projection
(with symmetric weights in the layer from the latent variable bottleneck layer to the output layer). The
attractiveness of applying the PLS autoencoder in this case is the elegant and efficient implementation of the
standard PLS algorithm to compute the principal components.
As results we compute the reconstruction error on the test images using the root of the mean squared
error (RMSE). The results of the three methods using 10, 20, and 50 dimensions (or features) are shown in
Table 2. The results show that the best method is the NSVM autoencoder. It significantly outperforms the
denoising autoencoder when 50 features are used, and outperforms PCA with all sizes of the feature layer.
Dimensionality
10
20
50
Wins/losses

RMSE NSVM
0.1218 ± 0.0004
0.0882 ± 0.0004
0.0503 ± 0.0002

RMSE NN
0.1211 ± 0.0002
0.0890 ± 0.0002
0.0537 ± 0.0001−
0-1

RMSE PCA
0.1242 ± 0.0004−
0.0903 ± 0.0003−
0.0519 ± 0.0002−
0-3

Table 2: The test RMSE and its standard error obtained by the NSVM autoencoder, the denoising neural
network autoencoder, and principal component analysis, for different sizes of the feature layer. The symbol
+/- indicates a significant (p < 0.01) win/loss of the method compared to the NSVM autoencoder.

6

Conclusion and Future Work

In this paper we have described the Neural Support Vector Machine, a new machine learning algorithm that
learns through a complex interaction between support vector machines and neural networks. Because neural
networks try to minimize a function that the SVMs try to maximize, the learning dynamics follow a chaotic
behavior. Although the NSVM has many trainable parameters, the experimental results have shown that the
NSVM often performs better than state-of-the-art machine learning techniques. But, because the NSVM
consists of a large number of adaptive parameters, it takes more computational time than the other methods.
There is a lot of possible future work. First of all, the current implementation uses around 12 different
metaparameters. We want to study if they are all important and if we cannot set some of them to constant
(universal) values. Second, the NSVM becomes very large for large datasets and then needs a lot of training
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time. To deal with large datasets, we want to research faster optimization techniques. We can also include
more diversity in the feature-extracting neural networks, for example by letting them use different inputs or
different examples. Finally, we want to test the NSVM on some challenging image classification datasets.
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Abstract
Temporal scheduling problems occur naturally in many diverse application domains such as manufacturing, transportation, health and education. A scheduling problem arises if we have a set of temporal
events (or variables) and some constraints on those events, and we have to find a schedule, which is an
assignment of values to the variables that satisfies the constraints. The execution of schedules in practice
is typically surrounded by uncertainty, so that it makes sense to assign intervals rather than fixed times to
events. Such a schedule is hypothesized to be more robust to disruptions, as it leaves room for adapting
the assignment of exact times to events, to disturbances occurring during execution.
In previous work, we have shown how to efficiently compute an assignment of intervals to the variables
in a temporal scheduling problem, that maximizes the sum of the lengths of the intervals. We empirically
evaluated whether we can further improve the robustness of such a schedule by changing the distribution
of intervals. In the current paper, we investigate in more detail how characteristics of the input instances
affect different scheduling methods’ robustness properties. From this investigation, we derive three new
methods for designing interval schedules, and show them to provide similar or improved robustness.

1

Introduction

Scheduling problems are very common in many different application domains. Informally, we speak of a
temporal scheduling problem when we have a number of temporal variables and some constraints on the
values we can assign to them, and we are asked to construct a schedule, which is an assignment of values to
the variables that satisfies all constraints. In this paper the events of interest are the starting times for tasks
to be executed by agents. The constraints impose a precedence relation on the tasks: Some tasks can only
start after certain other tasks have finished.
Very often, while a schedule is created, there is uncertainty about the environment in which it will be
executed: tasks may turn out to take longer than anticipated, machines may break down, etc. Then it makes
sense to assign to each task not an exact, fixed time, but rather an interval in which the task can start. That
way, a precise starting time can be chosen from a task’s interval depending on the circumstances unfolding
during schedule execution, such as delays of preceding tasks. We interpret the length of the interval assigned
to a task as the flexibility of the task. It seems intuitively attractive to construct an assignment of starting
time intervals to tasks that maximizes the sum of the interval lengths we assign. This sum is then interpreted
as the flexibility of the schedule.
In previous work [4], we showed that an interval schedule that maximizes flexibility can be computed
in polynomial time. We can reasonably expect such a maximally flexible interval schedule to maximize the
schedule’s robustness in the face of disturbances occurring during executions, and to minimize the tardiness
due to delays. However, sometimes it is not just the project itself, but the individual activities that must
be finished in time—for example because of contracts with other parties. In this case we should aim to
minimize the number of delayed tasks. In [12] we studied the effects on these two performance indicators
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of three alternative heuristics for distributing flexibility, compared to the flexibility maximizing distribution
(see Section 2.3).
In the current paper we investigate those results more thoroughly. In particular, we compute several
characteristics of the input instances used in [12], and correlate those with the performance of the various
methods used to distribute flexibility (Section 3). We also investigate the actual distributions of flexibility generated by the different heuristics. Based on these results, we formulate two explanatory hypotheses
regarding the differential performance of these heuristics, which we try to refute in a further series of experiments (Section 4). These inspire the design of several new heuristics, which our experiments show to
produce very robust schedules (Section 4).

2

Preliminaries and Background

In this section, we introduce some notation describing our framework, and summarize the problem and
solution methods from [12]. The framework we use is that of the task scheduling problem [9]. An instance
of this problem consists of a set T = {t1 , . . . , tn } of n tasks, together with a precedence relation ≺⊆ T ×T .
If (ti , tj ) ∈≺, we say ti precedes tj , which means ti has to be completed before tj can start. We say that
ti immediately precedes tj (written as ti  tj ), if ti ≺ tj and there does not exist a tk 6= ti , tj such that
ti ≺ tk and tk ≺ tj . Each task ti has a processing time pi ∈ R≥0 , a release date ri ∈ R≥0 and a due date
di ∈ R≥0 . A task cannot start before its release date, and it must be completed at or before its due date.
We usually refer to an instance of the task scheduling problem as a tuple S = (T, C), where C is the set of
constraints imposed by the relation ≺ and by the tasks’ release and due dates.
The task scheduling problem is to find a schedule σ : T → R≥0 , which is an assignment of start times to
tasks that satisfies all constraints in C, encoding precedence relations and release and due dates. Deciding
whether such a schedule exists and if so, finding a schedule for a task scheduling problem can be done in
O(n+m)-time, where m is the number of precedence tuples [9]. The earliest and latest starting times est(t)
and lst(t) of all tasks t can also be found in O(n + m)-time.

2.1

Flexibility in Scheduling

Intuitively, the flexibility of a task scheduling system S is related to the number of schedules that exist for S:
The more different schedules an instance allows, the more flexible we would say it is. Since determining the
exact number of different schedules is infeasible, different flexibility metrics have been proposed to capture
this notion [1, 2, 3, 6]. Upon close inspection, existing flexibility metrics turn out to overestimate the amount
of flexibility inherent in task scheduling instances, due to their inability to take into account dependencies
between tasks (see [11, 12] for detailed discussions).
For example, the difference lst(ti ) − est(ti ) is in principle an appropriate way to measure the flexibility
of a single task ti , in the sense that it accurately reflects the freedom we have in shifting the starting time
of task ti between est(ti ) and lst(ti ). However, if task ti is precedence-related to task tj , then the sum of
these individual flexibilities will typically overestimate the total freedom we have in assigning times to tasks
ti and tj . The reason is that not every unit of flexibility for tj may be avialable once ti has been assigned a
starting time. Suppose two tasks ti and tj have release times of 0, due dates of 5, and processing times of 1,
while the precedence constraint ti ≺ tj holds. Then est(ti ) = 0, est(tj ) = 1, lst(ti ) = 3, and lst(tj ) = 4.
For both ti and tj , then, lst − est = 3, but the total freedom in this instance is not 3 + 3 = 6: Once the
starting time for ti is fixed at any value > 0, the freedom for tj is decreased.
We propose a flexibility metric that measures the flexibility of a task as the size of an interval as before,
but we construct independent intervals, in which dependencies between tasks have been accounted for. We
call such a set of intervals an interval schedule.
Definition 1 (Interval schedule). Given a task scheduling instance S = (T, C), an interval schedule for
S is a function IT : T → {[`, u] | `, u ∈ R≥0 , ` ≤ u}, such that for every tuple (v1 , v2 , . . . vn ), where
vt ∈ IT (t) = [at , bt ] for all t, the function σ defined by σ(t) = vt for all t, is a schedule for S.
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Note that a schedule satisfies all constraints by definition.
(We sometimes write an interval schedule simply as a set of intervals, making it obvious from the written
ordering of the elements of the set which interval belongs to which task.) So an interval schedule assigns
(independent) intervals to tasks in such a way that, for every task, we can pick any value in its interval as
an element of a fixed-time schedule for S—irrespective of the values chosen for other tasks. We can now
measure the flexibility of a task as the length of the interval assigned to it in an interval schedule.
Definition 2 (Flexibility of a task). Given a task scheduling instance S = (T, C) and an interval schedule
IT = {[at , bt ]}t∈T for S, the flexibility of task t in interval schedule IT is defined as flex (t, IT ) = (bt − at ).
Next we define the flexibility of a schedule for S.
Definition 3 (Flexibility of a schedule). Given a task scheduling instance S = (T, C) and
P an interval schedule IT = {[at , bt ]}t∈T for S, the flexibility of schedule IT is defined as flex (S, IT ) = t∈T flex (t, IT ).

There may exist several different interval schedules for a given system S, each with possibly different
flexibility values. In the earlier example, we could assign [0, 1] to ti and [2, 3] to tj , or [0, 1] to ti and [2, 4]
to tj : in both cases, any combination of values from the two intervals constitutes a schedule, but these two
interval schedules incorporate different flexibilities (2 and 3, respectively).
Definition 4 (Flexibility of an instance). Given a task scheduling instance S = (T, C), the flexibility of S
is defined as flex (S) = maxIT flex (S, IT ).
Of course we would like to compute the flexibility of an instance S efficiently. The following proposition
offers a characterization of interval schedules that helps us in doing this.
Proposition 1. Given a task scheduling instance S = (T, C), a set of non-empty intervals IT = {[at , bt ]}t∈T
is an interval schedule for S if
1. for all t ∈ T , est(t) ≤ at ≤ bt ≤ lst(t);
2. for all t, t0 ∈ T , t ≺ t0 implies bt + pt ≤ at0 .
Proof. See [12].
Note that the conditions stated in Proposition 1 are all linear, and if we want to maximize flexibility,
we have a linear function to maximize. Hence, we can efficiently find the (maximal) flexibility of a task
scheduling system S = (T, C) by solving an appropriately specified linear program (see [12] for details).
+
The solution to this LP consists of values for the lower and upper bounds t−
i and ti , respectively, of the
interval assigned to task ti (for all i).

2.2 Distributing Flexibility
Although the solution proposed above yields an interval schedule that offers maximal flexibility, this may
not be the most appropriate schedule in all circumstances. Moreover, it does not always yield a unique
schedule. Consider the instance Sseq in Figure 1, consisting of five sequential tasks ta , . . . , te , where for
all tasks i, ri = 0, di = 10 and pi = 1. The flexibility in this instance is flex (Sseq ) = 5. Two ina

b

c

d

e

Figure 1: Task scheduling instance Sseq with five sequential tasks.
terval schedules achieving this flexibility score are IT,r = {[0, 0], [1, 1], [2, 2], [3, 3], [4, 9]} and IT,` =
{[0, 5], [6, 6], [7, 7], [8, 8], [9, 9]}, which place all flexibility at the rightmost and the leftmost task, respectively. Both schedules have the same flexibility, but IT,` is much more vulnerable if task processing times
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are increased due to unexpected delays: For every task except ta such a delay has a direct effect on the
makespan of the schedule. In contrast, IT,r is much less vulnerable to delay, since all flexibility is placed at
the end of the schedule. When violations of individual tasks’ scheduled finish times are costly, for example
because of agreements with other parties, minimizing the expected number of violations becomes important.
Then, a schedule like IT,e = {[0, 1], [2, 3], [4, 5], [6, 7], [8, 9]} would be more appropriate: It assigns some
flexibility to every task, so delays are less likely to propagate to subsequent tasks.
While this example shows that it is unclear which maximally flexible interval schedule is the most appropriate, the next example shows that even the appropriateness of the objective of maximizing flexibility
is debatable. The instance Spar in Figure 2 extends instance Sseq with a parallel component (at task b).
b1
a

b2

c

d

e

b3
Figure 2: Task scheduling instance Spar with a parallel component.
Maximizing flex (Spar ) yields the unique schedule IT,m = {[0, 0], [1, 6], [1, 6], [1, 6], [7, 7], [8, 8], [9, 9]},
with a flexibility of 15. Notice that all flexibility is concentrated in the parallel parts of the schedule,
because assigning flexibility there gives a multiplicative effect, and that there is no flexibility in the sequential part of the schedule. Although it sacrifices some flexibility (8 units), a schedule like IT,n =
{[0, 1], [2, 3], [2, 3], [2, 3], [4, 5], [6, 7], [8, 9]}, may be more robust in the face of execution-time delays: All
tasks now have some flexibility to absorb delays, which may lead to a lower number of violations, defined
as tasks starting outside their assigned intervals.
The following three alternative heuristics to assign flexibility are proposed in [12].
equalized This method finds values for t− and t+ (for all t) that minimize
X
((lst(t) − est(t)) − (t+ − t− ))2 ,

(1)

t∈T

which is like minimizing the variance: We want flexibility to be distributed as equally as possible.
For the rationale, consider again the example in Section 2.1, where the tasks ti and tj both have an
[est(t), lst(t)] interval of length 3. If we assign to ti an interval of length 3, then tj receives an interval
of length 0, and the objective function above has value 9. However, if we equalize the assignment by
assigning to both tasks an interval of length 1.5, the objective function is minimized (at 4.5).
weighted, all Because delays can be expected to differentially affect tasks at different locations in the task
graph, this method and the next employ a weighting factor, and assign intervals that minimize
X
− 2
w(ti ) · ((lst(ti ) − est(ti )) − (t+
i − ti ))
ti ∈T

where w : T → R is a weight function influencing the amount of flexibility ti receives. This method
(‘weighted, all’) uses a task’s total number of predecessors as its weight, with the rationale that in
each predecessor of ti , a delay can occur which may eventually impact ti . The more predecessors a
task has, the more at risk it is of being impacted by such a delay.
weighted, direct If delays are relatively small, and each task has some flexibility, it is reasonable to assume
that tasks which are distant from ti (in terms of the path length) have less impact than tasks which are
close. With the same weighted objective function as the previous method, this method only considers
the number of immediate predecessors of a task as its weight.
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Evaluation

8

equalized
w, direct
w, all

1.5

% tardiness

violations, relative

The methods proposed in [12] were evaluated in simulations of schedule execution environments. The 120task instances of the PSPLIB benchmark set [7] were used, whereby all resource constraints were ignored.
A due date was imposed of 1.1 times the makespan of the earliest start time schedule of each instance.
For each instance, interval schedules were first constructed using each of the four methods (maximized
flexibility, equalized, weighted-all and weighted-direct). (Since the maximal flexibility objective may return
different solutions, we pick the one that minimizes Eq. (1).) These schedules were then executed in an
environment in which random increases in processing time were introduced for a randomly chosen subset
of the tasks. The number of delayed tasks was varied between 12 (10%) and 60, in steps of 12. The amount
of delay was varied in percentages of delayed tasks’ processing times, between 10% and 100% (in steps
of 10%), and between 100% and 200% (in steps of 25%). The makespan was measured (as well as the
tardiness compared to the makespan of the undelayed setting), as well as the number of violations, defined
as a task starting outside its assigned interval.
The results showed among others that, as expected, ‘dispersing’ flexibility rather than maximizing it
comes at the expense of flexibility: Averaged across all experiments, about 5% flexibility is lost when equalizing it, increasing to about 29% when taking all predecessors into account: Maximizing flexibility requires
assigning flexibility to parallel components (see Figure 2), while weighting by number of predecessors assigns flexibility to tasks where parallel components join together. The number of violations drops from 46
(with the maximized flexibility distribution) to 39 when using an equalized flexibility distribution, and increases from 44 to 54 when taking direct or all predecessors into account: As explained above, too little
flexibility is assigned to absorb delays in this case. On the other hand, weighting tasks by their number of
predecessors when assigning flexibility has a beneficial effect on tardiness, since more propagated delays
can be absorbed by tasks with large intervals occurring at the end of the schedule.
We reproduce Figures 4 and 5 from [12] as our Figure 3, and we refer the reader to [12] for more results.

1

equalized
w, direct
w, all
maximal

6

4

2

0.5
0.7

0.8
0.9
flexibility, relative

1

20

25
30
35
40
% of tasks with violation

Figure 3: Figures 4 and 5 from [12]: 60 random instances.
While these figures generally support the summaries given above (such as the ordering of methods by their
loss of flexibility relative to the distribution with maximized flexibility, and by the number of violations they
incur), they clearly indicate that there is quite some variance across different instances. Moreover, in the
figure on the left, there seems to be a correlation between the loss of flexibility and the number of violations,
most clearly for the equalized distribution, that can not be explained by these numbers alone. Because we
think results like these are due to problems instances’ specific task networks, we focus on this aspect to give
a more complete explanation of the overall results, and build an ‘empirical theory’ [5] of this algorithm.
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Exploratory Study

In particular, we address the following questions in this paper.
1. How do properties of instances affect the number of violations they suffer?
2. How is performance determined by the properties of the resulting flexibility distribution?
Instance properties As to the first question, we computed several characteristics of instances, and correlated them with the number of violations. The results of the full analysis are in [10]; here, we will focus on
the strongest correlation we observed, between the number of violations and a metric we call an instance’s
complexity, which we measured as the ‘cyclomatic complexity’ [8] of the instance’s constraint graph. This
is originally a measure of a program’s complexity, measuring the number of linearly independent paths
through a program’s source code.1 Translated to our context, it is computed as the difference between the
number of constraints and the number of tasks. Since all instances have the 120 tasks, higher complexity
means more constraints, so tasks have on average more predecessors and successors.
An explanation might thus be that if a task is delayed by more than its flexibility, the ‘excess delay’
propagates to its successors, so if it has on average more successors, this leads to more violations. Another
explanation, taken from [12], could be that tasks that have more predecessors are more likely to have at
least one predecessor having ‘excess delay.’ Since graphs with a higher complexity have more predecessors
per task, the probability that a task receives propagated delay is higher, thereby increasing the number of
violations. However, an algorithm based on this reasoning already failed to even match the performance of
a similar algorithm that does not take this reasoning into account [12]. It is therefore less likely that this
explanation is correct.
Flexibility distribution For the second question, we looked at the distributions of flexibility generated by
the various methods. Figure 4 illustrates these distributions (of the maximized and the equalized methods)
Flexibility distribution per task
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Density
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0

20

40

60

80

100

120

0

Flexibility

20

40

60

80

100

120

Flexibility

Figure 4: Flexibility histogram for the maximized (left) and equalized (right) distributions.
with histograms that show the proportion (‘density’) of tasks with a flexibility in the bins shown, averaged
over all instances. The bins are chosen as [−1, 0], (0, 1], (1, 2], . . . , so that the first bin only counts tasks with
a flexibility of zero, as negative values for flexibility are not possible. Apparently, even the method we call
‘equalized’ is unable to reduce the large number of tasks in the first bin significantly. (Note that the scales on
the y-axes are not the same.) Apart from the number of zero-flexibility tasks, we looked at the correlations
1 http://en.wikipedia.org/wiki/Cyclomatic_complexity
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with two other instance characteristics, namely the sum over all tasks of a task’s flexibility multiplied with
the number of predecessors and the number of successors, respectively. These numbers measure to what
extent the flexibility is concentrated in tasks that have many predecessors and successors, respectively.
Again, the full correlation results can be found in [10]. To summarize, the correlation between the
number of zero-flexibility tasks and number of violations is strongest in settings with many small delays,
and weakest when there are many large delays. We hypothesize that this is because when a task has no
flexibility at all, any delay it gets will be propagated to its successors. Thus, when more tasks have no
flexibility, delays will be propagated more, resulting in more violations. However, when the total amount of
delay becomes too high, this effect might be negated because tasks get more delay than can be handled by
flexibility. In this case the number of zeros makes little difference: delays will be propagated and violations
will be plentiful anyway. The second observation that can be made is that the flexibility multiplied by the
number of predecessors is not correlated with the number of violations. This matches the results in [12],
and refutes the second explanation mentioned above for the correlation between complexity and number of
violations. The third observation is that the flexibility multiplied by the number of successors has a negative
correlation with the number of violations. This supports the first explanation above for the correlation
between complexity and number of violations.

4

Hypotheses and Experiments

Based on this exploratory study, we propose two hypotheses about the heuristics’ behavior.
1. Variations in algorithm performance (in terms of number of violations) across instances are caused
by instances’ complexity, due to the fact that in instances with higher complexity tasks have more
successors so that delays are propagated to more tasks, which increases the number of violations.
2. Differences between heuristics are caused by two factors, the first of which is more significant when
delays are relatively small, while the second is more significant when delays are relatively large.
(a) The number of tasks that have no flexibility, because when there are more tasks without flexibility delays will be propagated more, causing more violations;
(b) The assignment of flexibility to tasks that have many successors, because when a task has more
successors, delays will be propagated to more tasks, causing more violations.
To test the first hypothesis, experiments could be run in which the complexity of the instances is controlled. All other parameters being equal, this should result in lower variance in the number of violations.
Results for experiments testing these predictions are reported in [10], but because of space limitations we
don’t discuss them here any further than to say that our experiments confirm this hypothesis.
The second hypothesis can be tested by experimenting with new methods for distributing flexibility. If
the first factor indeed plays a role, a distribution that has less tasks with zero flexibility should perform better.
The method ‘max minflex’ calculates a minimum flexibility fmin to assign to each task, and maximize this
value such that the schedule still finishes before the deadline. Then, flexibility is maximized under this
additional constraint of assigning fmin to each task, and is distributed as equalized as possible. If the second
factor is correct, then with a heuristic that assigns more flexibility to tasks with many successors, less delays
will be propagated to those successors, which will decrease the number of violations. The method ‘wsucc’
uses a task’s number of successors as its weight in the weighted objective function from above. Finally, a
combination (‘wsucc minflex’) of these two methods gives fmin to each task, and then uses the weighted
distribution based on number of successors to divide any remaining flexibility.
We used two settings for the delay parameters: 80% of tasks delayed by 5% and 80% of tasks delayed by
80%, because these gave the strongest correlations in previous experiments. The results are shown in Table
1. When delays are small, tasks are never delayed more than the flexibility they are assigned by max minflex
can compensate. This makes sense, in light of the fact that the deadline is set at 1.1 times the makespan,
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80% delayed by 5%
#violations outperforms equalized
n.a.
22%
100%
100%

31.66
35.67
0
0

80% delayed by 80%
#violations outperforms equalized
70.88
31.66
70.63
66.17

n.a.
100%
60%
91%

Table 1: Averages over all instances, comparing the equalized distribution and the new distributions.
and delays are never more than 5% of tasks’ lenghts. With larger delays, max minflex gives about the same
number of violations as the equalized heuristic.
The wsucc heuristic that assigns more flexibility to tasks with many successors, shows the opposite
effect: when there are large delays, it outperforms the equalized heuristic in all cases. When delays are
smaller, it performs mostly worse than the equalized heuristic.
The results from wsucc minflex, that combines the other two, also combine the results of the other two.
When delays are small, it leads to no violations (like max minflex); when delays are large, it outperforms
the equalized algorithm in most cases (like wsucc), but not in all of them like the wsucc distribution.
Overall, we conclude that these experiments support the second hypothesis.

5

Conclusion and Future Work

We investigated the results by Wilson et al. [12] in detail. Based on an in-depth exploratory study, we
formulated two hypotheses and performed a series of experiments to seek to refute their predictions. We
found support for our hypotheses, that the complexity of an instance is influential in algorithms’ performance
in terms of the number of violations their schedules produce, and that algorithms can be improved if they
assign a non-zero minimum flexibility to each task, and give more flexibility to tasks with many successors.
In future work, we would like to investigate the influence of other characteristics of instances and flexibility distributions. This may lead to improved ways of assigning flexibility, like making it sensitive to tasks’
lengths, and to prior knowledge of the way delays are distributed in the network.

References
[1] M.A. Aloulou and M.C. Portmann. An efficient proactive-reactive scheduling approach to hedge against shop floor disturbances.
In Multidisciplinary Scheduling: Theory and Applications, 2005.
[2] A. Cesta, A. Oddi, and S.F. Smith. Profile-based algorithms to solve multiple capacitated metric scheduling problems. In
Proceedings of the Artificial Intelligence Planning Systems, 1998.
[3] H. Chtourou and M. Haouari. A two-stage-priority-rule-based algorithm for robust resource-constrained project scheduling.
Computers & Industrial Engineering, 55, 2008.
[4] L. Endhoven, T. Klos, and C. Witteveen. Maximum flexibility and optimal decoupling in task scheduling problems. In IAT, 2012.
[5] J.N. Hooker. Needed: An empirical science of algorithms. Operations Research, 42, 1994.
[6] L. Hunsberger. Algorithms for a temporal decoupling problem in multi-agent planning. In AAAI, 2002.
[7] R. Kolisch, C. Schwindt, and A. Sprecher. Benchmark instances for project scheduling problems. In Handbook on Recent
Advances in Project Scheduling, 1998.
[8] T.J. McCabe. A complexity measure. IEEE Transactions on Software Engineering, SE-2, 1976.
[9] M. Pinedo. Scheduling: Theory, Algorithms, and Systems. Springer, 2008.
[10] D. Wilmer. Investigation of “Enhancing flexibility and robustness in multi-agent task scheduling”. arXiv, http://arxiv.
org/abs/1307.0024, 2013.
[11] M. Wilson, T. Klos, C. Witteveen, and B. Huisman. Flexibility and decoupling in the simple temporal problem. In IJCAI, 2013.
[12] M. Wilson, C. Witteveen, T. Klos, and B. Huisman. Enhancing flexibility and robustness in multi-agent task scheduling. In
Proceedings OPTMAS, 2013.

262

BNAIC 2013

FULL PAPERS (A)

Knowledge Gradient Exploration in Online
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Abstract
We introduce online kernel-based LSPI (or least squares policy iteration) which combines feature of online
LSPI and offline kernel-based LSPI. The knowledge gradient is used as exploration policy in both online
LSPI and online kernel-based LSPI in order to compare their performance on 2 discrete Markov decision
problems. Automatic feature selection in online kernel-based LSPI, which is a result of the approximate
linear dependency based kernel sparsification, improves the performance when compared to online LSPI.

1

Introduction

A reinforcement learning (RL) agent has to learn to make optimal sequential decisions while interacting
with its environment. At each time step, the agent takes an action and as a result the environment transits
from the current state to the next one while the agent receives feedback from the environment in the form of
a scalar reward.
The mapping from states to actions that specifies which actions to take in states is called a policy π
and the goal of the agent is to find the optimal policy π ∗ , i.e. the one that maximises the total expected
discounted reward, as soon as possible. The state-action value function Qπ (s, a) is defined as the total
expected discounted reward obtained when the agent starts in state s, takes action a, and follows policy π
thereafter. The optimal policy maximises these Qπ (s, a) values.
When the agent’s environment can be modelled as a Markov decision process (MDP) then the Bellman
equations for the state-action value functions, one per state-action pair, can be written down and can be
solved by algorithms like policy iteration or value iteration [10]. We refer to Section 2 for more details.
When no such model is available, the Bellman equations cannot be written down. Instead, the agent
has to rely only on information collected while interacting with its environment. At each time step, the
information collected consists of the current state, the action taken in that state, the reward obtained and
the next state of the environment. The agent can either learn offline when first a batch of past experience is
collected and subsequently used and reused to learn, or the agent can learn online when it tries to improve
its behaviour at each time step based on the current information.
Fortunately, the optimal Q-values can still be determined using Q-learning [10] which represents the
actions-value Qπ (s, a) as a lookup table and uses the agent’s experience to build the Qπ (s, a). Unfortunately, when the state and/or the action spaces are large finite or continuous space, the agent faces a
challenge called the curse of dimensionality, since the memory space needed to store all the Q-values grows
exponentially in the number of states and actions. Computing all Q-values becomes infeasible. To handle this challenge, function approximation methods have been introduced to approximate the Q-values,
e.g. Lagoudakis and Parr proposed least squares policy iteration (LSPI) to find the optimal policy when
no model of the environment is available [5]. LSPI is an example of both approximate policy iteration and
offline learning. LSPI approximates the Q-values using a linear combination of predefined basis functions.
The used predefined basis functions have a large impact on the performance of LSPI in terms of the number
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of iterations that LSPI needs to converge to a policy, the probability that the converged policy is optimal,
and the accuracy of the approximated Q-values.
To improve the accuracy of the approximated Q-values and to find a (near) optimal policy, Xu et al.
have proposed kernel-based LSPI (KBLSPI), an example of offline approximated policy iteration that uses
Mercer kernels to approximate Q-values [11]. Moreover, KBLSPI provides automatic feature selection by
the kernel basis functions since it uses the approximate linear dependency sparsification method described
in [13]. Buşoniu et al. adapted LSPI, which does offline learning, for online reinforcement learning and
the result is called online LSPI [4]. A good online algorithm must quickly produce acceptable performance
rather than at the end of the learning process as is the case in offline learning. In order to obtain good
performance, an online algorithm has to find a proper balance between exploitation, i.e. using the collected
information in the best possible way, and exploration, i.e. testing out the available alternatives [10]. Several
exploration policies are available for that purpose and one of the most popular ones is -greedy exploration
that selects with probability 1 −  the action with the highest estimated Q-value and selects uniformly,
randomly with probability  one of the actions available in the current state. To get good performance, the
parameter  has to be tuned for each problem. To get rid of parameter tuning and to increase the performance
of online LSPI, Yahyaa and Manderick proposed using knowledge gradient policy in the online-LSPI [16].
To improve the performance of online-LSPI and to get automatic feature selection, we propose online
kernel-based LSPI and we use the knowledge gradient (KG) as an exploration policy. The rest of the paper is
organised as follows: In Section 2 we present Markov decision processes, LSPI, the knowledge gradient policy for online learning, kernel-based LSPI and the approximate linear dependency test. While in Section 3,
we present the knowledge gradient policy in online kernel-based LSPI. In Section 4 we give the domains
used in our experiments and our results. We conclude in Section 5.

2

Preliminaries

In this section, we discuss Markov decision processes (MDPs), online LSPI, the knowledge gradient exploration policy (KG), offline kernel-based LSPI (KBLSPI) and approximate linear dependency (ALD).
Markov Decision Process: A finite MDP is a 5-tuple (S, A, P, R, γ), where the state space S contains
a finite number of states s and the action space A contains a finite number of actions a, the transition
probabilities P (s, a, s0 ) give the conditional probabilities p(s0 |s, a) that the environment transits to state s0
when the agent takes action a in state s, the reward distributions R(s, a, s0 ) give the expected immediate
reward when the environment transits to state s0 after taking action a in state s, and γ ∈ [0, 1) is the discount
factor [8, 10].
A deterministic policy π : S → A determines which action a the agent takes in each state s. For the
MDPs considered, there is always a deterministic optimal policy and so we can restrict the search process to
such policies [8, 10]. By definition,
state-action value function Qπ (s, a) for a policy π gives the expected
P∞ the
t
total discounted reward Eπ ( i=t γ rt ) when the agent starts in state s, takes action a and follows policy π
thereafter. The goal of the agent is to find the optimal policy π ∗ , i.e. the one that maximizes Qπ for every
state s and action a: π ∗ (s) = argmaxa∈A Q∗ (s, a) where Q∗ (s, a) = maxπ Qπ (s, a) is the optimal stateaction value function. For the MDPs considered, the Bellman equations for the state-action value function
Qπ are given by
X
Qπ (s, a) = R(s, a, s0 ) + γ
P (s, a, s0 )Qπ (s0 , a0 ).
(1)
s0

In Equation 1, the sum is taken over all states s that can be reached from state s when action a is taken, and
the action a0 taken in next state s0 is determined by the policy π, i.e. a0 = π(s0 ). If the MDP is completely
known then algorithms such as value or policy iteration find the optimal policy π ∗ . Policy iteration starts
with an initial policy π0 , e.g. randomly selected, and repeats the next two steps until no further improvement
is found: 1) policy evaluation where the current policy πi is evaluated using Bellman equations 1 to calculate
the corresponding value function Qπi , and 2) policy improvement where this value function is used to find
an improved new policy πi+1 that is greedy in the previous one, i.e. πi+1 = argmaxa∈A Qπi (s, a) [10].
0
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For finite MDPs, the action-value functions Qπ for a policy π can be represented by a lookup table
of size |S| × |A|, one entry per state-action pair. However, when the state and/or action spaces are large,
this approach becomes computationally infeasible due to the curse of dimensionality and one has to rely on
function approximation instead. Moreover, the agent does not know the transition probabilities P (s, a, s0 )
and the reward distributions R(s, a, s0 ). Therefore, it must rely on information collected while interacting
with the environment to learn the optimal policy. The information collected is a trajectory of samples of the
form (st , at , rt , st+1 ) or (st , at , rt , st+1 , at+1 ), where st , at , rt , st+1 , and at+1 , are the state, the action in
the state, the reward, the next state, and the next action in the next state, respectively. To overcome these
problems, least squares policy iteration (LSPI) uses such samples to approximate the Qπ -values [5].
More recently, Buşoniu et al. have adapted LSPI so that it can work online [4] and Yahyaa, and Manderick have used the knowledge gradient (KG) exploration policy in this online LSPI [16].
Least Squares Policy Iteration: LSPI approximates the action-value Qπ for a policy π in a linear way [5]:
Q̂π (s, a; wπ ) =

n
X

φi (s, a)wiπ

(2)

i=1

where n, n << |S × A|, is the number of basis functions, the weights (wiπ )ni=1 are parameters to be learned
for each policy π, and {φi (s, a)}ni=1 is the set of predetermined basis functions. Let Φ be the basis matrix
of size |S × A| × n, where each row contains the values of all basis functions in one of the state-action pairs
(s, a) and each column contains the values of one of the basis functions φi in all state-action pairs and let
wπ be a column vector of length n.
Given a trajectory of length L of samples (st , at , rt , st+1 )L
t=1 . Offline-LSPI is an example of approximated policy iteration and repeats the following two steps until no further improvement in the policy is
obtained: 1) Approximate policy evaluation that approximates the state-action value function Qπ of the current policy π, and 2) Approximate policy improvement that derives from the current estimated state-action
value functions Q̂π a better policy π 0 , i.e. π 0 = argmaxa∈A Q̂π (s, a)
Using the least square error of the projected Bellman’s equation, Equation 1, the weight vector wπ can
be approximated as follows [5]:
Âwπ = b̂

(3)

where Â is a matrix and b̂ is a vector. LSPI updates Â and b̂ from all available samples as follows:
Ât = Ât−1 + φ(st , at )[φ(st , at ) − γφ(st+1 , π(st+1 ))]T ,

b̂t = b̂t−1 + φ(st , at )rt

(4)

where T is the transpose and rt is the immediate reward that is obtained at time step t. After iterating
over all collected samples, wπ can be found. Buşoniu et al. adapted offline-LSPI for online learning [4]. The
changes with respect to the offline algorithm are twofold: First, online-LSPI updates the matrix Â and the
vector b̂ after every few samples Kθ obtained from the environment then it estimates the weight vector wπ for
the current policy π and computes the corresponding approximated Q̂-function. Then online-LSPI derives
an improved new learned policy π 0 , i.e. π 0 = argmaxa∈A Q̂π (s, a) from it. When Kθ = 1 then onlineLSPI is called fully optimistic and when Kθ > 1 is a small value then online-LSPI is partially optimistic.
The second change is that online-LSPI needs an exploration policy and Buşoniu et al. proposed using the
decaying -greedy exploration for that purpose. Yahyaa and Manderick proposed using knowledge gradient
KG policy as an exploration policy instead of -greedy exploration policy and showed that the performance
of the online-LSPI is increased, e.g. the average frequency that the learned policy is converged to the optimal
policy [16]. Therefore, we are going to use KG policy in our algorithm and experiments.
Knowledge Gradient Exploration Policy: KG [2] assumes that the rewards of each action a are drawn
according to a probability distribution and it takes normal distributions N (µa , σa ) with mean µa and standard deviation σa . The current estimates, based on the rewards obtained so far, are denoted by µ̂a and
σ̂a . And, the root-mean-square error (RMSE) of the mean reward µa given n rewards resulting from acˆa = σ̂a/√n. The KG is an index strategy that determines for each action a the index
tion a is given by σ̄
KG
KG
ˆa f (−|(µ̂a − maxa0 6=a µ̂a0 )/σ̄ˆa |) and selects the action with the ’highest’ index. Where
V
(a), V
(a) = σ̄
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√

f (x) = φKG (x) + xΦKG
(x) = 1/ 2π exp ( − x2/2) is the density of the standard normal distriR x(x), φKG
ˆa is the RMSE of the estimated
bution and ΦKG (x) = −∞ φ(x0 )dx0 is its cumulative distribution, and σ̄
mean reward µ̂a . Then KG selects the next action according to:
aKG = argmax µ̂a + (γ/1 − γ )V KG (a)

(5)

a∈A

where the second term in the right hand side is the total discounted index of action a. KG prefers those
ˆa around the
actions about which comparatively little is known. These actions are the ones whose RMSE σ̄
estimated mean reward µ̂a is large. Thus, KG prefers an action a over its alternatives if its confidence in the
estimated mean reward µ̂a is low. KG is easy to implement and does not have parameters to be tuned like
-greedy policy [10]. For further reading how KG can be used in MDPs, we refer to [16].
Kernel Based Least Squares Policy Iteration: Kernel-based LSPI [12] is a kernelized version of offlineLSPI. Kernel-based LSPI uses Mercer’s kernels in the approximated policy evaluation and improvement [11]1 .
Given a trajectory of length L of samples that result from random initial policy. Offline kernel-based
LSPI (KBLSPI) uses the approximate linear dependency based sparsification method to select a part of the
|Dic|
data samples and consists a dictionary Dic elements set, i.e. Dic = {(si , ai )}i=1 with the corresponding
kernel matrix KDic of size |Dic × Dic| [13]. Kernel-based LSPI repeats the following two steps: 1)
Approximate policy evaluation, kernel-based LSPI approximates the weight vector wπ for policy π. wπ can
be calculated by constructing Â and b̂ from all available samples as follows:
Ât
b̂t

= Ât−1 + k((st , at ), j)[k((st , at ), j) − γk((st+1 , π(st+1 )), j)]T
= b̂t−1 + k((st , at ), j)rt , j ∈ Dic, j = 1, 2, · · · , |Dic|

(6)
(7)

where k(., .) is a kernel function between two points (a state-action pair and j 2 ). After iterating for all the
collected samples, wπ can be found and the approximated Qπ -values for policy π is the following linear
combination:
Q̂π (s, a) = wπ k((s, a), j), j ∈ Dic, j = 1, 2, · · · , |Dic|

(8)

2) Approximate policy improvement, KBLSPI derives a new policy which is the greedy one, i.e. π 0 (s) =
argmaxa∈A Q̂π (s, a). The above two steps are repeated until no change in the improved policy.
Approximate Linear Dependency: Given a set of data samples D from a MDP, i.e. D = {z1 , . . . , zL },
where zi is a state-action pair and the corresponding linear independent basis functions set Φ, i.e. Φ =
{φ(z1 ), · · · , φ(zL )}. Approximate linear dependency ALD method [13] over the data samples set D is to
|Dic|
find a subset Dic, i.e. Dic ⊂ D whose elements {zi }i=1 and the corresponding basis functions are stored
in ΦDic , i.e. ΦDic ⊂ Φ.
The data dictionary Dic is initially empty, i.e. Dic = {} and ALD is implemented by testing every
basis function φ in Φ, one at time. If the basis function φ(zt ) can not be approximated, within a predefined
accuracy v, by the linear combination of the basis functions of the elements that stored in Dict , then the
basis function φ(zt ) will be added to ΦDict and zt will be added to Dict , otherwise zt will not be added to
Dict and φ(zt ) will not be added to ΦDic . As a result, after the ALD test, the basis functions of ΦDic can
approximate all the basis functions of Φ.
|Dic |
At time step t, let Dict = {zj }j=1 t and the corresponding basis functions are stored in ΦDict , i.e.
|Dic |

ΦDict = {φ(zj )}j=1 t and zt is a given state-action pair at time t. The ALD test on the basis function φ(zt )
supposes that the basis functions are linearly dependent and uses least squares error to approximate φ(zt )
by all the basis functions of the elements in Dict , for more detail we refer to [1]. The least squares error is:

1 Given a finite set of points, i.e. {z , z , · · · , z }, where z is the state-action pair, with the corresponding set of basis functions,
t
1 2
i
i.e. φ(z) : z → R. Mercer theorem states the kernel function K is a positive definite matrix, i.e. K(zi , zj ) =< φ(zi ), φ(zj ) >.
2 We use j to indicate the state-action pair z that is element in the dictionary Dic, i.e. j ∈ {z , z , · · · , z
1 2
j
|Dic| }.
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error = min||
c

|Dict |

X
j=1

cj φ(zj ) − φ(zt )||2 < v

(9)

|Dic |

−1
T
error = k(zt , zt ) − kDic
(zt )ct , where ct = KDic
k
(zt ), kDict (zt ) = (k(j, zt ))j=1 t
t
t Dict

(10)

If the error is larger than predefined accuracy v, then zt will be added to the dictionary elements, i.e.
Dict+1 = Dict ∪ {zt }, otherwise Dict+1 = Dict . After testing all the elements in the data samples
−1
set D, the matrix KDic
can be computed, this is in the offline learning method. For online learning method,
−1
the matrix KDic can be updated at each time step [14].
At each time step t, if the error that results from testing the basis functions of zt is smaller than v, then
−1
−1
−1
Dict+1 = Dict and KDic
= KDic
, otherwise Dict+1 = Dict ∪ {zt }. The matrix KDic
is updated
t+1
t
t+1
as follows:
"
#
−1
errort KDic
−c
1
t
−1
t
(11)
KDict+1 =
errort
1
−cTt

3

Online Kernel Based Least Squares Policy Iteration

Online kernel-based LSPI is a kernelised version of online-LSPI and the pseudocode is given in Algorithm 1.
At each time step t, online kernel-based LSPI updates the matrix Â and the vector b̂, (steps: 15-16) in
Algorithm 1. After few samples Kθ obtained from the environment, online kernel-based LSPI estimates the
weight vector wπ , for the current policy π and computes the corresponding Q̂π , i.e. approximated policy
evaluation. Then online kernel-based LSPI derives an improved new learned policy π 0 which is a greedy
one, i.e. approximated policy improvement, (steps: 17-20) in Algorithm 1.
At each time step t, Algorithm 1 uses the KG exploration policy to select an action at in the state st ,
(step: 4) and performs the ALD test on the basis functions of this state-action pair (st , at ) to provide feature
selection, (steps: 9-13).

4

Experimental Results and Evaluation

In this section, we describe the test domain and the experimental setup followed by the experiments where we
compare online LSPI and online KBLSPI using KG policy. All experiments are implemented in MATLAB.

4.1

Test Domain and Experimental Setup

The test domain consists of 2 MDPs as shown in Figure 1, each with discount factor γ = 0.9. The first
domain is the 50-chain [5]. The 50-chain consists of a sequence of 50 states, labeled from s1 to s50 . In each
state, the agent has 2 actions, either GoRight (R) or GoLeft (L). The actions succeed with probability 0.9
changing the state in the intended direction and fail with probability 0.1 changing the state in the opposite
direction. The agent gets reward 1 in states s10 and s41 and 0 elsewhere. The optimal policy is to R from
state s1 through state s10 and from state s26 through state s40 , and to L from state s11 through state s25
and from state s41 through state s50 [5]. The grid world, is used in [10]. The agent has 4 actions Go Up,
Down, Left and Right and for each of them it transits to the intended state with probability 0.7 and fails with
probability 0.1 changing the state to the one of other directions. The agent gets reward 1 if it reaches the
goal state, −1 if it hits the wall, and 0 elsewhere.
The experimental setup is as follows: For each of the 2 MDPs, we compared between the online-LSPI
and online-KBLSPI using knowledge gradient KG policy as an exploration policy. For number of experiments equals 1000, each one with length L. The performance measures are: 1) the average frequency at
each time step, i.e. at each time step t for each experiment, we computed the probability that the learned
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Algorithm 1 (Online-KBLSPI)
1. Input: |S|, |A|, discount factor γ, initial policy π0 , length of trajectory L, accuracy v, policy improvement interval Kθ , set of basis functions Φ = {φ1 , · · · , φn }, reward r ∼ N (µa , σa2 ).
−1
2. Intialize: Â ← 0, b̂ ← 0, st , K|SA|×|SA| =< ΦT , Φ >, Dict = {}, KDic
= [], Q̂|SA| ← 0.
t
3. For t = 1, · · · , L
4. at ← KG
5. st , at ; observe: next state st+1 , reward rt , at+1 ← πt (st+1 )
6. zt ← (st ) ∗ |A| + at , zt+1 ← (st+1 ) ∗ |A| + at+1
7. For zi ∈ {zt , zt+1 }
−1
8.
k T (., zi ) = [k(1, zi ), · · · , k(j, zi ), · · · , k(|Dict |, zi )], c(zi ) = KDic
∗ k(., zi )
t
T
9.
error(zi ) = k(zi , zi ) − k (., zi ) ∗ c(zi )
10.
If error(zi ) > v
"
#
"
#
" #
−1
At 0
bt
error(zi ) KDic
−c(zi )
−1
1
t
, At ←
, bt ←
11. Dict+1 ← Dict ∪zi , KDict+1 ← error(zi )
T
0 0
0
−c(zi )
1
−1
−1
12.
Else Dict+1 ← Dict , KDic
←
K
Dict
t+1
13.
End if
14. End for
15. At+1 ← At + k(., zt )[k(., zt ) − γk(., zt+1 )]T
16. bt+1 ← bt + k(., zt )rt , k(., zt ) = [k(1, zt ), · · · , k(j, zt ), · · · , k(|Dict+1 |, zt )]T
17. If t = (l + 1)Kθ then
T
18.
wl ← A−1
t+1 bt+1 , Q̂l (z) = wl ∗ k(., z), z = z1 , z2 , · · · , z|SA| and
k(., z) = [k(1, z), · · · , k(j, z), · · · , k(|Dict+1 |, z)]T
19.
π 0 ← argmaxa Q̂l (s, a) ∀s ∈ S, πt ← π 0 , l ← l + 1
20. End if
21.
st ← st+1
22. End for
23. Output: At each time step t, write the reward rt and the learned policy πt
policy (step: 19) in Algorithm 1 reached to the optimal policy, then we took the average of 1000 experiments
to give us the average frequency at each time step. 2) the average cumulative frequency at each time step,
i.e. the cumulative average frequency at each time step t. [7] used the 50-chain domain with length of trajectories L equals 5000, therefore, we used the same horizon. For the grid domain we adapted the length of
trajectories L according to the number of states, i.e. as the number of states is increased, L will be increase.
L is set to 18800 for the grid world.
KG policy, needs estimated standard deviation and estimated mean for each state-action pair. Therefore,
we assume that the reward has a normal distribution. For example, for the 50-chain problem, the agent is
rewarded 1 if it goes to state 10, therefore, we set the reward in s10 to N (µ1 , σa2 ), where µ1 = 1. And
the agent is rewarded 0 if it goes to s1 , therefore, we set the reward to N (µ2 , σa2 ), where µ2 = 0. σa is
the standard deviation of the reward which is set fixed and equal for each action, i.e. σa = 0.01, 0.1, 1.
KG exploration policy is a full optimistic policy, therefore, we set the policy improvement interval Kθ to
1. For each run, the initial state s0 was selected uniformly, randomly from the state space S. We used the
pseudo-inverse when the matrix Â is non-invertible [7].
For online KBLSPI, we define a kernel function K on state-action pairs, i.e. K : |SA| × |SA| → R, we
composed K into a state kernel Ks , i.e. Ks : |S| × |S| → R and an action kernel Ka , i.e. Ka : |A| × |A| →
R as [14]. Therefore, the kernel function K is K = Ks ⊗ Ka where ⊗ is the Kronecker product3 . The
0 2
2
kernel state Ks is a Gaussian kernel, i.e. k(s, s0 ) = exp−||s−s || /(2σks ) where σks is the standard deviation
of the kernel state function, s is the state at time t and s0 is the state at time t + 1. And, the action kernel
0 2
2
is a Gaussian kernel, i.e. k(a, a0 ) = exp − ||a − a || /(2σka ) where σka is the standard deviation of the kernel
3 If

Ks and Ka are kernel matrices, then K is also a kernel matrix, see [9].
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Figure 1: Left sub-figure is the 50-chain domain, in the red cells, the agent gets rewards. Right sub-figure is
the grid with 188 accessible states. The arrows show the optimal actions in each state.

Figure 2: Performance of the average frequency by the KG policy in online-LSPI in blue and KG in onlineKBLSPI in red. Left-figure shows the performance on the 50-chain. Right-figure shows the performance on
the grid world. Using standard deviation of reward σa = 1.
action function, a is the action at time t and a0 is the action at time t + 1. s and s0 , and a and a0 are
normalized as [12], e.g. for 50-chain with number of states |S| = 50 and number of actions |A| = 2,
s, s0 ∈ {1/|S|, · · · , 50/|S|} and a, a0 ∈ {0.5, 1}. σks and σka are tuned empirically and set to 0.55 for the
chain domain and 2.25 for the grid world. We set the accuracy v in the approximated kernel basis to 0.0001.
2
2
For online-LSPI, we used Gaussian basis functions φs = exp−||s−ci || /(2σΦ ) where φs is the basis
n
functions for state s with center nodes (ci )i=1 which are set with equal distance between each other, and σΦ
is the standard deviation of the basis functions which is set to 0.55.
The number of basis functions n is set to 10 for 50-chain as [5] and 40 for the grid world as [6].

4.2

Experimental Results

Using different values of the standard deviation of reward, i.e. σa = 0.01, 0.1 and 1. We compared the
performance of online LSPI and KBLSPI using knowledge gradient policy KG as an exploration policy.
The experimental results on the 50-chain and the grid show that the online-KBLSPI outperforms the
online-LSPI according to the average frequency and cumulative average frequency of optimal policy performances for all values of the standard deviation of reward σa i.e. σa = 0.01, 0.1 and 1. Figure 2 shows how
the performance of the learned policy is increased by using online-KBLSPI on the 50-chain and the grid.
The results clearly show that the online KBLSPI usually converges faster than the online LSPI to the
(near) optimal policies, i.e. the performance of the online KBLSPI is increased. Although, the performance
of the online LSPI is better in the beginning and this is because the online LSPI uses its all basis functions,
while online KBLSPI incrementally constructs its basis functions by the kernel sparsification method.
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Conclusion and Future Work

The main conclusion is that the performance of online-KBLSPI outperforms the performance of onlineLSPI. Moreover, we do not need to tune empirically the center nodes for the online-KBLSPI, since it provides features selection by using the approximate linear dependency method. Future work must compare the
performance of online-LSPI and online-KBLSPI using other types of basis functions, e.g. the hybrid shortest path basis functions [15], must compare the performance using continuous MDP domain, e.g. Interval
pendulum and must use other balancing policies as exploration policies, e.g. interval estimation policy [3].
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Abstract
In this paper a novel framework capable of both accurate predictions and classifications of dynamic
images is introduced. The proposed technique makes of use of a novel combination of sparse coding,
a feature extraction algorithm, and three-way weight tensor conditional restricted Boltzmann machines,
a form of deep learning. Experiments performed on both the prediction and classification of various
images show the efficiency, accuracy, and effectiveness of the proposed technique.

1 Introduction
Vision robotics is an important and challenging task. Perception of the world using eyes is one of the most
important source of information for humans and many animal species. Robots equipped with cameras
should also be able to access this information. Despite a large amount of research in vision and the availability of vision libraries such as OpenCV, human level object recognition using camera images cannot yet
be achieved. Nevertheless, for single images good results can sometimes be achieved.
In robot vision the task of identifying objects becomes even more challenging. Firstly, the robot’s perception is changing because of its actions, such as moving around in the world. Secondly, the environment
in which a robots operates is often dynamic. Thirdly, robots often have only limited processing power
available for a timely process of a stream of images. To address these issues, we propose to use a sequence
of images instead of single images as the basis robot vision. We investigate an architecture based on a
Three-Way Factored Conditional Restricted Boltzmann Machine [6] which we feed with a sequence of the
last n camera images. The Boltzmann machine is used for three tasks:
1. To predict the next image in the sequence of image.
2. To classify the object in the image.
3. To predict the position and size of the object in the next image.
To improve the quality of the results, we investigate the method of preprocessing the images using Sparse
Coding [10, 12]. Sparse Coding enables the extraction of the main features of an image.
The proposed architecture as been evaluated through two series of experiments. First, we investigate
the use of Sparse Coding. Next we investigated the use of a Three-Way Factored Conditional Restricted
Boltzmann Machine. The Boltzmann machine uses a history of images as input and produces as output (1)
a prediction of the next image, (2) a classification of the object in the image, and (3) a predication of the
position and size of the object. Based on the results of the first series of experiments, the sparse coding of
the images in the history, instead of the images themselves, are as inputs of the Boltzmann machine.
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Outline The next section starts with providing the necessary background for the remainder of the paper.
Section 3 describes the architecture that we propose. Section 4 describes the experiments used to evaluate
the performance of the proposed architecture, and discusses the experimental results. Conclusions and
future work are described in Section 5.

2 Background
This section provides background knowledge needed by the reader to understand the remainder of the
paper.

2.1 Sparse Coding
In most real-world applications data availability is problematic. Therefore, if decisions are to be made
autonomously, these have to be based on a small amount of data. To remedy this problem, a relatively new
trend in machine learning has been sought. More precisely, the focus has shifted from collecting more data
to the generation and discovery of more informative features [12, 13]. Sparse coding is an unsupervised
algorithm for finding a succinct representation of an unlabeled data set. Given only unlabeled input data,
it learns basis functions that capture high-level features in the inputs [10, 12]. Formally, given a data
set D = {x(i) }ni=1 , where x(i) ∈ Rd , the question is to represent x(i) as a combination of basis vectors
Pl
(i)
b1 , b2 , . . . , bl , where bj ∈ Rd , and sparse activations a(i) ∈ Rl such that x(i) ≈ j=1 bj aj . The basis
set can be overcomplete, where l > d, and therefore can capture a large number of patterns in the input
data. Sparse coding aims at solving the following optimization problem:
n
l
X
X
1
(i)
(i)
x
−
bj aj
2
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2σ
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where, the first term; i.e., x(i) − j=1 bj aj
, is the reconstruction error, and the second; i.e.,
2
 
Pn Pl
(i)
β i=1 j=1 Λ aj , is the sparsity regularization, with Λ(·) being the penalty function, and β ∈ R is
a constant. Different, sparsity functions (i.e., Λ) can be used. The one used in this paper is the L1 norm,
which has been shown to induce sparse activations and is robust to irrelevant features [12].
Assuming the usage of the L1 penalty as the sparsity function, the optimization problem is convex in
the bases, while holding the activations fixed, and convex in the activations when holding the bases fixed.
However, the problem is not convex in both the activations and bases simultaneously [10, 13]. Different
methods for solving the optimization problem have been proposed. In this paper the algorithms proposed
in [10] are adopted. The solution of the above problem is twofold. Firstly, the bases are fixed, and the
activations are determined. Given the activation, the second step commences to solve for the bases. More
information about solving the optimization problem can be found in [10].

2.2

Restricted Boltzmann Machine

Restricted Boltzmann Machines (RBM) [1] are energy-based models for unsupervised learning. These
models are stochastic with stochastic nodes and layers, making them less vulnerable to local minima [14].
Further, due to their multiple layers and their neural configurations, RBMs possess excellent generalization
capabilities [3].
Formally, an RBM consists of visible and hidden binary layers. The visible layer represents the data,
while the hidden layers increases the learning capacity by enlarging the class of distributions that can be
represented to an arbitrary complexity [14]. This paper follows standard notation where i represents the
indices of the visible layer, j represents those of the hidden layer, and wi,j denotes the weight connection
between the ith visible and j th hidden unit. Further, vi and hj denote the state of the ith visible and j th
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hidden unit, respectively. According to the above definitions, the energy function of an RBM is given by:
X
X
X
E(v, h) = −
vi hj wij −
vi ai −
hj bj
(2)
i,j

i

j

where ai and bj represent the biases of the visible and hidden layers, respectively. Because of the specific structure of RBMs, visible and hidden units are conditionally independent given one-another. The
joint probability
P of a state of the hidden and visible layers can be given: P (v, h) = exp (−E(v, h))/Z
with Z = x,y exp (−E(x, y)). To determine the probability of a data point represented by a state v,
the marginal probability is used.
is determined by summing out the
This
state of the hidden layer as:
P
P 
P
P
P
p(v) = h P (v, h) = h exp − i,j vi hj wij − i vi ai − j hj bj /Z. Parameters are fitted by
maximizing the likelihood function. Many algorithms can be used to learn the parameters of RBM, such
as Contrastive Divergence, maximum pseudo-likelihood, ratio matching. Interested readers are referred to
[8, 9] for a more comprehensive discussion of learning algorithms for RBM. .

3

Proposed Architecture

In this section the proposed architecture is discussed in detail. The architecture aims at
1. predicting the next image in a consistent sequence of images,
2. classifying the object in the image,
3. predicting the position and size of the object in the next image.
The idea behind the proposed architecture is to use a sequence of images instead of a single image. A
sequence of images contains more information because each image is slightly different. We hope that
this additional information improve the quality of the classifications. A sequence of image also contains
information about the movement of the object, its change in size in the next image, and the face of object
that will be visible in the next image.
To realize the above mentioned objectives a Three-Way Factored Conditional Restricted Boltzmann
Machine (3BM), similar to that proposed in [6], is used. The energy function is modified by adding a
new components including a three-way weight tensor to capture the correlations among the input, output,
and hidden variables. But this three-way tensor increase the parameters to cubic, thus motivates the use
of factors to decrease the parameters. The the three-way weight tensors are divided into three types of
pairwise interactions: the connections between output units and factors, connections between hidden units
and factors, and connections between input units and factors. The 3BM is a modified version of a FCRBM
[11], which aims to make use of a factored three-way weight tensor to reason about the relations between
the provided images. Figure 1 gives an illustration of the 3BM we are using.
(i)
(n )
Formally, define V<t = [v<t , . . . , v<t1 ], with n1 being the number of units in the history layer. Further,
(1)
(n2 )
define Ht = [ht , . . . , ht ], with n2 being the number of nodes in the hidden layer. Finally, define
(1)
(n )
Vt = [vt , . . . , vt 3 ], with n3 being the number of units in the present layer. In the history and present
layers, a Gaussian distribution is adopted, with a sigmoid distribution for the hidden. The energy function
is given by:

E(Vt , Ht |V<t , W) = −
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where, f is the number of factors used for factoring the three-way weight tensor among the layers, and σi
V<t
H
t
is the variance of the Gaussian distribution in the history layer. Furthermore, WV
if , Wjf , and Wkf are the
factored tensor weights of the history, hidden, and present layer, respectively. Finally, a(i) and b(j) are the
biases of the history and hidden layers, respectively.
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Parameters of the model can be learned by maximizing the log likelihood, which is given by 4, while
the derivative of log likelihood at parameter ω is given by 5.
ω ∗ = argmaxL(ω)
∂L
=
∂ω



∂E
∂ω



data

−



∂E
∂ω

(4)


(5)
model

The angled brackets in Equation 5 represent expectations under the distribution specified by the subscripts,
and ω is a generic parameter in the model. To learn the parameters, a Contrastive Divergence discussed in
[8, 9] method is used.
The quality of the results returned but the 3BM depends of course on the quality of the input data; i.e.,
the history of images. To improve the quality of the input data, we investigate the use of Sparse Coding
(SC) as a preprocessing step. SC [2, 10] has been proven to be a powerful form of feature extraction.
It is able to learn the most informative features of a set of images, and can subsequently describe new
images in terms of the learned feature space. As we will demonstrate in a classification experiment, see the
Subsection 4.1, SC is able to learn features that improve the quality of classification task.
Figure 2 show the whole architecture. Images are fed into the sparse coding module, which extracts the
relevant features. The history of features of images are stored in the history layer of the 3BM. The position,
and the size of the object is also provided as inputs. After training the 3BM using the features of the current
images, including position and size, and also including a classification of the object in the images, the 3BM
can be used to predict the features of the next image, the class of the object and the position and size of the
object.
The proposed architecture is not able to handle more than one object at the time. Therefore, we introduced an image segmentation step [4] that selects a sub-image containing the object to be identified by
the propose architecture. Of course, the history of sub-images should all contain the same object. The
proposed architecture can help in selecting the correct sub-image using the predicted position and size of
the object in the whole image.

4 Experiments
To test the efficiency and effectiveness of the proposed architecture two series of experiments have been
performed. These involved both classification and prediction of different objects in a robotics environment.
Data collection and image segmentation was performed in V-rep, a robotics simulator1 . Firstly, a set consisting of sequences of images for several objects were collected. Each sequence shows an object from
different angles. In this experiment, there were 8 classes of objects, including 3 kind of chairs, 3 kind of
tables, and 2 kind of shelves. About 200 images are captured for each class: 50 of them are reshuffled as the
training data for computing bases of sparse coding, from which informative features using sparse coding
were discovered. The others are left for the classification in 4.1, and recognition task in 4.2 by keeping
their original orders. The benefits of using the sparse coded images was investigated in the first series of
experiments. In the second series of experiments, a history of informative features was first used to train
the 3BM and was subsequently evaluate the predictions and the classification of the 3BM.

4.1 The benefits of using sparse coding
To evaluate the benefits of extracting informative feature using sparse coding, a classification experiment
using a Support Vector Machine (SVM) named C-support vector classification (C-SVC) [5] with a linear
kernel was carried out. To solve the quadratic minimization problems, an SMO-type decomposition method
proposed in [7] was taken. The classification by the SVM also provides a benchmark to compare the
classification results of the proposed architecture.
In the experiment, eight different kinds of objects were present in the robotic environment. 50 images
of each category of objects were used as training data for sparse coding. About 2000 images were split into
1 http://www.coppeliarobotics.com/
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{Imt−i }1i=n
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Figure 1: Three-Way Factored Conditional restricted Boltzmann machine in
its full form. Three layers: (1) history
layer, v<t , (2) present layer vt , and (3)
hidden layer h are shown. Each of the
layers have a certain number of nodes
that are connected via a three dimensional bidirectional weight tensor.

Imt

Figure 2: The overall framework of
the proposed prediction technique.
Given a history of images (i.e.,
{Imt−n , Imt−n−1 , . . . , Imt−1 }) and a
present image (i.e., Imt ), sparse coding
is first performed to discover high-level
and informative features. These features are then passed to the proposed
Boltzmann machine for prediction and
classification.

a training set and a test set for classification. Different amounts of training images are selected to train a
classifier, then the classification accuracy were computed by applying it on the test set. We compared the
classification results when using original images and sparse coded images respectively. Figure 3 shows the
classification results of the SVM with and without first extracting informative feature using sparse coding.
Figure 4 presents a comparison between the training time of the SVM when using the original images and
the training time when using the sparse coded representation.
From Figures 3 and 4 the following three conclusions can be arrived at:
Conclusion I The usage of SC representation of an image leads to better classification results than the
usage of the original images.
Conclusion II The accuracy of classification using SC representation decline smoothly when the number
of training data decreases, while it drops significantly with the usage of the original images.
Conclusion III The time need to train a classifier using SC representations of image is more or less constant in the number of images, and outperforms the usage of the original images. The time to train a
classifier using the original images increases linearly in the number of images.
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Figure 3: The accuracy of classification results by using the original images and the sparse coded representation.
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Figure 4: The time of training classifier.

4.2 Evaluation of proposed architecture
To evaluate the benefits of architecture proposed in Section 3, the SVM in the first series of experiments
was replaced with the 3BM. Instead of individual images, the data set used here are several sequences of
successive images. Each sequences recorded a period of an object in transformation. Figure 5 shows two
instances of sequence with length of 5 frames. The features provided by the sparse coding were extended
with information coming from the image segmentation about the position and size of the object. Here the
position represents the center coordinate of the object in a single image, while the size is a vector denoting
the width and length of the object. A difference between the SVM an the the 3BM is that the 3BM will
do the classification and the prediction the same time. That means, we don’t need to train a large number
of labeled data to gain a classier. First we used 10 to 50 sequences of length n as the training data. For
the labeled n images, directed connections between the history (the first n − 1 frames in the sequence) and
current units (the last frame in the sequence) are computed. Then it is used to predict the next frames of 10
to 50 test sequences. All the images have a original resolution of 64 ∗ 64.
After training the 3BM, we evaluated the proposed architecture with respect to (1) prediction the features of the next image, (2) classifying the object in the image, and (3) predicting the position and size
of the object in the next image. We evaluated the output of the architecture based on different sequence
lengths n.

Figure 5: Two images sequences for
training and test with the 3BM.
Table 1 and Table 2 shows the results of our experiments with and without preprocessing by using
sparse coding respectively, where the accuracy of predicted features, positions and sizes are measured by
Euclidean distance in pixels. Table 3 shows the comparison of classification accuracy between SVM and
the 3BM (by making use of sparse coding).
The experimental results show that the proposed architecture performs very well on all aspects. There-
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Experiment with sparse coding
n
50
30
20
Classification
98% 95% 95%
Features
1.02 0.91 0.92
Position
0.11 0.16 0.29
Size
0.06 0.07 0.08
Training time(seconds)
5.75 3.47 2.31

10
96%
0.80
0.36
0.09
1.16

5
94%
0.74
0.30
0.06
1.09

Table 1: The accuracy of the predicted features of the next image, accuracy of the classification
of the object in the image, the accuracy of the predicted position of the object, and the accuracy
of the predicted size.

n
Classification
Features
Position
Size
Training time(seconds)

Experiment without sparse coding
50
30
20
99%
99%
99%
0.83
0.97
0.65
0.13
0.19
0.22
0.04
0.08
0.07
3.01 × 103 2.16 × 103 1.46 × 103

10
98%
0.61
0.21
0.04
0.89 × 103

5
98%
0.87
0.28
0.06
0.72 × 103

Table 2: The experiment results by using the original images (without progressing the images
by sparse coding)
Comparison of classification accuracy
n
500
200
100
50
10
SVM 97% 96% 89% 72% 68%
3BM
98% 95% 96% 94% 94%
Table 3: The accuracy of classification by using SVM and the 3BM based on different number
of training images(with spars coding)
fore the following conclusions can be drawn:
Conclusion IV The proposed architecture is capable of correctly learning the relations between the images
in a sequence.
Conclusion V The proposed architecture is capable of making accurate predictions.
Conclusion VI The proposed architecture is capable of making very good classification. Compare to the
SVM, whose performance shows downtrend as the amount of training samples decreases, the 3BM
shows a relatively stable tendency.
Conclusion VII The experiments show that the 3BM without preprocessing the images using sparse coding preforms slightly better than with using sparse coding. However, the use of sparse coding significantly reduces the training time. This reduction in the training time can be attributed to the lower
dimension of input data of the 3BM.

5 Conclusions and Future Work
In this work a new architecture capable of classifying objects as well as predicting the next image of a sequence of images, has been presented. The approach made use of sparse coding, and a Three-Way Factored
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Conditional Restricted Boltzmann Machine, a form of deep learning, to achieve the results. Experiments
performed on both the use of sparse coding and the Three-Way Factored Conditional Restricted Boltzmann
Machine show the effectiveness of proposed architecture.
There are many interesting directions for future research. Implementing the proposed method on realworld robotics constitute an interesting future research direction. Furthermore, other forms of deep learning
techniques, such as deep belief networks can be introduced. Finally, image segmentation in an environment
containing many object has to be investigated.
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Abstract
This paper shows that the region classification task can benefit from instance-transfer learning. It proposes
to implement a standard region-classification algorithm using a general nonconformity function based
on the Transfer AdaBoost algorithm. The experiments show that the new approach produces valid class
regions when instances are transferred from a close domain. The conditions for successful instance transfer
are empirically derived.

1 Introduction
Most of the research in machine learning focuses on the task of point classification: predicting the correct
class of an instance given a data sample drawn from some unknown target probability distribution. However,
in applications with high misclassification costs, region classification is needed [6, 8]. The task of region
classification is to find a region (set) of classes that contains the correct class of the instance to be classified
with a given probability of error ε ∈ [0, 1]. Thus by employing region classification we can control the error
in a long run which however has practical sense if the class regions are efficient; i.e., small.
This paper shows that the region classification task can benefit from instance-transfer learning [5]. In this
type of learning in addition to the target sample we have a second data sample generated by some unknown
source probability distribution. The main assumption is that the target and source distributions are different
but somehow similar. Thus, the region-classification task in this case is to find class regions according to
the target probability distribution, given the target sample, by transferring relevant instances from the source
sample.
To solve the region-classification task in the instance-transfer learning setting we note that (1) the conformal framework [6, 8] is a general framework for the region classification task, and (2) the Transfer
AdaBoost algorithm is a base algorithm for instance-transfer learning [2]. Thus, our solution for the task is
a combination of these two techniques.
To compare our research with relevant work we note that instance-transfer learning has been applied
so far only for the task of point classification [6, 8]. Thus our region classification task considered in
instance-transfer learning and the approach that we propose for the task are novel and they form the main
contributions of this paper.
The remaining of the paper is organized as follows. Section 2 formalizes the tasks of point classification and region classification in traditional learning and instance-transfer learning setting. Sections 3 and 4
introduce the conformal algorithm and the Transfer AdaBoost algorithm respectively. The general nonconformity function derived from the Transfer AdaBoost algorithm for implementing the conformal algorithm
is described in Section 5. The experiment setting and results are shown in Section 6. Finally, Section 7
concludes the paper.

279

BNAIC 2013

2

FULL PAPERS (A)

Point and Region Classification

This section formalizes the tasks of point classification and region classification. The formalizations are
given separately for the traditional-learning and instance-transfer learning setting in the next two subsections.

2.1

Traditional Learning Setting

Let X be an instance space and Y a class set. We assume an unknown probability distribution over the
labelled space X × Y, namely the target distribution pt (x, y). We consider training sample Dnt ⊆ X × Y
defined as a bag *(x1 , y1 )t , (x2 , y2 )t , ..., (xnt , ynt )t + of n instances (xi , yi )t ∈ X × Y drawn from the
probability distribution pt (x, y).
Given training sample Dnt and an instance xtn+1 ∈ X drawn according to pt (x),
• the point classification is to find an estimate ŷ ∈ Y of the class of the instance xn+1 according to
pt (x, y);
• the region classification is to find a class region Γε (Dnt , xn+1 ) ⊆ Y that contains the class of xn+1
according to pt (x, y) with probability at least 1 − ε, where ε is a significance level.
In point classification, estimating the class of any instance x ∈ X assumes that we learn a point classifier
h(Dnt , x) in a hypothesis space H of point classifiers h (h : (X × Y)(∗) × X → 2R )1 using the target sample
Dnt . The classifier h(Dnt , x) outputs for any instance x a posterior distribution of scores {sy }y∈Y over all
the classes in Y. The class y with the highest posterior score sy is the estimated class ŷ for the instance x.
In this context we note that the point classifier h(Dnt , x) has to be learned such that it performs best on new
unseen instances (x, y)t ∈ X × Y drawn according to the target probability distribution pt (x, y).
In region classification (according to the conformal algorithm [6, 8]) computing class region for any
instance xn+1 ∈ X requires two steps. First we derive a nonconformity function A that given a class y ∈ Y
maps the sample Dnt and the instance (xn+1 , y) to a nonconformity score α ∈ [0, R ∪ {∞}]. Then we
compute the p-value py of class y for the instance xn+1 as the proportion of the instances in Dnt ∪*(xn+1 , y)+
of which the nonconformity scores are greater than or equal to that of the instance (xn+1 , y). The class y is
added to the final class region for the instance xn+1 if py ≥ ε. In this context we note that the nonconformity
function A has to be learned such that it performs best on new unseen instances (x, y)t ∈ X × Y drawn
according to the target probability distribution pt (x, y).

2.2

Instance-Transfer Learning Setting

In instance-transfer learning in addition to the instance space X, the class set Y, the target distribution
pt (x, y), and the target sample Dnt , we have a second unknown probability distribution over X × Y, namely
s
the source distribution ps (x, y), and source sample Dm
defined as a bag of m instances (xi , yi )s ∈ X × Y
drawn from ps (x, y). Assuming that the target distribution pt (x, y) and source distribution ps (x, y) are
s
different but somehow similar we observe that the source sample Dm
cannot be used directly, but there are
certain instances of the source sample that can still be used together with the target sample Dnt . In this
context we define:
• the instance-transfer point classification as a point classification task for which we learn the point
s
classifier h(Dnt , x) by transferring relevant instances from the source sample Dm
in addition to the
t
target sample Dn ;
• the instance-transfer region classification as a region classification task for which we learn the nons
conformity function A by transferring relevant instances from the source sample Dm
in addition to
t
the target sample Dn .
1 (X

× Y)(∗) denotes the set of all bags defined over X × Y.
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The Conformal Algorithm

This section introduces the conformal algorithm [6, 8]. It formalizes the algorithm and introduces metrics
for evaluating region classifiers.

3.1

Formal Description

The conformal algorithm has been proposed in [6, 8] for region classification. The algorithm is proven to
be valid [6, 8] when the target sample Dnt and each instance xn+1 ∈ X to be classified are drawn from
the same unknown target distribution pt (x, y) under the exchangeability assumption. The exchangeability
assumption holds when different orderings of instances in a bag are equally likely. The validity of conformal
algorithm means it constructs for any object xn+1 class region Γε (Dnt , xn+1 ) ⊆ Y containing the correct
class y ∈ Y of xn+1 with probability at least 1 − ε, where ε is a confidence level. The conformal algorithm
outputs valid class regions for any real-valued function used as nonconformity function [6].
Conformal algorithm can be used with any method of point classifiers. Applying the conformal algorithm is a two-stage process. Given a point classifier h(Dnt , x), a nonconformity function is constructed
for h(Dnt , x) capable of measuring how unusual an instance looks relative to other instances in the data
bag. Then, the conformal algorithm employing this nonconformity function is applied to compute the class
regions. The efficiency of a conformal classifier will depend on the nonconformity function it adopts. It is
efficient if the produced class regions are usually relatively small and therefore informative.
(∗)
Formally, a nonconformity function is of type A : (X × Y) × (X × Y) → R ∪ {∞}. Given a
(∗)
bag Dnt ∈ (X × Y) and an instance (x, y) ∈ (X × Y) it returns a value α in the range [0, R ∪ {∞}]
indicating how unusual the instance (x, y) is with respect to the instances in Dnt . In general, the function A
returns different scores for instance (x, y) depending on whether (x, y) is in the bag Dnt (added prediction)
or not (deleted prediction): if (x, y) ∈ Dnt , then the score is lower; otherwise it is higher. Since there is
no consensus on this issue [6] deciding which option (added prediction/ deleted prediction) to use has to be
done experimentally.
The conformal algorithm is presented in Algorithm 1. Given a significance level ε ∈ [0, 1], target
sample Dnt , instance xn+1 ∈ X to be classified, and the nonconformity function A for a point classifier
h(Dnt , x), the algorithm constructs a class region Γε (Dnt , xn+1 ) ⊆ Y for the instance xn+1 . The classregion construction is realized separately for each class y ∈ Y. To decide whether to include the class y
in the class region Γε (Dnt , xn+1 ) the instance xn+1 and class y are first combined into labelled instance
(xn+1 , y). Then, the algorithm computes the nonconformity score αi for each instance (xi , yi ) in the bag
t
Dn+1
, using the nonconformity function A . The nonconformity scores are used for computing the p-value
py of the class y for the instance xn+1 . More precisely, py is computed as the proportion of the instances in
t
the bag Dn+1
of which the nonconformity scores αi are greater or equal to that of the instance (xn+1 , y).
Once py is set, the algorithm includes the class y in the class region Γε (Dnt , xn+1 ) if py > ε.
The conformal algorithm was originally designed for the on-line learning setting. This setting assumes
initially an empty data bag Dnt . Then for each integer n from 0 to +∞ we first construct class region
Γε (Dnt , xn+1 ) for the new instance xn+1 being classified, and then add the instance (xn+1 , yr ) to the bag
where yr is the correct class of xn+1 . The conformal algorithm is proven to be valid when the learning setting
is online [6]; i.e., it constructs for any instance a class region containing the correct class with probability at
least 1 − ε. Moreover, there are reported experiments in the offline (batch) setting [7]. They show that the
conformal algorithm produces valid class regions in this setting as well. In contrast to the online setting, the
offline setting assumes a data bag that is non-empty initially and the data bag remains the same throughout
the classification process.

3.2

Evaluation Metrics

Any class region Γε (Dnt , xn+1 ) is valid if it contains the correct class y ∈ Y of the instance xn+1 ∈ X
being classified with probability of at least 1 − ε. To evaluate experimentally the validity of the class region
produced by conformal algorithm we introduce the error metric E which defined as the proportion of the

281

BNAIC 2013

FULL PAPERS (A)

Algorithm 1 Conformal algorithm
Input:
Significance level , Target sample Dnt , Instance xn+1 to be classified,
Non-conformity function A for a point classifier h(Dnt , x).
Output: Class region Γ (Dnt , xn+1 )
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:

Γ (Dnt , xn+1 ) = ∅.
for each class y ∈ Y do
t
Dn+1
= Dnt ∪ *(xn+1 , y)+.
for i := 1 to n + 1 do
if using deleted prediction then
t
Set nonconformity score αi := A(Dn+1
+ \ * (xi , yi )+, (xi , yi )).
else if using added prediction then
t
Set nonconformity score αi := A(Dn+1
, (xi , yi )).
end if
end for
i ≥αn+1 }
.
Calculate py := #{i=1,...,n|α
n+1

t
Include y in Γ (Dn , xn+1 ) if and only if py > .
end for
Output Γ (Dnt , xn+1 ).

class regions that do not contain the correct class. Therefore, the conformal algorithm is valid if the error E
is less than or equal to ε for all significance levels ε ∈ [0, 1].
Any class region Γε (Dnt , xn+1 ) is efficient if it is non-empty and small. Hereby, we propose to evaluate
the efficiency of class regions by the following three metrics: the percentage Pe of empty-class regions,
the percentage Ps of single-class regions, and the percentage Pm of multiple-class regions. The emptyclass regions, single-class regions, and multiple-class regions can be characterized by their own errors. The
percentage Pe of empty-class regions is essentially an error, since the correct classes are not in the class
regions. The error Es on single-class regions is defined as the proportion of the invalid single-class regions
among all the class regions. The error Em on multiple-class regions is defined as the proportion of the
invalid multiple-class regions among all the class regions.
It is straightforward to prove that the error E is composed of the errors Pe , Es , and Em , more precisely,
E = Pe + Es + Em . The error E has its own upper bound E u representing the worst case that the correct
classes can never be picked up from valid multi-class regions. In this case, all the multi-class regions would
lead to errors, therefore, E u is defined equal to Pe + Es + Pm . We note that for any significance level
ε ∈ [0, 1] there is no guarantee that E u is less than or equal to ε unless Pm = 0.

4 Transfer AdaBoost Algorithm
The Transfer AdaBoost algorithm [2] (denote as TrAdaBoost) is a learning method for the instance-transfer
point classification(see Algorithm 2). The TrAdaBoost algorithm uses instances from both target sample
s
Dnt and source sample Dm
as the training instances. Each of the training instances is associated with a
weight wi , initially, uniform weights assigned over all instances. Given a base point classifier h(B, x),
the algorithm runs iteratively. In each iteration, a base classifier hk (B, x) is built on the weighted training
instances and evaluated only on the weighted target instances. After the evaluation, the weights of all training
instances are updated. The TrAdaBoost algorithm employs different reweighing schemes for target sample
s
Dnt and source sample Dm
. For instances from the target sample Dnt , it increases the weights of incorrectly
classified instances and decreases the weights of correctly classified instances through normalization. Thus,
the subsequent classifiers to be built are tweaked in favour of those hard instances which misclassified
s
by previous classifiers. On the contrary, for the source sample Dm
, the TrAdaBoost algorithm decreases
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the weights of incorrectly classified instances and through normalization increases the weights of correctly
classified instances. This means the source instances that less likely to be generated by the target distribution
receive lower weights and source instances that more likely to be generated by target distribution receive
higher weights. Therefore, the TrAdaBoost algorithm encourages the effect of hard target instances as well
as the effect of similar source instances in the next iterations.
Algorithm 2 Transfer AdaBoost Algorithm, adapted from Dai et al. [2]
s
Input: Two labelled data samples Dnt and Dm
Base point classifier h(B, x),
Number of iterations T .
S t
s
1: for any instance(xi , yi ) ∈ Dm
weight w1 (xi ) = 1. Let p be vector of the normalized
S t Dn initialize
s
weights of instances in Dm Dn and pt be vector of the normalized weights of instances in Dnt .
2: for k = 1 to T do
S t
s
3:
Train base classifier hk : X → Y on Dm
Dn using normalized weights from pk .
4:
Calculate the weighted error k of hk on Dnt using normalized weights from ptk
5:
if k = 0 or k ≥ 21 then
6:
Set T = k − 1.
7:
Abort loop.
8:
end if
k
9:
Set β = √ 1
and βk = 1−
.
k
1+ 2 ln m/T
S t
s
Dn :
10:
Update the weight for any instance(xi , yi ) ∈ Dm
(
s
s
;
wk+1
(xi ) = wks (xi )β [hk (xi )6=yi ]
if (xi , yi ) ∈ Dm
−[hk (xi )6=yi ]
t
t
t
wk+1 (xi ) = wk (xi )βk
if (xi , yi ) ∈ Dn .
11:
12:

5

end for
PT
Output the strong classifier: hf (x) = sign( k=T /2 ln( β1k )hk (x))

Transfer AdaBoost Non-conformity Function

To solve the instance-transfer region classification task we propose to apply the conformal algorithm that
employs a nonconformity function based on the Transfer AdaBoost algorithm.PGiven training sample Dnt
and an instance (x, yr ) ∈ X, the nonconformity function outputs the sum y∈Y,y6=yr sy , where sy is
the score for class y ∈ Y produced by the Transfer AdaBoost point classifier h(Dnt , x). In this context
one important property of the Transfer AdaBoost algorithm has to be pointed out: in case the instance
(x, yr ) is in the training sample Dnt , the score Syr increase with the number of the Transfer AdaBoost
iterations while the scores sy for the remaining classes y ∈ Y \ * yr + decrease. This implies that as the
number of iterations goes up, the value of nonconformity function approaches to zero, which results in poor
estimation of the nonconformity of the instance. Therefore, we have to make sure the instance (x, yr ), for
which the nonconformity score is calculated, is taken out from the training sample Dnt . This means that
when the conformal algorithm has to be used with the general nonconformity function in combination with
Transfer AdaBoost Algorithm, deleted prediction should be used(see Algorithm 1). In case of using deleted
prediction, computing p-value py for one class y ∈ Y requires |Dnt | runs of the Transfer AdaBoost algorithm.
Therefore, the time complexity for computing the class region for one instance becomes O(|Y ||Dnt |Th ),
where Th is the time complexity of the Transfer AdaBoost algorithm.
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Experiments and Discussion

This section presents our experiments with the conformal algorithm presented in subsection 3.1. Given
s
a sample Dnt and a sample Dm
, the algorithm was instantiated using three types of nonconformity functions(see Table 1). The generalization performance of these three algorithms is given in terms of the validity
and efficiency of the produced class regions. We note that CAdaBoostT is used as a base-line algorithm.
The algorithms CAdaBoostTS and CTrAdaBoostTS are used in order to decide whether we need to directly
add or transfer relevant source instances.
Table 1: The descriptions of the conformal algorithms
Algorithm
CAdaBoostT
CAdaBoostTS
CTrAdaBoostTS

6.1

Description
The weight-based nonconformity function based on the AdaBoost algorithm trained on
the sample Dnt .
The weight-based nonconformity function based on the AdaBoost algorithm trained on
s
the sample Dnt ∪ Dm
.
The weight-based nonconformity function based on the Transfer AdaBoost algorithm
s
trained on the sample Dnt as a target sample and sample Dm
as a source sample.

Data sets

The datasets for our experiments were taken from the UCI Machine Learning Repository [1]. In order to
fit transfer-learning scenario each data set was split into target sample and source sample with different
probability distributions. For example, the data set heart-c was split using the binary attribute sex. The
target sample in this case was composed of all the instances having the attribute value sex=female, while
the source sample was composed of all the instances having the attribute value sex=male. Table 2 given
below shows the description of each data-set split. We note that three datasets, namely colic, breast-cancer
and hepatitis were split twice using different binary attributes. Moreover, KL-divergence [4] of target class
distribution from source class distribution was given for each data set, which was a non-symmetric measure
of the difference between two probability distribution.
Table 2: The descriptions of the data sets
Data Set

Number of Classes

KL-divergence

Size
Dt

credit
colic1
colic2
breast-cancer1
lymph
anneal
heart-c
breast-cancer2
hepatitis1
hepatitis2

6.2

2
2
2
2
4
4
2
2
2
2

Ds

0.005

88

120

0.020

28

340

0.052

96

272

0.054

68

109

0.061

73

75

0.118

49

103

0.187

60

207

0.211

56

115

0.257

61

94

0.311

54

101

Validation Setup

Experiments were performed on ten data sets from Table 2 using all the three conformal algorithms CAdaBoostT, CAdaBoostTS, and CTrAdaBoostTS. The base point classifier for these three algorithms was the
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NaiveBayes classifier for all two-class datasets, while for the multi-class datasets was the Decision-stump
classifier 2 . The class regions of the algorithms were evaluated in terms of validity and efficiency using five
metrics (defined in subsection 3.2): the error E, the percentage Pe of empty-class regions, the percentage
Ps of single-class regions, the percentage Pm of multiple-class regions, and the upper-bound error E u . The
method of evaluation was repeated stratified 10-fold cross validation. Results for each data set were generated for 10 to 50 boosting iterations (with step 10). The best results for each algorithm over the five different
iteration numbers are reported in Table 3 on two significance levels ε = 0.05 and ε = 0.1.
Table 3: Performance of the CAdaBoostT, CTrAdaBoostTS, and CAdaBoostTS algorithms.
 = 0.05

credit

colic1

colic2

breast-cancer1

lymph

anneal

heart-c

breast-cancer2

hepatitis1

hepatitis2

6.3

 = 0.1

E

Pe

Ps

Pm

Eu

E

Pe

Ps

Pm

Eu

CAdaBoostT

0.047

0.000

0.182

0.818

0.865

0.102

0.000

0.384

0.616

0.718

CAdaBoostTS

0.049

0.000

0.252

0.748

0.797

0.086

0.000

0.428

0.572

0.658

CTrAdaBoostTS

0.047

0.000

0.268

0.732

0.779

0.089

0.000

0.419

0.581

0.670

CAdaBoostT

0.071

0.000

0.238

0.762

0.833

0.124

0.000

0.388

0.612

0.736

CAdaBoostTS

0.062

0.000

0.164

0.836

0.893

0.117

0.000

0.288

0.712

0.829

CTrAdaBoostTS

0.031

0.000

0.498

0.502

0.533

0.064

0.000

0.664

0.336

0.400

CAdaBoostT

0.047

0.000

0.180

0.820

0.867

0.097

0.000

0.308

0.692

0.789

CAdaBoostTS

0.046

0.000

0.144

0.856

0.902

0.113

0.000

0.269

0.731

0.844

CTrAdaBoostTS

0.051

0.000

0.294

0.706

0.757

0.085

0.000

0.405

0.595

0.680

CAdaBoostT

0.066

0.000

0.165

0.835

0.901

0.117

0.000

0.256

0.744

0.861

CAdaBoostTS

0.040

0.000

0.095

0.905

0.945

0.089

0.000

0.181

0.819

0.908

CTrAdaBoostTS

0.065

0.000

0.208

0.792

0.857

0.119

0.000

0.382

0.618

0.737

CAdaBoostT

0.056

0.000

0.278

0.722

0.769

0.080

0.000

0.359

0.641

0.715

CAdaBoostTS

0.040

0.000

0.090

0.910

0.935

0.068

0.000

0.278

0.722

0.777

CTrAdaBoostTS

0.052

0.000

0.291

0.709

0.753

0.063

0.000

0.364

0.636

0.694

CAdaBoostT

0.063

0.000

0.227

0.773

0.808

0.083

0.000

0.313

0.687

0.739

CAdaBoostTS

0.016

0.000

0.046

0.954

0.967

0.022

0.000

0.065

0.935

0.956

CTrAdaBoostTS

0.046

0.000

0.291

0.709

0.754

0.054

0.000

0.454

0.546

0.588

CAdaBoostT

0.050

0.000

0.318

0.682

0.732

0.100

0.000

0.510

0.490

0.590

CAdaBoostTS

0.041

0.000

0.234

0.766

0.807

0.121

0.000

0.412

0.588

0.709

CTrAdaBoostTS

0.040

0.000

0.350

0.650

0.690

0.098

0.000

0.546

0.454

0.552

CAdaBoostT

0.065

0.000

0.187

0.813

0.878

0.106

0.000

0.301

0.699

0.805

CAdaBoostTS

0.067

0.000

0.117

0.883

0.950

0.106

0.000

0.198

0.802

0.908

CTrAdaBoostTS

0.073

0.000

0.227

0.773

0.845

0.112

0.000

0.361

0.639

0.751

CAdaBoostT

0.057

0.000

0.233

0.767

0.824

0.099

0.000

0.368

0.632

0.731

CAdaBoostTS

0.068

0.000

0.139

0.861

0.929

0.129

0.000

0.261

0.739

0.868

CTrAdaBoostTS

0.048

0.000

0.191

0.809

0.857

0.093

0.000

0.343

0.657

0.750

CAdaBoostT

0.056

0.000

0.412

0.588

0.644

0.088

0.016

0.560

0.424

0.512

CAdaBoostTS

0.057

0.000

0.264

0.736

0.793

0.105

0.000

0.388

0.612

0.717

CTrAdaBoostTS

0.051

0.000

0.238

0.762

0.813

0.081

0.009

0.474

0.517

0.598

Results and Discussion

The performance statistics are given in Table 3. It shows that the class regions computed by the algorithms
are valid. This is due to the fact that the error E is close to the significance level ε up to some negligible
statistical fluctuation. Thus we can derive one of the main results of this paper, namely that the conformal
algorithm is capable of obtaining valid class regions for the instance-transfer region-classification task.
In addition, Table 2 shows how instance-transfer approach can help learning. When the target and
source distributions are almost the same (very small KL-divergence number) and the size of the target
2 The time complexity for computing the class region increases proportionately with the number of classes. In order to reduce the
computing overhead, Decision-stump which is a relatively simpler classifier is used for multi-class data sets

285

BNAIC 2013

FULL PAPERS (A)

sample is relatively small, comparing to CAdaBoostT, both of the conformal algorithms CAdaBoostTS
and CTrAdaBoostTS give smaller error E and upper-bound error Eu which results in more efficient class
regions. This observation is illustrated by the performance of the algorithms for the dataset credit. The
performance statistics of CAdaBoostTS and CTrAdaBoostTS are close to each other. Thus in this case any of
these two algorithms can be applied; i.e., auxiliary instances improve results no matter using transfer or not.
When the distance between the target and source distributions increases (KL-divergence ∈ [0.02, 0.25]), the
percentage Pm of multiple-class regions and the upper-bound error E u of the CTrAdaBoostTS are smaller
than those of CAdaBoostT on all the datasets, in particular when the size of target sample is relatively
small. This observation is illustrated best by the performance of the algorithms for the datasets colic1 and
anneal. On the other hand, CAdaBoostTS always results in bigger percentage Pm of multiple-class regions
and the upper-bound error E u than those of CAdaBoostT. Thus in this case the CTrAdaBoostTS should
be applied; i.e., instance transfer does improve the final results. When the distance between the target
and source distributions becomes larger (KL-divergence ∈ [0.25, +∞]), again the performance statistics of
CAdaBoostTS is worse than those of CAdaBoostT. Unfortunately, in this case CTrAdaBoostTS also gives
negative transfer results(see data sets hepatitis1 and hepatitis2). Therefore in this case introducing source
sample is not a good option.

7 Conclusion
This paper showed that the instance-transfer learning approach can be applied to enhance the learning results
in the context of the region classification task. The proposed solution consists of the conformal algorithm
that employs a nonconformity function based on the Transfer AdaBoost algorithm. The experiments showed
that the approach results in valid class regions. In addition, instance-transfer is experimentally proved to
significantly improve the learning efficiency under some conditions.
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1 Introduction
Much attention has been paid to bilateral negotiation in which the dispute is between only two parties.
However, automated multilateral negotiation in which more than two negotiating parties need to reach a
joint agreement, has received relatively less attention, even though such negotiations are required in many
circumstances (e.g. a group of managers making a joint decision for their company investments, a group of
friends planning their holiday together). In such cases, automated negotiation tools can play a key role in
providing effective solutions. One of the important issues in designing such negotiation tools, is to decide
on the protocol that governs the interaction between parties and determines when the final agreement will
be reached. In this paper, we focus on and investigate different mediator-based protocols for multilateral
negotiations. We take [3] as a starting point and propose a variant of this protocol.

2 Proposed Feedback Based Mediated Negotiation Protocol
Inspired from the mediated negotiation approach in [3], we present a feedback based multilateral negotiation
protocol where a mediator generates bids and negotiating agents give their feedback to the mediator. Based
on those given feedbacks, the mediator models agent preferences and accordingly revises its bids over time in
order to satisfy all agents’ preferences as much as possible. Basically in the proposed approach, the mediator
initially generates its first bid randomly. For further bids, it modifies its previous bid by exchanging one issue
value by another in the bid either randomly or according to a heuristic using the learnt preference models
during the negotiation. When the negotiating agents receive a bid from the mediator, they do not simply vote
the mediator’s current bid either to accept or reject. Instead, they provide feedback by indicating the bid is
“better” or“worse” than, or “same” with the previous one. For instance, if the current bid is preferred to the
previous one, the agent’s feedback would be “better”. Based on the feedback, the mediator tries to learn each
negotiating agent’s preferences over time. To achieve this, the mediator assumes that the negotiating agents
give their feedback truly, preferences define a total preorder, and there is no preferential interdependency
among the issues. It is worth noting that the mediator does not make any other assumptions about the
negotiating agents’ preference representation. Unless there exist preferential interdependencies among the
issues, the agents can employ different preference representations for their preferences (e.g. qualitative or
quantitative models). The proposed protocol consists of two phases:
Searching and learning: In this phase, the mediator generates its bids and models the negotiating
agents’ preferences based on their feedbacks. For each negotiating agent Ai , the mediator generates a model
∗ The full version of this paper appears in [1]. This research is supported by the Dutch Technology Foundation STW, applied science
division of NWO and the Technology Program of the Ministry of Economic Affairs; the Pocket Negotiator project with grant number
VICI-project 08075 and the New Governance Models for Next Generation Infrastructures project with NGI grant number 04.17.
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consisting of a set of preference graphs, Mi = {P G1 , P G2 , ..., P Gn } where P Gk denotes the preference
graph for the k th negotiation issue. Each preference graph is associated with a negotiation issue and captures
the preference ordering of that issue values. That is, the nodes of each graph denote the values for the given
issue (e.g. London, Paris, etc. for Location issue) and the edges show the improving flips, changing the value
of an issue with a more desired value. In other words, the direction of edges are ordered from less preferred
to more preferred values. After each feedback round, the mediator updates these models. An immediate
question is how the mediator uses these models to generate better bids for all the agents. As the mediator is
unbiased, it would be willing to increase one of the social welfare metrics such as Nash product, maximizing
the product of the utilities of the agents. However, it does not have any quantitative measurements such as
utilities and might not be able to compare some value pairs in the constructed graph. This problem is similar
to the problem of negotiating with CP-nets [2] where the agents try to negotiate with respect to the preference
graph induced from a given CP-net. We adopt a similar approach and generate estimated utilities from the
constructed graph by using a scoring approach similar to the depth approach proposed in [2]. The mediator
uses these estimated utilities to find the values that yield the Nash product. When the mediator realizes that
there is no need for further search, it immediately passes to the second phase.
Voting with estimated Nash bids: In this phase, the mediator generates estimated Nash bids maximizing the product of the estimated agent utilities using the learnt model and asks the negotiating agents to
vote (either to reject or accept). Negotiating agents vote for each bid by comparing it with the most recent
mutually accepted bid by all agents. After asking all estimated Nash bids, the mediator finalizes the negotiation with the most recent mutually accepted bid by all agents. It is worth noting that the mediator does
not need to wait until reaching the given deadline. It can finish a negotiation earlier. Another advantage of
this protocol is that the most recent mutually accepted bid would be chosen among the estimated Nash bids
rather than a random bid. This decreases the chance of unfair negotiation outcomes.

3

Results and Discussion

We have compared the performance of the proposed protocols with the performance of the mediated single
text negotiation protocol presented in [3] in an experimental setting in terms of both the product of utilities
of the agents and negotiation duration. Our results show that our feedback based protocol does not only
complete the negotiation with a reasonably good agreement for all agents but also completes negotiation
early. Furthermore, when the deadline is short, it outperforms the mediated single text negotiation protocol
in terms of the product of agent utilities on the agreements. However, when the deadline is long, the mediated single text negotiation protocol with annealers performs slightly better than our protocol. This stems
from the fact that our protocol completes negotiation earlier than that protocol, and the annealer allows the
protocol to search more space. When the time is crucial and it is significant to reach a negotiated agreement
as soon as possible, it is reasonable to employ the proposed feedback based protocol.
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1 Introduction
Suppose two parties A and B are conducting a negotiation, and B has just proposed an offer to A. A is now
faced with a decision: she must decide whether to continue, or to accept the offer that is currently on the
table. On the one hand, accepting the offer and ending the negotiation means running the risk of missing out
on a better deal in the future. On the other hand, carrying on with the negotiation involves a risk as well, as
this gives up the possibility of accepting one of the previous offers [1]. How then, should A decide whether
to end or to continue the negotiation?
Of course, A’s decision making process will depend on the current offer, as well as the offers that A
can expect to receive from B in the future. However, in most realistic cases, agents have only incomplete
information about each other, and therefore, the proposals that A will receive are necessarily uncertain.
Moreover, predicting B’s future offers is only part of the solution: even when A can predict B’s moves
reasonably well, A still has to decide how to put this information to good use. In other words, even when a
probability distribution over the opponent’s actions is known, it is not straightforward to translate this into
effective negotiation behavior.
The main contribution of our work is that we address both of A’s problems: first, at every stage of
the negotiation, we provide a technique to estimate the bidding behavior of various opponent classes by
modeling A’s dilemma as a stochastic decision problem. For particular opponent classes we are able to
provide precise models, and to formulate exact mathematical solutions to our problem. For the second step,
using the ranges found earlier, we borrow techniques from optimal stopping theory to find generic, optimal
rules for when to accept against a variety of opponents in a bilateral negotiation setting with incomplete
information. The solutions proposed are optimal in the sense that there can be no better strategy in terms of
utility.

2 Optimal Stopping in Negotiation
We can frame the problem of accepting a bid as an optimal stopping problem, in which an agent is faced
with the dilemma of choosing when to take a particular action, in order to maximize an expected reward. In
such problems, observations are taken sequentially, and at each stage, one either chooses to stop to collect,
or to continue and take the next observation.
∗ The

full version of this paper appears in [2].
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The model of bid reception is as follows: at each of a total of N rounds, we receive a bid, which has
an associated utility, or value, drawn from a random variable over the unit interval. At this point, we must
decide whether to accept the bid, or not. Once we accept, the deal is settled and the negotiation ends. If
we continue, then there is no possibility of recalling passed-up offers; i.e., previous offers are unavailable
unless they are presented to us again. Hence, at each round, we must decide to either continue or to stop
participating in the negotiation, and we wish to act so as to maximize the expected net gain. Once an offer
is turned down, and we decide to wait for another bid, the total number of remaining observations decreases
by one.
At every stage, the current situation may be described by a state (j, x), which is characterized by two
parameters: the number of remaining observations j ∈ N, and the latest received offer x ∈ [0, 1].

3

Results and Discussion

Let the utility distribution with j rounds remaining be given by a random variable Xj , with associated
distribution function Fj . We can think of Xj as the possible utilities we receive when the opponent makes
bids, and Fj (u) represents the probability of receiving a bid with utility less than or equal to u. The expected
payoff is then given by
V (j, x) = max(x, E(V (j − 1, Xj−1 ))),

where we abbreviate the second term E(V (j − 1, Xj−1 )) as vj . This represents the expected value of
rejecting the offer at (j, x), and going on for (at least) one more period. Thus, using the substitution, we get
vj = E(max(Xj−1 , E(V (j − 2, Xj−2 ))),
which leads to the following recurrence relation:

v0 = 0,
vj = E(max(Xj−1 , vj−1 )).
We can prove that we can rewrite the recurrence relation describing vj as follows:
Z ∞
vj = vj−1 +
(1 − Fj−1 (t)) dt.
vj−1

Thus, if we know the distribution Fj for every j, we can compute the values vj using the above recurrence
relation. Then, deciding whether to accept an offer x is simple: if x ≥ vj we accept, otherwise we reject the
offer.
Of course, in a general setting we do not know the opponent’s behavior, and in that case we require a
method to determine the distributions Xj for every remaining round j. In that case, the solutions are only
as good as the estimation of the opponent’s behavior. We can show however, that our techniques are robust,
in the sense that they also perform well when equipped with state of the art opponent strategy prediction
techniques. This demonstrates that our optimal stopping mechanism is a valuable element of a negotiating
agent’s strategy, whether in a complete or incomplete information setting.
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Efficient Spike-Coding with Multiplicative
Adaptation in a Spike Response Model1
Sander M. Bohte
CWI, Dept Life Sciences, 1098XG Amsterdam
Abstract
The ability of neurons to adapt their responses to greatly varying sensory signal statistics is
central to efficient neural coding [2, 4]. With substantial spike-rate adaptation occurring on a time scale of
just tens of milliseconds, adapting neurons necessarily generate at most tens of spikes in that period. From
an adaptive coding perspective, this implies that for a neuron’s adaptation to be computable by downstream
neurons, the adaptation effects have to be derivable from just the emitted spike-train. Spike-based models
of adaptation are thus central when accounting for adaptation as adaptive neural coding.
In variations of adaptive integrate-and-fire spiking neuron models, adaptation can be incorporated as
a combination of two mechanisms: spike-triggered adaptation currents and a dynamical action-potential
threshold [5, 6]. In such models, the adaptation mechanisms together increase the distance between the
reversal potential and the threshold, effectively changing the gain of the neuron (illustrated in Figure 1(a)).
The adaptive Spike Response Model (aSRM) [5, 6] in particular has been shown to be effective for modeling
neural behavior in response to input currents with limited dynamic range [6]. On longer timescales, spiketriggered adaptation currents fit a power-law decay rather than an exponential decay, linking to observations
of long-range power-law rate-adaptation [8, 6].
Still, in spite of its success, the additive model of adaptation in the aSRM effectively changes neural
gain with at most a fixed step-size, and thus cannot respond quickly to changes in signal variance that
are large compared to this step-size. In particular, Brette [3] argues that adaptation modulation has to be
multiplicative for neurons to respond with the same level of neural activity to drastic changes in dynamic
range, as is observed experimentally (e.g. [2]).
In this paper, we augment the aSRM with multiplicative adaptation dynamics. In particular, at each
spike-generating threshold crossing ti , a kernel ϑ(ti )η(t−ti ) is added, where η(t) captures generic threshold
dynamics, which are multiplied by the current threshold size ϑ(ti ). The effective threshold dynamics, as
compared to additive dynamics, are illustrated in Figure 1(b).
In [1], I show that such a multiplicative aSRM quantitatively matches neural responses in variance
switching experiments and maximizes information transfer. Consistent with theoretical considerations of
efficient coding and experimental findings, I demonstrate that the model’s effective gain responds to changes
in contrast, through either mean or variance of the filtered signal.
The adaptation model presented also suggests a straightforward interpretation of spike-trains in terms
of threshold-based detection of discernible signal levels in the rectified filtered input signal: adaptive spikecoding. In Figure 2, it is shown how non-linear signal encoding with a multiplicative aSRM maintains a
high coding efficiency for input stimuli that vary in magnitude over several orders of magnitude, unlike the
additive aSRM. The coding efficiency is further comparable to the additive aSRM when the adaptation stepsize in the latter is optimized for the local dynamic range. Importantly, this result shows that multiplicative
adaptive spike coding is an efficient means of analog signal transmission in dynamical neural networks: only
a limited number of spike events need to be communicated rather than a great many analog values.
1 The

full paper has been published in [1]: Advances in Neural Information Processing Systems (NIPS) 25, pages 1844–1852, 2012.
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Figure 1: (a) The aSRM as a Linear-Non-Linear-Adaptive-Thresholding (LNL-AT) spiking neuron model. (b) Illustra-

tion of multiplicative and additive threshold adaptation dynamics. Effective adaptation as a sum of threshold dynamics
(solid lines) and spike-triggered currents (dashed lines) given an input spike-train (black dots). Red lines correspond to
additive adaptation dynamics, blue lines to multiplicative.
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Computed coding efficiency. Information rate Rinfo was computed, with effective signal and noise bandwidth cutoff
at 50Hz (matching the original stimulus signal). Coding efficiency was computed by dividing Rinfo by the spike-train
entropy rate S/T [7] for a timing precision of 1 ms.
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1

Introduction

In Dung-style argumentation [3] an argumentation framework (AF for short) is usually assumed to be static.
There are, however, many scenarios where argumentation is a dynamic process: Agents may learn that an
AF must have a certain outcome and may learn about new arguments/attacks. We address these issues by
answering the following research questions: How can we model an agent’s belief about the outcome of
an AF? and How can we characterize the effects of an agent learning that the AF should have a certain
outcome, or learning about new arguments/attacks?
The basis of our approach is a logical labeling language, interpreted by labelings that assign to each
argument a label indicating whether it is accepted, rejected or undecided [2]. Formulas in this language are
statements about the acceptance of the arguments of an AF. This allows us to reason about the outcome of
an AF in terms of beliefs, rather than extensions or labelings.

2 Argumentation and belief states
An argumentation framework [3] (AF for short) is a pair (A, R) where A is a finite set of arguments and
R ⊆ A × A is an attack relation. An argument labeling for an AF is a function assigning to each argument
in A a label I, O or U (i.e., in, out or undecided) indicating whether the argument is respectively accepted,
rejected or neither [2]. Complete labelings represent fully rational points of view and set an argument I iff all
its attackers are O, and O iff it has at least one attacker labeled I. Conflict-free labelings enforce the weaker
requirement that every argument that either attacks or is attacked by an argument labeled I must be O.
We reason about the outcome of an AF by using a logical labeling language where formulas assign labels
to arguments or are boolean combinations of such assignments. The language, given an AF F = (A, R), is
denoted by LF and is generated by the BNF φ := inx | outx | ux | ¬φ | φ ∨ φ | > | ⊥ where x ranges
over A. The formulas of LF are evaluated true or false w.r.t. any labelling of F in the natural way, with
[φ] denoting the set of labelings that make φ true and |= denoting the corresponding model-based inference
relation. An agent’s belief state is then made up of an AF plus a formula constraining the AF’s outcome.
Definition 1. A belief state is a pair S = (F, K), where F is an AF and K ∈ LF the agent’s constraint. We
define Bel(S) by [Bel(S)] = {L ∈ [K] | L is a complete labeling of F }. We say that the agent believes ψ
iff Bel(S) |= ψ and that S is coherent iff Bel(S) 6|= ⊥.
1 This paper originally appears in the proceedings of the 7th International Conference on Scalable Uncertainty Management
(SUM2013).
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We define two expansion operators for belief states: one that strengthens the agent’s constraint and
one that expands the AF. The constraint expansion operator takes as input a belief state and a formula φ
representing a constraint that is to be incorporated into the new belief state.
Definition 2. Let F be an AF, S = (F, K) a belief state and φ ∈ LF . The constraint expansion of S by φ,
denoted S ⊕ φ is defined by S ⊕ φ = (F, K ∧ φ).
As to expanding the AF, we make two assumptions (cf. normal expansions of [1]): (1) elements can be
added to an AF but not removed, and (2) no new attacks can be added between arguments already present.

Definition 3. Let F = (A, R) be an AF. An AF update for F is a pair F ∗ = (A∗ , R∗ ) where A∗ is a set of
added arguments, such that A ∩ A∗ = ∅ and R∗ ⊆ ((A ∪ A∗ ) × (A ∪ A∗ )) \ (A × A) a set of added attacks.
Let S = (F, K) be a belief state and F ∗ = (A∗ , R∗ ) an AF update for F . The AF expansion of S by F ∗ ,
denoted by S ⊗ F ∗ is defined by S ⊗ F ∗ = ((A ∪ A∗ , R ∪ R∗ ), K).

3 Two ways of handling incoherence
A belief state may be incoherent (Bel(S) |= ⊥). How can an agent reason in such a state? Our first main
result says that coherence can be restored via AF expansion, provided the constraint of S is conflict-free.
Theorem 1. Let (F, K) be an incoherent belief state where K is conflict-free. There exists a coherencerestoring AF update (i.e., an Af update F ∗ for F such that (F, K) ⊗ F ∗ is coherent).

A second way to handle incoherence is to use fallback beliefs. Here we assign, to each AF F , a total
pre-order F over the conflict-free labelings of F with L F L0 meaning that L is at least as rational as L0 .
The minimal labelings in F are exactly the complete labelings of F . The fallback beliefs in state (F, K)
are then given by [Bel∗ (F, K)] = minF {L ∈ [K] | L is a conflict-free labeling of F }.
How can we define F ? We can do this by regarding conflict-free labelings that require less impact to be
turned into a complete labeling to be more rational. This impact can be equated with the sets of arguments
illegally out or undecided [2]. Let us denote the set of arguments illegally out (resp. undecided) in a conflictfree labeling L, i.e. x ∈ A, L(x) = O (resp. L(x) = U ) without an y ∈ A s.t. (y, x) ∈ R and L(y) = I
(resp. L(y) = U ), by ZFO (L) (resp. ZFU (L)). We use the cardinality of ZFO (L) and ZFU (L) as the criterion to
define F and define a faithful assignment as follows: L F L0 iff |ZFO (L)∪ZFU (L)| ≤ |ZFO (L0 )∪ZFU (L0 )|.
The following theorem motivates fallback belief defined via the faithful assignment just defined. It states
that fallback belief is the belief that would hold after a coherence restoring AF update that is minimal w.r.t.
the number of existing arguments attacked by new arguments. For this we use the notion of the attack degree
δ(A,R) ((A∗ , R∗ )) of an AF update (A∗ , R∗ ), defined by δ(A,R) ((A∗ , R∗ )) =| {x ∈ A | ∃y ∈ A∗ , (y, x) ∈
R∗ } |.

Theorem 2. If S is an incoherent belief state and F1∗ minimal coherence restoring (i.e., S ⊗ F1∗ is coherent
and there is no F2∗ such that S ⊗ F2∗ is coherent and δF (F2∗ ) < δF (F1∗ )) then Bel(S ⊗ F1∗ ) |= Bel∗ (S).
As well as all this, in the full paper we provide an answer-set program for computing the fallback belief,
i.e., for determining whether or not some formula is a fallback belief in a particular belief state. We also
consider additional semantics.
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1 Introduction

Exploiting a problem’s structure to arrive at the most efficient optimization algorithm is key in many optimization disciplines. In evolutionary computation, especially for solving discrete optimization problems
from a black-box optimization (BBO) perspective, linkage learning is an important research line because if
important linkages are disrupted during variation, optimization will not proceed efficiently [4].
Estimation-of-distribution algorithms (EDAs) are well-known for building and using models to exploit
problem structure [2, 3]. Models in EDAs represent probability distributions and linkage information is
processed via probabilistic dependency relations within these distributions. Although EDAs can be very
powerful, estimating complete distributions might be more than what is required to respect important linkage
relations. Here, we therefore consider the class of Genepool Optimal Mixing Evolutionary Algorithms
(GOMEAs) as they exploit linkage information by integrating greedy local search, genetic recombination
and fitness-based selection [1] based on linkage models, which can typically be learned more efficiently.
Recent results indicate that the use of hierarchical linkage models in GOMEAs leads to the best performance [1]. There are, arguably, however still potential inefficiencies. In this paper, we consider ways to
filter these out. We further consider a way to combine the strengths of different linkage models.

2 GOMEA

GOMEA uses a population P of n solutions. Every generation, a selection S of n solutions is created by
tournament selection (with tournament size 2). Linkage learning is then performed on S, after which S is
discarded. Through variation a set of offspring O of n solutions is generated that ultimately replaces P.
The general linkage model in GOMEA is the Family Of Subsets (FOS). A FOS F contains subsets
of a set L, i.e. it is a subset of the powerset of L: F ⊆ P(L). In GOMEA, L contains all indices of
variables, i.e. L = {0, 1, . . . , l − 1}. A FOS F can be written as F = {F 0 , F 1 , . . . , F |F |−1 } where
F i ⊆ {0, 1, . . . , l − 1}, i ∈ {0, 1, . . . , |F| − 1}.
Variation in GOMEA is called Genepool Optimal Mixing (GOM). GOM is applied to each solution in
the population. A solution is first cloned. Then, each linkage set F i ∈ F is iteratively considered. For each
F i , a parent solution is randomly picked from the population and if the parents’ values for the variables in
F i differ from those in the current solution, these values in the current solution are overwritten. The change
is accepted in case this leads to an improvement or equal quality and is undone otherwise.

3 Filtering and Combining Linkage Hierarchies

The use of hierarchical linkage models in GOMEA has so far been found to be the most robust and to be
highly efficient on a variety of problems [1]. There are, arguably, however still potential inefficiencies.
Hierarchical models contain linkage hierarchies, i.e. linkage sets F i and F j exist such that F i ⊂ F j . We
focus on such relations here in order to remove linkage sets that may be superfluous.
1 The

full version of this paper is in the proceedings of the Genetic and Evolutionary Computation Conference (GECCO-2013).
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Figure 1: Scalability of LTGA, MLNGA and LTNGA variants on all problems.
To remove a parent linkage set F j , we use the well-known likelihood-ratio statistical hypothesis test.
We filter out F j if for every X ∈ F i and every Y ∈ (F j \ F i ), X and Y are tested to be independent.
To remove a child linkage set F i , we consider the linkage strength (LS), which we define to be the
average mutual information between all pairs of variables in that set. If LS(F j ) is larger than LS(F i ), this
means that on average, the linkages between variables in F j are stronger than the linkages between variables
in F i . Thus, F j could be said to be a bigger, more interesting, building block and F i can be disregarded.
Different hierarchical linkage models (FOS instances) model have been used with GOMEA. Here, we
consider the linkage tree (LT) and the multiscale linkage neighbors (MLN) model. A natural question is how
the best of both worlds can be captured. The most straightforward approach is to combine the LT and MLN
models, i.e. learn a (filtered) LT model, learn a (filtered) MLN model and take their union. A key question
is whether such an approach is indeed as viable as the generality of the FOS model appears to allow it to be.

4 Some Results and Conclusions

Figure 1 shows the scalability of GOMEA variants on various optimization problems of varying complexity
(details omitted in this abstract). Results show the use of either the LT model (LTGA), the MLN model
(MLNGA), the combination model (LTNGA) and filtered versions of the latter model (LTNGA B/B uses all
filters). All results are averaged over 100 runs and are for the minimally required population size to solve
the problem at hand reliably (99/100 times). When all filters are in place, the combination model performs
similar to the best of LTGA and MLNGA on all problems.
In the full version of this paper more in-depth comparisons are presented, also on other MAXCUT instances that lead to a clear performance difference between the LT model and the MLN model when used
in GOMEA with the combination model LTN performing as good as the best of these two models. LTNGA
thereby can be considered to be more robust. The filtering techniques we proposed work well on the considered problems and make the linkage models more concise without negatively affecting performance. The
resulting algorithm, LTNGA, has state-of-the-art performance in terms of number of required evaluations
and requires very little time to run, even for large problems, contrary to most state-of-the-art EDAs.
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Introduction

The ability to cope with negative stimuli from the environment is a useful characteristic of human beings.
Almost on a daily basis, we are confronted with situations that in one way or the other invoke negative
emotions. A particular type of negative emotion, which is typically induced by perceived threats, is fear
[2]. Depending on the person, different types of stimuli that may trigger fear vary from horror movies and
scary animals to enclosed spaces and public speaking. The probability of being confronted with such
stimuli depends, among others, on the person’s profession. On average, professionals in domains such as
the police, military and public transport are more likely to be confronted with fear-inducing stimuli than
people with an office job.
These professionals receive an extensive training, but nevertheless may have difficulties to function
adequately in case the stimuli are extreme. The emotions experienced in extreme situations may impair
their cognitive processes like attention and decision making [3].
Increasingly often, virtual environments are successfully used to train performance and decision
making of professionals under more realistic and stressful situations (e.g. [1]). A promising technique for
primary prevention, which has recently received much attention, is ‘stress inoculation training’ based on
Virtual Reality (VR). The assumption behind this approach is that, by gradually exposing a trainee to
fear-provoking stimuli, a VR system is able to increase her ‘mental readiness’ [4].
The domain of VR-based training is still in its infancy and many questions remain. Three of such
questions that are of interest for our research are the following: 1) what type of training should be
provided in order to maximize training effectiveness in reducing negative emotional effects? 2) What are
the long-term effects of such types of training? 3) To what extent is there transfer of training to different,
but comparable stimuli?
The current paper makes some steps towards the investigation of these research questions by means of
an experiment where participants were exposed to negative stimuli via a computer screen. The experiment
was used to assess the impact of different types of virtual training on the experienced emotional intensity
towards the stimuli presented.

2

Experimental Design

A set of 15 participants was asked to rate the subjective emotional intensity of a set of affective pictures at
two different time points, separated by six hours. The participants were divided into three groups: the first
group performed a session of virtual training in between, in which they received a choice-reaction task
*

Full paper in: Proceedings of the 7th International Conference on Brain and Health Informatics, BHI’13, Lecture Notes in
Artificial Intelligence, Springer-Verlag, Berlin Heidelberg, 2013, to appear.
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(content-based training), the second group performed a session of virtual training, in which they had to
apply reappraisal strategies, and a control group did not have any training session.
After a period of six months all participants were asked to do the experiment again. In this experiment
they got to see the exact same pictures as in the first experiment. Further, they all got an additional set of
pictures that resembled the original set. The main goal was to see whether the effects of the training
would last over time and if they were transferable to other (similar) pictures.

test 1

training

test 2

test 3

16:00h

6 months

Training 1
group
Training 2
group
Control
group

10:00h

13:00h

Figure 1: Experimental Design

3

Discussion

The results indicate that the reappraisal-based training caused the participants in that group to give
significantly lower ratings for the emotional intensity of the negative pictures, whereas the content-based
training resulted in significantly higher ratings compared to the group without training. Moreover, the
second experiment, performed with the same participants six months later, indicated that these effects are
fairly persistent over time, and that they transfer to different pictures with similar characteristics.
For further research it is planned to perform more experiments like this, with more participants and a
greater focus on interpersonal differences. At the moment, similar experiments are being conducted with
different types of stimuli (such as movies and games) to elicit emotional responses. Also, we are
investigating to what extent physiological measurements can provide useful data. Finally, the aim of the
project is to build an intelligent VR training environment that is able to reason about the data in order to
adapt the difficulty level of the scenario at runtime and provide personalized feedback to the trainee.
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Introduction

Analysis of accidents and incidents in aviation is a nontrivial task: even if detailed data on an air traffic
accident are available, it is usually difficult to come up with a clear analysis, because the causes of
incidents cannot be attributed to a point of failure of one individual entity. Instead, most incidents in
aviation are caused by a complex interplay of processes at various levels of the socio-technical system.
The current paper presents an approach for analysis of aviation incidents that takes a multi-agent
perspective, and is based on formal methods. A multi-agent simulation framework is presented that
addresses both the behaviour of individual agents (operators, pilots) as well as their mutual
communication, and interaction with technical systems. By manipulating various parameters in the model,
different scenarios can be explored. Moreover, by means of automated checks of dynamic properties,
these scenarios can be assessed with respect to their likelihood of the occurrence of accidents. The
approach is illustrated by a case study on a runway incursion incident at a large European airport in 1995.

2

Case Study

The case study for modelling was obtained by performing a semi-structured interview with an available
expert, a two years retired pilot of a European civil aviation company. It describes a runway incursion
incident that took place during the departure of an Airbus A310 of a civil aviation company from one
large airport in Europe. Three parties were involved in the incident: Airbus crew, Hercules crew and
Tower controllers. Although the details of the interview and the case study are not shown here (for this
purpose, see the full version of this paper), a schematic overview of the situation is provided in Figure 1.

Figure 1: Schematic overview of the case study.
1

The full paper was published in: Filipe, J. (ed.), Proceedings of ICAART'13. INSTICC Press, 2013.

299

BNAIC 2013

3

ABSTRACTS (B)

Simulation

Based on the modelling language LEADSTO [2], an agent-based model for flight operations has been
developed for the case study described in the previous section. Simulations across three different
scenarios have been performed. The first scenario represents the real situation as described in the case
study. In this scenario the pilot of the Hercules aircraft misinterprets the information communicated to
him by the Tower because of an incorrect expectation. As a result the aircraft starts an unauthorised take
off procedure. By appropriate intervention of the tower and the Airbus crew, an actual collision is
prevented. The other two scenarios simulate two hypothetical situations that would occur when the
perceptions and the actions of the agents involved would slightly differ from the real case. These
hypothetical situations were created by making small changes to some of the relevant parameters. Thus,
the second scenario represents an ideal situation where all agents behave properly and no hazardous
situation occurs. The third scenario represents a situation when the incident resulted in an accident and
two airplanes collide. Simulation traces of the three scenarios were generated, which provide more insight
in the events of the scenario over time, as well as their relation to human factors of the agents involved.

4

Formal Analysis

Using the Temporal Trace Language (TTL) [1], various dynamic properties for the aviation domain have
been formalised in terms of logical formulae. All of these properties are related in some way to the
occurrence of collisions. The properties address processes at different aggregation levels, thereby
distinguishing global properties about the entire scenario, intermediate properties about input and output
states of individual agents, and local properties about mental processes of agents or about
information/communication transfer between agents and logical relations between the levels. By so-called
interlevel relations (a form of logical entailment), these properties at different levels have been formally
related to each other. Using the TTL Checker [1], all dynamic properties have been checked automatically
against the three simulation traces. This approach enables the analyst to identify scenarios involving
potential hazards, and to relate those hazards (via the interlevel relations) to inadequate behaviour on the
level of individual agents. For example, the analysis pointed out that misinterpretation of communicated
information is a potential source of runway incursion incidents. Formal analysis also enhanced
understanding the temporal relations between the events – static models cannot capture this crucial aspect.

5

Conclusion

An agent-based method for simulation and analysis of aviation incidents was introduced, and based on a
case study on a runway incursion incident it was demonstrated how the approach can be applied both for
accident/incident analysis (to examine the causes of a scenario that took place in reality) and for
qualitative risk analysis (to determine potential risks for various hypothetical scenarios). Due to its
generic nature, parts of the model are reusable for other domains.
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Abstract
Satisfiability in propositional logic is well researched and many approaches to checking and solving
exist. In infinite-valued or fuzzy logics, however, there have only recently been attempts at developing
methods for solving satisfiability. In this paper, we analyse the function landscape of different problem
classes, focussing our analysis on plateaus. Based on this study, we develop Mixing CMA-ES (M-CMAES), an extension to CMA-ES that is well suited to solving problems with many large plateaus. We
empirically show the relation between certain function landscape properties and M-CMA-ES performance.

1

SAT∞ and Landscape Analysis

SAT∞ , in contrast to its classical counterpart, involves selecting continuous values, since truth degrees in
fuzzy logics are ∈ [0, 1]. In this section, we analyse some landscape properties of the benchmark problems
in Łukasiewicz logic (Ł4 and Ł100 ) proposed in [1], specifically looking for plateaus, which are expected
to occur given the conjunction operator (max) and objective function definition [1]. We estimate plateau
frequency and size by performing random walks through the landscape, counting the number of subsequent
steps of the same fitness. Figure 1(a) plots the relation between plateau size and their frequency, while 1(b)
plots the relation between plateau size and fitness. Both Łukasiewicz problem classes have similar numbers
of plateaus, which decrease with plateau size, i.e. there are many more small plateaus than there are large
ones. Interestingly, fitness is highly correlated with plateau size on Ł4 problems, while this correlation is
much smaller for the Ł100 problems. For the former, this means that in general, the larger a plateau, the
closer in function value it will be to optimal solutions. We expect this property to ensure that escaping
large plateaus needs only be done a few times. On the contrary, for the latter problem class, this means that
escaping from a plateau does not guarantee nearness to optimal solutions, and that large plateaus are more
distributed with respect to optimal solutions.

2

Mixing CMA-ES

CMA-ES [3] has been consistently among the best-performing optimization algorithms for solving these
SAT∞ problems, but we can expect that the plateaus identified in the previous section are hindering CMAES performance as it depends on gradient information. In [2], we propose a mechanism for CMA-ES that
can help it deal with plateaus. It is an application of optimal mixing evolutionary algorithms [4] on the multipopulation level: we have multiple CMA-ES populations running in parallel, and we recombine their distributions if this leads to improvements. We call this Mixing CMA-ES or M-CMA-ES. This recombination
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Figure 1: (a) The number of plateaus and (b) the fitness of plateaus as a function of their estimated size.

CMA-ES
10 CMA-ES
M-CMA-ES

Success
Ł4
Ł100
94.24% 96.72%
94.29% 97.44%
95.06% 98.6%

Evaluations
Ł4
Ł100
297142 266974
366655 178673
478158 101670

Table 1: Success percentage after 107 evaluations, and average number evaluations in successful runs. All
observed differences with the best are significant (Wilcoxon signed-rank test, confidence 95%).
of distributions is executed by exchanging elements of the means of the two populations, and subsequently
also recombining their covariance matrix and evolution paths. Table 1 shows the results of an experiment
comparing a single CMA-ES population, 10 independent populations, and 10 CMA-ES populations with
mixing. We look at the percentage of runs finding a solution, and the mean number of evaluations required
to find it. Mixing improves the success rate on both problem classes, but only on the second problem class,
with the smaller correlation between plateau size and fitness do we really gain much, as we can more than
halve the number of evaluations required to reach a solution. This supports our hypothesis that the distribution of plateaus in these problems has a strong impact on the performance of gradient based optimizers, and
that specific mechanisms to handle plateaus can contribute much to performance.
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Abstract
We show and discuss the benefits of incorporating a domain model as part of a classifier: it guards against
over-fitting, helps ensure the classifier is appropriate for the problem at hand and adds to classification
explainability.

1 Background
In this extended abstract 1 we outline how to incorporate knowledge from the medical domain in a classifier
in a way that improves the transparency of classification, and makes the classification less dependent on
both the particular data-set used for training and on peculiarities of the classification algorithm. Domain
knowledge is incorporated as an isolated part of the classifier, based on the idea of encapsulation from
the object oriented (OO) programming paradigm. Encapsulation is the practice of bundling methods and
variables that ‘belong together’ in one object, for example because they pertain to a specific task or data. It
makes software easier to develop, test and maintain.
We use a case study of Primary Hyper Parathyroidism (PHPT). We compare a decision tree incorporating
a domain model with a tree built directly from the same data [1]. The classification problem here is to find
those patients that should be scheduled for removing the parathyroid glands. A small data-set of 117 patients
and a number of variables was available to us. Patient data included categorical variables like information
on genetic mutations and family membership, which unfortunately consisted of too many values that could
not be meaningfully clustered. The data also contained many missing values. As a result the original tree
building algorithm used only two predictor variables: Calcium levels and parathyroid hormone (PTH) levels.
We used the same two variables to allow a comparison between the two decision trees.

2 Approach
2.1 Domain Knowledge
When presented with a patient with suspected PHPT, the clinician will look for deviations in calcium and
PTH levels, in addition to assessing other possible predictors. Two different medical models apply to calcium
and PTH levels as predictors of PHPT: the normal ranges and the sigmoid relationship between calcium and
PTH (see Fig. 1). PHPT patients show the same sigmoid curve, only displaced upwards and to the right.
1 The

full paper will be published in the proceedings of INFORMATIK 2013
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Figure 1: The calcium-PTH sigmoid graph, normal ranges in gray rectangle(l.), categories of d (r.).

2.2

Building a Decision Tree Incorporating the Domain Model

Based on domain knowledge we defined a sigmoid function which describes the relationship between calcium and PTH, and the severity of the PHPT expressed as d (deviation). The new measure d serves as input
for the next classification step. From a computational point of view it reduces the data by one dimension,
and it constrains the classifier to decision boundaries that correspond to the medical model. Semantically it
constitutes a reasoning step: based on raw patient findings, a measure of deviation from normal findings is
assigned to the case.
The parameters for the sigmoid function were fitted using the available data and a bootstrapping procedure; then d was discretized according to the Minimum Description Length principle to maximize its
predictive value w.r.t. time to surgery. The decision tree was built using the Moku algorithm [1].

2.3

Results

Höhle [1] report an accuracy of 91% for the training cases and 95% for the test cases, while the tree that
incorporates domain knowledge had a comparable 90% accuracy on both test and train cases. The original
tree did appear to show some over-fitting: in some cases highly elevated PTH was contra-indicative of
surgery.

2.4

Discussion and Conclusion

There is no single best classification technique that works best on all data-sets, considering domain knowledge ensures the classifier is appropriate for the problem. Incorporating domain knowledge also guards
against over-fitting, this is particulary relevant if little train-data is available. We identified possible overfitting in the decison tree that did not incorporate domain knowledge. In addition, an algorithm that incorporates concepts users are familiar with, makes the reasoning process more transparent which can aid the
acceptance of the algorithm as a tool for decision support. The domain model is separate from the classification algorithm. This encapsulation should allow domain experts to work on the algorithm for calculating d
independently from the rest of the classifier. The use of encapsulated models can be extended to incorporate
more than one intermediate reasoning step.
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Introduction

Nearest-neighbor (NN) classification has been widely used in many research areas, as it is a very intuitive
technique. As long as we can defined a similarity or distance between two objects, we can apply NN, therefore making it suitable even for non-vectorial data such as graphs. An alternative to NN is the dissimilarity
space [2], where distances are used as features, i.e. an object is represented as a vector of its distances to
prototypes or landmarks. This representation can be used with any classifier, and has been shown to be
potentially more effective than NN classification on the same dissimilarities.
Defining distance measures on complex objects is not a trivial task. Due to human judgments, suboptimal matching procedures or simply by construction, distance measures on non-vectorial data may often be
asymmetric. A common solution for NN approaches is to symmetrize the measure by averaging the two distances [2]. However, in the dissimilarity space, symmetric measures are not required. We explore whether
asymmetry is an artifact that needs to be removed, or an important source of information. This abstract
highlights one example of informative asymmetric measures, covered in [1].

2

Asymmetry

One example where asymmetric dissimilarities can occur is in multiple instance learning (MIL), where we
are given labeled sets (bags) of feature vectors (instances). MIL is used in molecule activity prediction, text
and image classification. For example, an image can be represented by all the patches in the image, and a
molecule can be represented by all the shapes it can fold into.
Consider the bags in Fig.1. The directed Hausdorff distance is defined as the maximum minimum
instance distance, dh (B, R) = maxx∈B minx0 ∈R d(x, x0 ). To achieve metricity, it is symmetrized as
dH (B, R) = max(dh (B, R), dh (R, B)). However, as we explain shortly, the directed versions dh (B, R)
and dh (R, B) may be more informative for MIL problems.
The full paper has been published in Similarity-Based Pattern Recognition, pages 75-89, 2013
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Figure 1: Left: Minimum instance distances between a bag B and a reference bag R, solid lines are from B
to R, dashed lines are from R to B. Right: SVM Classification error plotted against the training set size.
In MIL, only the bag labels y(B) are given, although a relationship between the bag label and the
instance labels is often assumed. In particular, concept instances are assumed to be most important for
y(B). For example, in images labeled “tiger”, concept instances are parts of the image that correspond to
the tiger. Due to the asymmetry of the dissimilarities in the left of Fig. 1, not all the instances influence
d(B, R). However, if the topmost instance in Fig. 1 is a concept instance, and concept instances are indeed
very important, d(R, B) will potentially be more informative.
In the dissimilarity space, there are several choices for using the asymmetry information:
• Directed dissimilarities of the objects to the prototypes (D1 ), or of the prototypes to the objects (D2 ).
• Symmetrizing the two directions by 21 (D1 + D2 ), max(D1 , D2 ) or min(D1 , D2 ).
• Concatenating D1 and D2 into an extended asymmetric dissimilarity space (EADS), doubling the
dimensionality ([D1 , D2 ]). EADS has the potential to preserve more information than the other techniques, because the classifier is able to decide which of the directed dissimilarities is more informative.

3

Results and Discussion

Some typical results for a MIL dataset are shown in the right plot of Fig. 1. Here, and in many other
cases EADS outperforms the other representations under consideration. For this data, the direction from the
prototypes to the bags (D2 ) is more informative because the prototype concept instances are included. The
opposite direction, and hence also averaging of the directed distances, are harmful for performance, whereas
EADS still produces good results.
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Abstract
This paper deals with a prominent type of complex negotiations. We propose a novel negotiation strategy
called Dragon which employs sparse pseudo-input Gaussian processes (SPGPs) to model efficiently the
behavior of the negotiating opponents. The experimental results provided in this paper show that Dragon
outperforms the state-of-the-art negotiation agents from the 2012 and 2011 Automated Negotiating Agents
Competition (ANAC) in a variety of scenarios.

1 Introduction
This work studies complex negotiation scenarios that show the following features: (i) the agents have no
prior information about their opponents – neither about their preferences nor about their negotiation strategies –, (ii) negotiation is executed with discount and under real-time constraints, and (iii) each agent has
a private reservation value below which an offered contract is not accepted. Although several negotiation methods have been proposed for such complex scenarios, they typically suffer either from simplifying
assumptions they make about the opponent’s model or from the computational complexity of the approximation techniques they use. The approach described here aims at tackling these shortcomings and makes
two main contributions. First, an efficient negotiation strategy called Dragon is proposed that makes use of
sparse pseudo-input Gaussian processes (SPGPs) to (1) relax the modeling assumptions of other approaches
by employing a non-parametric functional prior and (2) reduce the computation complexity of learning in
such a non-parametric setting. Second, a new adaptive decision-making strategy is described that (1) allows
an agent to appropriately adapt its own concession rate and (2) avoids the risk of “irrational concession”.

2 Proposed Method
Dragon consists of three functional components. First, the opponent-modeling component, which adopts a
non-parametric and computationally efficient regression technique in order to approximate the opponent’s
model. This allows a negotiating agent to calculate more accurate estimates that are used to predict the
future behavior of its opponent. Second, after having learned the opponent’s model, the concession-making
component determines the optimal concession behavior using a novel adaptive decision-making strategy
that automatically avoids the problem of “irrational concession” as discussed in [2]. Finally, the responding
component enables an agent to determine the time at which it should better terminate rather than continue
the negotiation session.
The opponent-modeling component of Dragon adopts SPGPs in order to accurately and efficiently learn
the opponent’s model. After having learnt a suitable (sufficiently approximated) model, SPGPs forecast the
1 This

is a shortened version of our paper previously published in [1].
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Figure 1: Deviation analysis for the two-player negotiation setting. Each node shows a strategy profile and
the scores of two involved strategies (the higher scoring agent resp. strategy is marked by a star). Each letter
represents a specific strategy, where the strategies are taken from ANAC 2011-2012. “D” stands for Dragon.
The arrow indicates statistically significant deviations between strategy profiles.
future behavior of the opponent. Using the approximated model, the concession-making component aims
are setting the optimal concession rate. To avoid “irrational concession”, this component employs a dynamic
conservative expectation function R(t), which carefully suggests target utilities. The R-function primarily
considers two factors. The first one is called the compromise point (ρ) that adaptively specifies the time
at which Dragon should stop exploiting the opponent and instead start to compromise. The second one is
the lowest expectation (Elow ) that aims at approximating the most possible lowest outcome of a negotiation
session. In addition, R(t) is inversely proportional to the discounting factor δ because smaller values of δ
motivate rational agents to try to reach agreements earlier. After the expected utility u′ has been determined,
the responding component decides responses to counter-offers and when to withdraw from a negotiation.

3 Empirical Evaluations
Dragon turned out to be the best strategy in a number of extensive experiments. With an average normalized
score of 0.806, its performance was 23.5% abover the mean score of its opponents across all domains.
Moreover, Dragon led by 17.5% over the mean score of the group consisting of the best agents from the
2012 ANAC. This margin was even larger for the best agent group of the 2011 ANAC (namely, over 30%).
Moreover, in order to address strategy robustness appropriately, we applied empirical game theory (EGT)
analysis to the competition results. More precisely, we applied the EGT technique to the scenarios where two
players are involved and each agent can freely choose one of the available strategies. The results are depicted
in Figure 1. Under this EGT analysis, there exists only one pure Nash equilibrium, namely, the strategy
profile (D⋆ v.s. T), i.e., Dragon versus TheNegotiator Reloaded. For any non-Nash equilibrium strategy
profile there exist a path of statistically significant deviations (strategy changes) that lead to this equilibrium.
This observation is of great interest, as it indicates that this strategy profile is the most stable profile among
all possible profiles. Moreover, the equilibrium profile constitutes a solution with the highest social welfare.
This is desirable because, as a measure of the negotiation benefit for all participants rather than the benefit
for an individual agent, higher social welfare results in a better overall value of a negotiation. To summarize,
Dragon significantly outperforms state-of-the-art automated negotiators in a variety of application scenarios.
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Abstract

This paper describes the use of context aware potential functions in a multi-agent system in which the
interactions between agents are sparse to guide agents towards the desired solutions. These sparse interactions mean that the interactions between the agents only occur sporadically, unknown to the agents a
priori, in certain regions of the state space. During these interactions, agents need to coordinate in order
to reach the global optimal solution.
We demonstrate how different reward shaping functions can be used on top of Future Coordinating
Q-learning (FCQ); an algorithm capable of automatically detecting when agents should take each other
into consideration. Using FCQ-learning, coordination problems can even be anticipated before the actual
problems occur, allowing the problems to be solved timely. We evaluate our approach on a range of
gridworld problems, as well as a simulation of Air Traffic Control.

1

Introduction

In many environments, agents are trying to achieve different subgoals based on the context the agent is
currently in. For example, this context could be the high level location of the agent (the sector it is patrolling
or the room it is currently in), where the subgoal is the next victim that has to be rescued after a disaster, or the
next flag that needs to be collected in a flag domain. In multi-agent systems (MAS) this context might also
be defined by the interactions that occur between the agents. Many MAS are characterised by the fact that
agents only influence each other in particular regions of the state space, for instance consider autonomous
guided vehicles in a warehouse. These vehicles mostly influence each other around the entrances of corridors
in the main hallway. In situations where agents are not influencing each other, these agents should also
not been taken into consideration and single agent RL can be applied. Most research around these sparse
interactions focusses on learning when agents should coordinate their actions [4] or learning when agents
should augment their state space to include information from other agents [2, 5]. This is achieved by using
the reward signal to detect when coordination is beneficial or when agents can safely be ignored. In each
of these contexts (i.e. acting individually or required to coordinate with another agent), the agent is often
trying to reach a different subgoal (i.e. reach its individual goals vs solve the coordination problem with the
other agent) and hence could benefit from using a different, more appropriate shaping function.
In this paper, the context of an agent is defined through the sparse interactions it has with other agents.
Moreover, the influence of these interactions will only be reflected several time steps in the future, i.e.
1 Full

paper published accepted for publication in 04/2013 in the Knowledge Engineering Review Journal
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the reward signal is delayed. We build upon Future Coordinating Q-learning (FCQ-learning) [1], which is
capable of detecting these future coordination problems and extend it by means of context-sensitive reward
shaping; a novel design of potential functions for reward shaping.

2

Context-sensitive reward shaping

An agent, learning in an environment, can have different subgoals it is trying to achieve while accomplishing
the global goal of the task at hand. Incorporating all these subgoals into one shaping function is not feasible.
The idea we present here is to have different appropriate shaping functions, that depend on the context the
agent is currently in. This context is defined by the subgoal it is currently trying to accomplish. The shaping
function for a context will guide the agent towards achieving the particular goal of that context. These
shaping functions can be defined for a single agent, or can be generated from a joint plan including the other
agents’ state. As acknowledged by [3], individual plans might contain conflicting knowledge, which results
in agents interfering with each other. On the other hand, shaping functions based on joint plans require prior
coordination and knowledge of interaction states. As this may not always be possible, we propose, to use a
different shaping function when acting individually or when coordinating. If these contexts can be detected
automatically, agents can autonomously switch to a different shaping function for the particular context the
agent is currently in. This allows the designer of the system to have multiple simple shaping functions,
rather than try to build one shaping function that covers all the subtleties that occur when multiple agents
act in the same environment.
We implement our approach to context-sensitive reward shaping by using FCQ-learning to detect the
different contexts. FCQ-learning samples the state space and will automatically augment certain states to
include state information about other agents if the agent is influenced by them. This means that an agent can
be in one of following contexts:
1. Individual: The agent is not influenced by any other agent and only uses local state information to
select its actions.
2. Coordinating: The agent is influenced by another agent and acts using augmented state information.

3

Conclusion

In the full paper we have demonstrated empirically how, in multi-agent systems, different shaping functions
can be used, depending on the context of the agent, i.e. is it interacting with another agent or is it not. This
distinction allows us to benefit from both the speedup achieved by FCQ-learning and the speedup obtained
through reward shaping.
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Abstract

The existing approaches to build multi-agent systems fail at addressing the challenges posed by the
current technology, where ubiquitous interconnected electronic devices are no more passive machines
operated by humans but rather active computational components cooperating with humans. In this
paper, we present a novel open-source web-based agent platform called ‘Eve’ that features some
specific characteristics (eg, platform and language independence, openness) that make it particularly
suitable to be applied to real-life applications.

1

Introduction

The proliferation of smart devices endowed with an extensive variety of sensors and a significant computing power has opened up countless new visionary applications. Being proactive is no longer an
exclusive prerogative of human beings: both humans and software applications can be considered as
entities with some degree of autonomy that interact with each other and with the environment though
without need of centralized coordination. In this framework, devices are modeled as agents that mimic
some of the characteristics of human beings: they are autonomous (ie, capable of taking decisions),
intelligent (ie, capable of adapt their behaviour on the basis of available data), and social (ie, capable
of communicating with humans as well as other agents). Therefore, the fundamental tool to handle
(and profit from) such a complex yet promising scenario is an effective multi-agent system (MAS) [2]
tailored for this novel technological context. Even though there are numerous implementations of MAS,
the great majority – usually Java based – consist of a closed and controlled environment (operating system or simulation environment) where agents can live and interact with each other. Here, we propose
‘Eve’ that is a multi-agent system specifically thought to be deployed on a diverse distributed environment. Eve is a web-based agent platform featuring a number of characteristics that differentiate it from
other widely-employed agent platforms. A thorough comparison is therefore hard to make, since the
core concepts of Eve are different from those of traditional agent platforms.

2

A glimpse on the architecture of Eve

Figure 1 presents an overview of Eve architecture from which it is possible to catch a glimpse of its main
features. First of all, Eve is platform independent since agents can live on any device: smartphones,
robots, servers or, more generically, in the cloud. Second, Eve is language independent2 because it dictates only the communication protocol (JSON-RPC) which works over existing transport layers (HTTP,
XMPP). Third, Eve is an open agent platform: each agent has its own public urls and hence existing
Eve-systems can be easily connected to the others. Furthermore, non-Eve systems can be connected to
the Eve platform by making the API of the system available via an Eve agent acting as a wrapper.
Eve is a fully decentralized system: there is neither central coordination nor centrally-stored list of all
1 The full paper has been published in Proceedings of 2013 IEEE International Conference on Systems, Man, and Cybernetics
(IEEE SMC 2013).
2 Currently, there are two mature implementations of Eve (one in Java and one in Javascript) whereas a third one (in Python) is
in a embryonic stage.
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available agents. Interactions among agents are asynchronous and request-driven: agents get to know
each other via the so-called shared services (eg, acting in the same calendar or registering at the same locations service). The architecture of Eve leads to further advantages among which is worth to emphasize
the following ones:
Scalability: Eve is fully web-based and hence, from a practical point of view, there is no upper
bound to the number of new agents that can be added to the system without degrading its performances.
Robustness: the state persistency in Eve is offloaded from the agents to the environment (ie, the
states of the agents are distributed), which makes Eve insensitive to server/device failures. Although the
network transport layer can contain single points of failure, Eve itself is a distributed agent platform,
with no single point of failure by design.
Massive parallelization of the workload of an agent: agents can be multiplexed (ie, multiple instances of the same agent sharing the same state can exist at once). Traditional agent platforms have
1 thread per agent; in contrast, Eve allocates up to n threads (where n has virtually no upper bound)
when the agent is heavily loaded and no thread at all when the agent is idle. This approach has the
additional advantage of reducing resource consumption for idle agents.
Seamless migration: In Eve, there is no difference in accessing local or remote agents, as agents are
fully location agnostic. This allows seamless migration of agents between run-time environments.

Figure 1: An architectural overview of the web-based agent platform Eve.
As already mentioned above, each Eve agent has its own URLs. Eve agents communicate via regular HTTP POST requests through the JSON-RPC protocol, which is a simple protocol using JSON
(JavaScript Object Notation) to format requests and responses.
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Abstract
We introduce an approximation of the Weisfeiler-Lehman graph kernel algorithm aimed at improving the
computation time of the kernel when applied to Resource Description Framework (RDF) data. RDF is the
representation/storarge format of the semantic web and it essentially represents a graph. One direction for
learning from the semantic web is using graph kernel methods on RDF. This is a very generic and flexible
approach to learning from the semantic web, since it requires no knowledge of the semantics of the dataset
and can be applied to nearly all linked data.
Graph kernel computation is in general slow, since it is often based on computing some form of expensive (iso)morphism between graphs. We present an approximation of the Weisfeiler-Lehman (WL) graph
kernel [2] to speed up the computation of this kernel on RDF data. Typically, applying graph kernels to
RDF is done by extracting subgraphs from a large underlying RDF graph and computing the kernel on
this set of subgraphs. Our approximation exploits the fact that the subgraph instances are extracted from
the same RDF graph. We adapt the WL algorithm to compute the kernel directly on the underlying graph,
while maintaining a subgraph perspective for each instance.
We compare the performance of this kernel to the graph kernels designed for RDF described in [1].
For this comparison we use three property prediction tasks on RDF data from two datasets. In each task
we try to predict a property for a certain class of resources. For instance, the first task is predicting the
affilition of the people in a research institute, for which the data is modeled as RDF. Furthermore, we
compare the computation time of the different kernels.
In all three tasks, our kernel shows performance that is better than the regular Weisfeiler-Lehman kernel applied to RDF. Also it is increasingly more efficient as the number of instances grows by exploiting
the fact that the RDF instance subgraphs share vertices and edges in the underlying large RDF graph. Furthermore, the presented kernel is faster and/or shows better classification performance than the intersection
subtree and intersection graph kernels for RDF, introduced in [1]. The performance difference between the
presented approximation of the WL Subtree kernel and the regular version requires further investigation.
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Philipp Cimiano, Axel Polleres, Óscar Corcho, and Valentina Presutti, editors, ESWC, volume 7295 of
Lecture Notes in Computer Science, pages 134–148. Springer, 2012.
[2] Nino Shervashidze, Pascal Schweitzer, Erik Jan van Leeuwen, Kurt Mehlhorn, and Karsten M. Borgwardt. Weisfeiler-Lehman graph kernels. J. Mach. Learn. Res., 12:2539–2561, November 2011.
∗ The full paper has been published in ECML/PKDD (1),

volume 8188 of Lecture Notes in Computer Science, pages 606–621, 2013

313

BNAIC 2013

ABSTRACTS (B)

How much does it help to know
what she knows you know?
An agent-based simulation study (Abstract)
Harmen de Weerd

Rineke Verbrugge

Bart Verheij

Institute of Artificial Intelligence, University of Groningen

1 Introduction1
In everyday life, people regularly make use of theory of mind, by reasoning about what others know and
believe. For example, we identify with characters in literature and movies, and accept that they may have
beliefs and intentions different from our own. As part of a project that studies logical, psychological [4], and
developmental [1] perspectives on theory of mind, and that determines to what extent complex behaviour can
be explained using cognitively simple behaviour [5], in this paper we make use of agent-based simulations
to explain the evolution of our ability to reason about the mental content of others.
According to the Machiavellian intelligence hypothesis, social cognition emerged because it allows individuals to use deception and manipulation to obtain a competitive advantage2 . Following this hypothesis,
we test whether higher-order theory of mind presents individuals with an advantage through agent-based
simulations [3] across several competitive settings. We simulate interactions between pairs of agents that
differ in their theory of mind abilities across three variations on repeated single-shot rock-paper-scissors
games, as well as repeated interactions in a more complex, extensive form game named Limited Bidding,
where agents need to consider how their actions affect the future of the game.

2 Theory of mind agents
In our agent model, agents without theory of mind predict their opponent’s behaviour purely by analyzing
her behaviour. A first-order theory of mind (ToM1 ) agent can also consider the game from the perspective of his opponent, and determine what he would do himself in her position. The agent’s own decision
process thereby becomes a model of the decision process of the opponent that generates predictions for her
behaviour. Depending on the observed accuracy of these first-order theory of mind predictions over repeated
interactions with the same opponent, a ToM1 agent can choose to either ignore or accept them.
Each additional order of theory of mind provides a theory of mind agent with an additional hypothesis
of his opponent’s future behaviour. For example, a second-order theory of mind (ToM2 ) agent believes that
his opponent may be using first-order theory of mind to predict his behaviour. By determining his own firstorder theory of mind response from the position of his opponent, the ToM2 agent obtains another prediction
for her behaviour. The agent compares these hypotheses based on different orders of theory of mind with
his opponent’s actual behaviour to determine his own behaviour.
1 This
2 For

is an abstract based on [2].
a discussion of theories that explain the emergence of higher-order theory of mind, see [6].
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(b) ToM2 against ToM1

(c) ToM3 against ToM2

Figure 1: Average performance of theory of mind agents playing Limited Bidding against opponents of a
lower order of theory of mind. Each graph represents the result of 6.5 million individual simulated games.

3

Results

Across the four games that we investigate, we find a common pattern of diminishing returns on higher orders
of theory of mind. Figure 1 shows the performance of theory of mind agents as a function of the speed λ at
which an agent adjust his beliefs to his opponent’s behaviour. The figure shows that ToM1 agents and ToM2
agents clearly outperform opponents that are more limited in their ability to model others. However, ToM3
agents obtain a score close to zero, which shows that the competitive advantage for orders of theory of mind
beyond the second is limited. Fourth-order theory of mind turns out to be beneficial only under specific
circumstances. These results show that competition can indeed encourage the emergence of higher-order
theory of mind. In future work, we aim to investigate whether theory of mind plays an important role in
cooperative settings, for example in teamwork, as well as mixed-motive settings such as negotiations.
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Many real-world problems are inherently multi-objective environments with conflicting objectives. Multiarmed bandits is a machine learning paradigm used to study and analyse resource allocation in stochastic
and noisy environments. We consider the classical definition for the multi-armed bandits where only one
arm is played at a time and each arm is associated with fix equal range stochastic reward vectors. When arm
i is played at time steps t1 ,t2 ,. . ., the corresponding reward vectors Xi,t1 , Xi,t2 , . . . are independently and
identically distributed according to an unknown law with unknown expectation vector. The independence
holds between the arms.
We design a novel multi-armed bandit framework [3] that considers multi-objective (or multi-dimensional)
rewards and that imports techniques from multi-objective optimization into the multi-armed bandits algorithms. We call this framework multi-objective multi-armed bandits (MO-MABs).
Multi-objective MABs lead to important differences to the standard MABs. There could be several
arms considered to be the best according to their reward vectors. Let’s consider two order relationships.
Scalarization functions, like linear and Chebyshev functions, transform the reward vectors into scalar rewards. Pareto partial order allows to maximize the reward vectors directly in the multi-objective reward
space. By means of an example, we compare these approaches on a non-convex distribution of the best
arms. We highlight the limitations of the linear scalarization functions for optimizing non-convex shapes.
Linear scalarization is currently a popular choice in designing multi-objective reinforcement learning algorithms, like the multi-objective MDPs from [4] but these algorithms have the same limitations as scalarized
MO-MABs in exploring non-convex shapes. We consider a variety of scalarisation functions, and compare
their performance to our Pareto MAB algorithm.
We propose three regrets metrics for multi-objective MAB algorithms. A straightforward regret for
scalarized multi-objective MAB transforms the regret vector into a value using scalarization functions. This
regret measure, however, does not give any information on the dynamics of the multi-objective MAB algorithm as a whole. Multi-objective MAB algorithms should pull all optimal arms frequently. Therefore,
we also introduce an unfairness indicator to measure the lack of variance in pulling the optimal arms, and
it is especially useful in pointing out the weakness of scalarized multi-objective MAB in discovering and
choosing a variety of optimal arms. An adequate regret definition for the Pareto MAB algorithm measures
the distance between the set of optimal reward vectors and a suboptimal reward vector.
Pareto UCB1 algorithm uses the Pareto dominance relationship to store and identify all the optimal arms
in each iteration. As initialization step, each arm is played once. Each iteration, for each arm, we compute
the sum of its mean reward vector and its associated confidence interval. A Pareto optimal reward set A′
is calculated from these resulting vectors. Thus, for all the non-optimal arms ℓ 6∈ A′ , there exists a Pareto
1 The

full paper has been published in Proceedings of the International Joint Conference on Neural Networks (IJCNN’13), 2013.
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We select uniformly at random an optimal arm from A′ and pull it. Thus, by design, this algorithm is fair in
selecting Pareto optimal arms. After selection, the mean value x̄i and the common counters are updated. A
possible stopping criteria is a maximum number of iterations.
The expected upper bound of the Pareto regret for Pareto UCB1 is logarithmic in the number of plays
n, the number of dimensions D and the number of optimal arms A∗ . The worst-case performance of this
algorithm is when the number of arms K equals the number of optimal arms |A∗ |. The algorithm reduces to
the standard UCB1 for D = 1. Then, in most of the cases, |A∗ | ≈ 1. In general, this Pareto UCB1 performs
similarly with the standard UCB1 for small number of objectives and small Pareto optimal sets.
Two scalarization multi-objective variants of the UCB1 classical multi-armed bandits [1, 2] are proposed.
These UCB1 algorithms assume a set of scalarizated reward vectors S = (f 1 , . . . , f S ), S ≥ 1, with different
weights. The first algorithm is a straightforward generalization of the single-objective UCB1 that arbitrarily
alternates different scalarization-based UCB1s. In initialization, each scalarization function from S and
each arm is considered once. Until a stopping criteria is met, choose uniformly at random a scalarization
function from S and run the corresponding scalarized UCB1. Let nj be the number of times the function
f j is pulled, and let nji be the number of times the arm i under function f j is pulled. Let IE[f j (x̄i )] be the
expected reward of arm i under the scalarization
function f j . Given a scalarization function f j , pull the arm
q

that maximizes the term IE[f j (x̄i )] + 2 ln(nj )/nji , and update the counters. Update the counters and the
expected value of x̄i = (x̄1i , . . . , x̄D
i ). Note that each scalarized UCB1 has its own counter, such that the
individual expected value for each arm is updated separately. Therefore, the upper scalarized regret bound
is the same as in [1] and the upper bound for the scalarized regret of the scalarized multi-objective UCB1 is
the sum of all upper bounds of the scalarized UCB1s.
In the case we can assume the Pareto front is convex and bounded we can use Lizotte et al [4]’s method,
and obtain the minimum set of weights needed to generate the entire Pareto front. Then, the scalarized
multi-objective UCB1 is fair in selecting the Pareto optimal arms. In a general setup, where the shape of the
Pareto optimal sets is unknown, several sets of weights should be tried out in a scalarized multi-objective
UCB1. Consider linear scalarization functions. Not all the reward vectors from any Pareto optimal reward
set are reachable with this scalarization and, thus, there will be always a positive regret between the true and
the identified Pareto optimal set of rewards. The unfairness of this algorithm is increasing with the number
of plays because an arm identified as optimal is increasingly pulled whereas other optimal arms that are not
recognized as optimal are scarcely pulled. A possible fix to these problems is given in the second scalarized
UCB1 algorithm that is an improved UCB1 that removes scalarization functions considered not to be useful.
We compare runs of the proposed multi-objective UCB1 algorithms on multi-objective Bernoulli reward
distributions, the standard stochastic environment used to test multi-armed bandits. Pareto UCB1 performs
the best and is the most robust from the tested algorithms. To conclude, our Pareto UCB1 algorithm is the
most suited to explore/exploit the multi-arm bandits with reward vectors.
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Abstract
Crowdsourcing provides new ways of cheaply and quickly gathering large amounts of information contributed by volunteers online. This method has revolutionised the collection of labelled data, in computational linguistics and elsewhere. However, to create annotated linguistic resources from crowdsourced
data we face the challenge of having to combine the judgements of a potentially large group of annotators. Here we put forward the idea of using principles of social choice theory to design new methods for
aggregating linguistic annotations provided by individuals into a single collective annotation.

1 Social Choice Theory for Computational Linguistics
Research in computational linguistics relies on the availability of linguistic resources in the form of annotated corpora, to be able to test linguistic theories and to evaluate the performance of algorithms for natural
language processing tasks. In recent years, the possibility to undertake large-scale annotation projects with
hundreds or thousands of annotators has become a reality, thanks to online crowdsourcing methods such as
Amazon’s Mechanical Turk and Games with a Purpose. Although these techniques open the door to a true
revolution for the creation of annotated corpora, within the computational linguistics community there so
far is no clear understanding of how this “wisdom of the crowds” can be used to develop useful annotated
linguistic resources. Indeed, those who have investigated this increasingly important issue have only used
very simple methods based on majority voting to combine the judgments of individual annotators.
The problem of deriving a single collective annotation from a set of diverse judgments is an aggregation
problem that shares certain similarities with problems studied in social choice theory [1], a theoretical framework for amalgamating the preferences of several individuals into a collective decision (e.g., in a political
election). We propose to exploit this similarity and to use social choice theory as a methodological framework for a systematic reflection on the methods used to aggregate annotation information. One advantage
of this approach is that it would allow us to make desirable properties of such methods more explicit.
As a first step towards this general goal, we have defined several new methods of aggregation and conducted a case study testing their performance on an existing dataset for textual entailment.

2

Aggregation Methods for Annotators of Varying Reliability

An annotation task consists of a set of items, each of which is associated with a set of possible categories [2].
For simplicity, suppose there are just two categories, 0 and 1. Each annotator is presented with a subset of
the items and asked to label each of them with either 0 or 1. An aggregator is a function that maps any such
1 The original paper has been published in Proceedings of the 51st Annual Meeting of the Association for Computational Linguistics
(ACL), pages 539–549, 2013.
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profile into a single collective annotation of the full set of items. An example is the simple majority rule:
label a given item with 0 if more annotators chose 0 than chose 1; label it with 1 if the opposite is the case;
and toss a coin in case both categories occur equally often. Here we sketch two slightly more sophisticated
aggregators that try to account for the fact that not all annotators will be equally reliable.
Bias-Correcting Majority Rules. If someone annotates most items with 0, then we might want to assign
less significance to that choice for any given item. That is, if an annotator appears to be biased towards a
particular category, then we could try to correct for this bias during aggregation by adapting her weight.
For a given profile of annotations, let Freqi (X) be the relative frequency of annotator i choosing category X ∈ {0, 1} (e.g., if i annotated 100 items and on 38 occasions chose category 1, then
Freqi (1) = 0.38). Similarly, let Freq(X) denote the frequency of X across the entire profile. For example, if Freqi (1) > Freq(1), then this suggests that annotator i is biased towards using category 1. We
define the difference-based bias-correcting majority rule as the weighted majority rule where the vote of
annotator i in favour of category X is weighted by 1 + Freq(X) − Freqi (X). (Other options are possible as
well, e.g., to use the ratio Freq(X)/Freqi (X) as the weight instead.)
Greedy Consensus Rules. If for a given item there is almost complete consensus amongst those annotators
that annotated it, then we should probably adopt their choice for the collective annotation. Furthermore, the
fact that there is almost complete consensus for one item may cast doubts on the reliability of annotators
who disagree with this near-consensus choice and we might want to disregard their views not only w.r.t.
that item but also as far as the annotations of other items are concerned. In practice, completely eliminating
these annotators might be too radical an approach. However, we might want to exclude an annotator from
further consideration when her annotation has been different from the majority view at least t times (for
some tolerance value t).
Our greedy consensus rules implement this basic idea by iterating the following two steps: (1) find the
item-category pair with the strongest majority and lock in that pair for the collective annotation; (2) eliminate
all annotators from the profile that disagree with the pairs locked in so far on more than t items.

3

A Case Study: Recognising Textual Entailment

We have carried out a case study using a dataset created by Snow et al. [3] for the task of recognising
textual entailment. It consists of 800 text-hypothesis pairs (such as T : “Chrétien visited Peugeot’s newly
renovated car factory”, H: “Peugeot manufactures cars”) with a gold standard annotation (produced by
human experts) that classifies each item as either true (1)—in case H can be inferred from T —or false (0).
The dataset includes 10 annotations per item, sourced from a total of 164 non-expert annotators through
Amazon’s Mechanical Turk (each of the 164 individuals annotated between 20 and 800 items).
The simple majority rule (with random tie-breaking) agrees with the gold standard on 89.7% of the
items. Our difference-based bias-correcting majority rule achieves an observed agreement of 91.5%. For a
(fairly lenient) tolerance value of t = 15, our greedy consensus rule achieves 92.5%. These are good results
that suggest that these and similar aggregation rules deserve further attention.
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Abstract

This study aims to develop a recommender system for a social learning platform to be provided by EU
FP7 Open Discovery Space (ODS) project by taking into account social data of users to make
recommendations. In this paper, we investigate which recommender algorithm can best fits social learning
platforms like ODS platform. We conducted an experiment to test a set of different classical collaborative
filtering algorithms on representative educational datasets similar to the future ODS dataset, as well as on
the MovieLens dataset as a reference for studies on recommender systems. In addition to the classical
collaborative filtering algorithms, we evaluated a graph-based recommender approach called T-index. We
compare performance of the used algorithms in terms of F1 score. We also show how T-index approach
can provide a balanced distribution of users’ degree centrality.

1

The Goal

With the emergence of large amounts of data in various domains, recommender systems have become a
practical approach to provide users with the most suitable information based on their interests and past
behaviour. We apply recommender systems in the context of the FP7 Open Discovery Space1 (ODS)
project. The ODS contains large amounts of data in the field of education with a critical mass of
approximately 1.550.000 eLearning resources from 75 content repositories, as well as 15 educational
portals of regional, national or thematic coverage connected to it. Considering this huge amounts of data,
we want to support ODS target users to find suitable content or people of their interest within ODS
platform.

2

The Method

The first step to design a recommender system for ODS is to investigate what recommender algorithm
best fits the ODS target users. To do so, we need to evaluate a set of recommender algorithms on ODS
dataset including user social data e.g. rating, tagging, browsing, commenting, etc. Since we have no data
yet from the ODS platform and its real users, we decided to conduct an offline empirical study for testing
recommender algorithms on the datasets that are similar and related to the future ODS dataset. In the
following sub sections, we describe the datasets and algorithms used for the offline data study.

2.1

Data

We selected the MACE2 and OpenScout3 datasets because the datasets contain social data of users such as
ratings, tags, reviews, etc. on learning resources. So, their structure, content and target users are quite
similar to the ODS datasets we aim to study. Running recommender algorithms on these datasets enables
1

http://opendiscoveryspace.eu/index.php

2

http://portal.mace-project.eu

3

http://www.openscout.net/openscout-home
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us to conduct an offline experiment in order to study the recommender algorithm to be customized for the
ODS target users before going online with the actual users of the ODS. In addition to the abovementioned educational datasets, we decided to use MovieLens4 dataset (100K) as a reference dataset.

2.2

Algorithms

The educational datasets used in this study provide us with implicit preference values including browsing,
tagging, commenting, etc., which represent users’ interest in the respective learning objects browsed,
tagged, or commented on by the users. These datasets provide too few explicit preference values for
example in form of five-star ratings. In general, users are less likely to show their interest in an object by
giving explicit ratings. Instead, we can extract their implicit interest in an object by monitoring their
activities within a social online platform like the one for ODS. Some of the similarity measures used in
the Collaborative Filtering (CF) algorithms such as Pearson correlation, and Cosine are not suitable
choices for this kind of data because they require explicit user preference values for measuring similarity
between users. We chose Tanimoto-Jaccard coefficient and Loglikelihood ratio since they can deal with
implicit users interests in forms of the binary data [1–3].
Besides, we used a graph-based algorithm called T-index [4] that has been mainly designed to
improve prediction accuracy of the generated recommendations even when the user data is sparse that is
often the case in the educational domain [1]. The original version of the T-index is only based on ratings
data of users. Since we want to consider additional social data of users, we extended the T-index to be
able to process this kind of users data as well. We tested the extended version of T-index on the MACE,
OpenScout and MovieLens datasets.

3

Outcome

Based on the results we have achieved so far, the extended T-index algorithm provides a steady pattern
based on F1 score when size of neighbors (n) increases. As mentioned earlier, MACE and OpenScout
contain the most similar data to the ODS future data. For these datasets, although Jaccard-Tanimoto
provides better F1 score only for a specific size of neighbors e.g. for n=7 in case of MACE, T-index
steadily outperforms the used classical CF algorithm. The classical CF algorithms only perform well
when enough ratings data are available, as they need a user-item matrix for generating recommendations.
The T-index recommender, however, generates recommendations by traversing graphs of users and works
well even when the ratings data are sparse. In addition to the performance results, we also showed that Tindex helps us to have a balance distribution of degree centrality that provides users with more
opportunities for finding central users. The results will be presented in the demonstration session of the
conference.
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Abstract
When making a mistake, individuals are willing to apologize to secure further cooperation, even if the
apology is costly. Similarly, individuals arrange commitments to guarantee that an action such as a cooperative one is in the others’ best interest, and thus will be carried out to avoid eventual penalties for
commitment failure. Hence, both apology and commitment should go side by side in behavioral evolution. Here we discuss our work published in [6], wherein we study the relevance of a combination of
those two strategies in the context of the iterated Prisoner’s Dilemma (IPD). We show that apologizing
acts are rare in non-committed interactions, especially whenever cooperation is very costly, and that arranging prior commitments can considerably increase the frequency of such behavior. In addition, we
show that with or without commitments, apology resolves conflicts only if it is sincere, i.e. costly enough.
Most interestingly, our model predicts that individuals tend to use much costlier apology in committed
relationships than otherwise, because it helps better identify free-riders such as fake committers.

Summary
Apology is perhaps the most powerful and ubiquitous mechanism for conflict resolution [1, 9], especially
among individuals involving in long-term repeated interactions (such as a marriage). An apology can resolve
a conflict without having to involve external parties (e.g. teachers, parents, courts), which may cost all sides
of the conflict significantly more. Evidence supporting the usefulness of apology abounds, ranging from
medical error situations to seller-customer relationships [1]. Apology has been implemented in several
computerized systems such as human-computer interaction and online markets so as to facilitate users’
positive emotions and cooperation [11, 12].
The iterated Prisoner’s Dilemma (IPD) has been the standard model to investigate conflict resolution
and the problem of the evolution of cooperation in repeated interaction settings [2, 10]. This IPD game is
usually known as a story of tit-for-tat (TFT), which won both Axelrod’s tournaments [2]. TFT cooperates
if the opponent cooperated in the previous round, and defects if the opponent defected. But if there can
be erroneous moves due to noise (i.e. an intended move is wrongly performed), the performance of TFT
declines, because an erroneous defection by one player leads to a sequence of unilateral cooperation and
defection. A generous version of TFT, which sometimes cooperates even if the opponent defected [8], can
deal with noise better, yet not thoroughly. For these TFT-like strategies, apology is modeled implicitly as
one or more cooperative acts after a wrongful defection.
In our recent work [6], we describe a model containing strategies that explicitly apologize when making
an error between rounds. An apologizing act consists in compensating the co-player an appropriate amount
(the higher the more sincere), in order to ensure that this other player cooperates in the next actual round.
As such, a population consisting of only apologizers can maintain perfect cooperation. However, other
1 The

full paper has been published in Proceedings of IJCAI’2013, pages 177-183, 2013, see reference [6].
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behaviors that exploit such apology behavior could emerge, such as those that accept apology compensation
from others but do not apologize when making mistakes (fake apologizers), destroying any benefit of the
apology behavior. Resorting to the evolutionary game theory [10], we show that when the apology occurs
in a system where the players first ask for a commitment before engaging in the interaction [4, 5, 7, 3], this
exploitation can be avoided. Our results lead to the following conclusions: (i) Apology alone is insufficient
to achieve high levels of cooperation; (ii) Apology supported by prior commitment leads to significantly
higher levels of cooperation; (iii) Apology needs to be sincere to function properly, whether in a committed
relationships or commitment-free ones (which is in accordance with existing experimental studies, e.g. in
[9]); (iv) A much costlier apology tends to be used in committed relationships than in commitment-free
ones, as it can help better identify free-riders such as fake apologizers: ‘commitments bring about sincerity’.
As apology [11, 12] and commitment [13, 14] have been widely studied in AI and Computer Science,
for example, about how these mechanisms can be formalized, implemented, and used to enhance cooperation in human-computer interactions and online market systems [11, 12], as well as general multi-agent
systems [14, 13], our study would provide important insights for the design and deployment of such mechanisms; for instance, what kind of apology should be provided to customers when making mistakes, and
whether apology can be enhanced when complemented with commitments to ensure better cooperation, e.g.
compensation from customers for wrongdoing.
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Abstract

In this extended abstract, we propose a rule-based formalization of eligibility criteria for clinical trials.
The rule-based formalization is implemented by using the logic programming language Prolog. Compared
with existing formalizations such as pattern-based and script-based languages, the rule-based formalization has the advantages of being declarative, expressive, reusable and easy to maintain. Our rule-based
formalization is based on a general framework for eligibility criteria containing three types of knowledge:
(1) trial-specific knowledge, (2) domain-specific knowledge and (3) common knowledge. This framework
enables the reuse of several parts of the formalization of eligibility criteria. We have implemented the proposed rule-based formalization in SemanticCT, a semantically-enabled system for clinical trials, showing
the feasibility of using our rule-based formalization of eligibility criteria for supporting patient recruitment
in clinical trial systems.

1 Framework
Eligibility criteria consist of inclusion criteria, which state a set of conditions that must be met, and exclusion
criteria, which state a set of conditions that must not be met, in order to participate in a clinical trial.
Take the example of the trial NCT00002720, the eligibility criteria are:
DISEASE CHARACTERISTICS:
- Histologically proven stage I, invasive breast cancer
- Hormone receptor status:
- Estrogen receptor positive
- Progesterone receptor positive or negative
PATIENT CHARACTERISTICS:
Age: 65 to 80, Sex: Female, Menopausal status: Postmenopausal
Other: - No serious disease that would preclude surgery
- No other prior or concurrent malignancy except basal cell
carcinoma or carcinoma in situ of the cervix

Those inclusion criteria (such as ’invasive breast cancer’ ) and exclusion criteria (such as ’No serious
disease that would preclude surgery’) are trial specific. However, in order to check whether or not a required
item (i.e., a criterion) has been met by a patient record, we need some domain knowledge to interpret the
requirement and make it directly checkable from patient data. For example, ’invasive breast cancer’ can be
defined as either ’invasive ductal carcinoma’ or ’invasive lobular carcinoma’ in the diagnosis. Furthermore,
1 This is an extended abstract of the paper in the Proceedings of the 14th Conference on Artificial Intelligence in Medicine (AIME
2013), N. Peek, R. Marin, and M. Peleg (eds.), Springer, LNAI2013, pp.38-47, 2013
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we need some knowledge, such as temporal reasoning knowledge, to deal with temporal aspects of criteria,
and service interface knowledge, to get the corresponding patient data from the EHR or CMR servers.
We can formalize the knowledge rules of the specification of eligibility criteria of clinical trials with
respect to the following different re-usable knowledge types:
(1) Trial-specific Knowledge: this is the formalization of which specific inclusion criteria and exclusion
criteria are required for a particular clinical trial. (2) Domain-specific Knowledge: an example of this type
of knowledge is a patient of breast cancer is triple negative if the patient has estrogon receptor negative,
progesterone receptor negative and protein HER2 negative status. (3) Common Knowledge: the specification of the eligibility criteria may involve some knowledge which is domain independent, like for example
knowledge about temporal reasoning.
Related work; [2] translates each free-text eligibility criterion into a machine executable statement using
a derivation of the Arden Syntax. In our work, we use a more expressive rule-based language and then
structured the eligibility criteria as RDF. [1] presents a method entirely based on standard semantic web
technologies and tools, that allows the automatic recruitment of a patient to available clinical trials. Although
we propose an even more expressive language for modeling the eligibility criteria this is in the same spirit
as our approach. The empirical analysis in [3] shows that the vast majority (85%) of trial criteria is of
”significant semantic complexity”. This justifies our choice for an expressive rule-based formalism. The
paper also observes that temporal data play a role in 40% of all criteria, justifying our choice for a separate
layer for this in our formalization.

2 Feasibility
SemanticCT2 is a semantically enabled system for clinical trials. The goals of SemanticCT are not only
to achieve interoperability by semantic integration of heterogeneous data in clinical trials, but also to facilitate automatic reasoning and data processing services for decision support systems in various settings of
clinical trials. We have implemented the rule-based formalization of eligibility criteria as a component of
SemanticCT for the service of automatic identification of eligible patients for clinical trials.
Our feasibility study shows how two important tasks can in principle be supported by the formalization
and implementation. Our experiments concern a patient recruitment task (= finding patients that qualify for
a given trial), and a trial feasibility task (= checking if a set of inclusion and exclusion criteria for a newly
designed trial results in a sufficient number of recruitable patients). The Patient Recruitment experiment
shows on a (simulated) patient recruitment scenario, that we can check maximally 83.33% of the criteria,
and minimally 34.48% of the criteria, based on the given patient data. The feasibility experiment shows that
dependent on the target we can find candidate patients who meet the checked criteria. These experiments
show that conditions of realistic trials can be formalized and implemented in such a way that, at least on our
artificially generated but medically and statistically plausible patient data, both patient recruitment and trial
feasibility can be supported.
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Abstract
We revisit the formalism of modular interpreted systems (MIS) which encourages modular and open modeling of synchronous multi-agent systems. The original formulation of MIS did not live entirely up to
its promise. In this paper, we propose how to improve modularity and openness of MIS by changing the
structure of interference functions. These relatively small changes allow for surprisingly high flexibility
when modeling actual multi-agent systems. Perhaps more importantly, we propose how the notions of
multi-agency and openness, crucial for multi-agent systems, can be precisely defined based on their MIS
representations.

1 Modular Interpreted Systems Revisited
Modular interpreted systems were proposed in [2] to encourage modular and open design of synchronous
agent systems. Below, we present an update on the formalism. The new version of MIS differs from the
original one as follows. First, a single agent can be now modeled by more than one module to allow for
compact design of agents’ local state spaces and transition functions. Secondly, the type of function ini is
now independent from the structure and cardinality of the set of agents, thus removing the main obstacle
to modularity and openness of representation in the previous version. Thirdly, the interaction functions
ini , outi are nondeterministic in order to enable nondeterministic choice and randomization (needed, e.g.,
to obtain fair scheduling or secure exchange of information). Fourthly, we separate agents from their names.
This way, agents that are not present in the “current” MIS can be referenced in order to facilitate possible
future expansion of the MIS.

2

How to Measure Multi-Agency

In this section, we present our preliminary attempt at defining what it means for a design to be multi-agent.
Definition 1 (Interaction complexity) The interaction complexity of agent i in modular interpreted system M , denoted IC(i), is defined as follows. Let #outi (qi ) be the the maximal number of directed tokens generated by function outi to modules of other agents in state qi . Furthermore, let #ini (qi ) be
the maximal
P number of tokens admitted by function ini from modules of other agents in state qi . Now,
IC(i) = qi ∈Sti (#outi (qi ) + #ini (qi )).
P
The interaction complexity of M is defined as IC(M ) = i∈Agt IC(i).
1 The full version of this paper has been accepted for the Fourth International Symposium on Games, Automata, Logics and Formal
Verification GandALF 2013.
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Definition 2 (Global complexity) The global complexity of MIS M , denoted GC(M ), is the number of
transitions in the NCEGS unfolding of M .
How can we express that IC(M ) is “reasonably smaller” than GC(M )? Such a requirement is relatively
easy to specify for classes of models, parameterized with values of some parameter (for instance, the number
of identical trains in the tunnel-controller scenario).
Definition 3 (C-sparse interaction, multi-agent design) Let M be a class of MIS and C a class of complexity functions f : N → R+ ∪ {0}. We say that M is characterized by C-sparse interaction iff there is a
function f ∈ C such that IC(M ) ≤ f (GC(M )) for every M ∈ M.
Furthermore, we say that M has multi-agent design iff M has LOGTIME-sparse interaction, and
card(M ) ≥ 2 for every M ∈ M.

3

How Open is an Open System?

The idea of open systems is important for several communities: not only MAS, but also verification, software
engineering, etc. Perfectly open systems are seldom in practice; it is rather the degree of openness that should
be captured. We base our measure of openness on the following intuition: openness of a system is simplicity
of adding and removing agents to and from the model. That is, we consider two natural transformations of
models: expansion ⊕ (adding agents) and reduction (removing agents).
Definition 4 (Openness in a class) The degree of openness of M wrt expansion (resp. reduction) by a in
class M is the minimal number of steps that transform M ⊕ a (resp. M a ) into a MIS M 0 ∈ M such that
card(M 0 ) = card(M ⊕ a ).
Moreover, M is C-open wrt expansion (resp. reduction) by a iff there is a complexity function f ∈ C
such that for every M ∈ M the degree of openness of M wrt expansion (resp. reduction) by a in M is no
greater than f (|M |).
We also study the openness of three variants of the dining cryptographers protocol: the standard version
from Chaum [1] (DC1), a peer-to-peer version with no broadcasting channel (DC2), and a version with a
matchmaking mechanism for agents (DC0), with the following results.
Proposition 1 Class DC2 is O(n)-open, class DC1 is O(1)-open, and class DC0 is 0-open wrt expansion
by a cryptographer.
By comparing their classes of openness, it is clear that DC1 is significantly more open wrt expansion
than DC2 (constant vs. linear openness). On the other hand, it seems that the gap between DC1 and DC0 is
rather slight (O(1) vs. O(0)). Is that really the case? We believe that the difference between O(1)-openness
and O(0)-openness is larger than one is used to in complexity of algorithms. First, constant openness means
that, when expanding the MIS by a set of new agents, the required transformation can be linear in the size
of the set. More importantly, non-zero openness signifies the need to come up with a correct procedure
of expansion. In contrast, zero openness means zero hassle: the new agents can join the system as they
come. There is no need for “maintenance” of the system so that it stays compliant with its (usually implicit)
specification.
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Energy markets worldwide are undergoing momentous change. In the European Union alone, required
investments into the smart electric grid of the future are projected to run up to more than two trillion Euro
between 2011 and 2050, with total energy systems cost rising from 10.5% to 14.6% of the continent’s
GDP [1]. Key drivers behind these developments are the political desire for improved economic welfare
among consumers, and an increased share of electricity production from renewable sources. Governments
worldwide are adopting ambitious agendas to promote these goals, and research into “secure, clean and efficient energy” has been identified as one of the key areas that require the immediate attention of the scientific
community [2]. Core issues to be addressed include (a) the need for decentralized control mechanisms that
deliver the same degree of reliability previously afforded by monopolistic providers, and (b) the need for
novel incentives for customers to shift electricity usage to times when renewable sources are available [7].
At their core, these are problems in decentralized, real-time economic decision making that have long
been under study in the autonomous agents community, e.g. [9], and several authors have recently used the
results of this work to design agents that solve selected aspects of the issues outlined above, e.g. [6, 8]. While
the results of these authors are promising, we find that they are limited in two important ways: First, they
are limited in scope. Energy markets are based on a complex interplay among several markets on which
future obligations with intricate properties are traded. And second, they are limited in competitiveness and
comparability. Each study starts from a limited, self-built environmental model, making results difficult to
compare. This limits the impact of research results and reduces the incentives for researchers to be involved
in this work.
We address these limitations with the Power Trading Agent Competition (Power TAC, [4], see also
www.powertac.org). Power TAC is a rich, open-source simulation platform for future retail power markets
coupled with a series of annual competitions that challenge participants to build autonomous, self-interested
agents that compete with each other in this demanding environment. We are hosting the first official Power
TAC competition at AAAI 2013 in Bellevue, WA [5].
Power TAC advances the state of the art in five important ways: (1) It is the first comprehensive simulation platform for future retail power markets. It supports research into mechanism design, autonomous retail
and wholesale electricity trading, and intelligent automation techniques centered on human preferences. (2)
It provides a standardized research infrastructure, alleviating the need for costly up-front creation of environmental models, lowering barriers to entry for new researchers, and promoting comparability between
scientific studies in the field. (3) Its competitive nature and the availability of state of the art benchmark
strategies will foster innovation. (4) The platform is used and supported by a growing community of researchers and developers who contribute state-of-the-art models for all facets of the environment, leading
to continuous improvements in the simulation’s realism and sophistication. And (5) Power TAC advances
beyond earlier Trading Agent Competitions by providing extensive facilities for experiment management,
data extraction, data visualization and analysis, and mixed-mode games with human participation.
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Power TAC competitions provide compelling, actionable information for policy makers and industry
leaders. We describe the competition scenario, demonstrate the realism of the Power TAC platform, and analyze key characteristics of successful brokers in one of our 2012 pilot competitions between seven research
groups from five different countries.
The preliminary analyses we presented are evidence of the realistic macro-level behavior emerging from
broker interaction with Power TAC, and of significant performance differences between different approaches
to retail electricity trading. Once the participating strategies are fully developed, tools like empirical game
theory [3] can be leveraged to generate compelling, actionable insights into novel technologies and public
policies for future sustainable energy systems.
The Power TAC platform, including the simulator, broker agent framework, log analyzer, and tournament manager, is an open-source project, designed and documented to be accessible to advanced students.
Access to the software and documentation, along with a repository of broker agent implementations, will be
maintained through the powertac.org website. We look forward to many years of vigorous competition and
high-impact research results.
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1 Introduction
Monte Carlo sampling in game-tree search has received much attention in recent years due to successful
application to Go-playing programs. While the community has focused mainly on deterministic two-player
games, such as Go, Hex, and Lines of Action, there has been a growing interest in studying these samplebased approaches outside this traditional setting. The class of perfect information games with chance events–
which includes, for example, Backgammon– has received comparatively little attention.
Classic algorithms such as minimax perform a depth-limited search from the root (current position),
returning a heuristic value if the depth limit is reached, or the value of the best available move otherwise. αβ
pruning prevents searching provably wasteful portions of the tree. The largest and most famous application
of these techniques was in IBM’s Deep Blue chess program which defeated the human world champion.
Expectimax is an extension of minimax that will return the expected values over children at chance nodes [4].
The *-minimax algorithm extends αβ pruning to perfect information games with chance nodes [1].

2 Sparse Sampling in *-Minimax Search
Monte Carlo *-Minimax Search (MCMS) samples a subset of the chance event outcomes at chance nodes
during its search. In essence, the algorithm applies *-minimax (Star1 or Star2) search to a sampled and
significantly smaller subgame to effectively increase the depth reached in a fixed time limit. This way of
using sampling to reduce computation is inspired by sparse sampling methods from the MDP planning
literature [3] and is in contrast with recent Monte Carlo search algorithms such as Monte Carlo Tree Search
(MCTS) [2], which are simulation-based and build a model of the game tree incrementally.
Consider Figure 1. Suppose the number of chance event outcomes is N . For example, in a game where
players roll two six-sided dice, it may be that N = 36. Suppose the algorithm returns a value of vi for the
subtree below outcome
PN i, and the probability of outcome i is pi . Expectimax and *-Minimax will return
the weighted sum P
i=1 vi pi . MCMS, however, first samples c < N outcomes (with replacement), sets
c
p0i = 1/c and returns i=1 p0i vi0 , where vi0 is the value that MCMS returns for the subtree under outcome i.

3 Results and Remarks

In the full paper, we show that the value returned by MCMS approaches the value computed by *-Minimax
as the sample width, c, increases. Furthermore, the convergence does not depend on the number of states.
1 Extended abstract of: M. Lanctot, A. Saffidine, J. Veness, C. Archibald and M.H.M. Winands. Monte Carlo *-minimax search.
Proceedings of the Twenty-Third International Joint Conference on Artificial Intelligence (IJCAI), pages 580–586, 2013.
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Figure 1: Example of sampling in MCMS.
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Figure 2: Results of playing strength experiments. Each bar represents the percentage of wins for pleft in
a pleft -pright pairing. (Positions are swapped and this notation refers only to the name order.) Errors bars
represent 95% confidence intervals. Here, Exp refers to expectimax, XSS refers to algorithm X with sparse
sampling, and Star1 and Star2 represent two different pruning variants of *-minimax.
In practice, MCMS is shown to exhibit lower regret and bias than *-minimax on Pig. This comes at a
cost of increased variance due to sampling. As seen in Figure 2 results across four games (Pig, EinStein
würfelt Nicht! (EWN), Can’t Stop, and Ra) show that MCMS (ExpSS, Star1SS, or Star2SS) consistently
outperforms its classic counterpart (expectimax, Star1, or Star2). When playing against MCTS, MCMS
wins 4-16% more than *-minimax. MCMS is also competitive against state-of-the-art MCTS in two of the
four chosen games, outperforming MCTS in Ra.
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1

Introduction

Virtual organizations (VOs) [2] can employ various institutions to regulate the behaviour of the participating
actors in order to achieve the VO’s goals. The norms that make up an institution inherently serve to restrict
its applicability, but the variables, in terms of which those norms are expressed, are also typically intended to
be restricted to specific, meaningful ranges within the domain being modelled. That is to say, some combinations of event and metadata are meaningful and others are not. We use the term governance scope to describe
this set of concrete observable events and associated values (event metadata) that can affect the state of an
institution and hence characterize the situations (being particular combinations of contextual information
such as time, location, weather, relations, system states) in which a given institution has competence.
When an event occurs, several institutions might respond to regulate the behaviour. The activation of
multiple institutions can cause problems, in that a single event might be interpreted differently and could
result in conflicting consequences. For example, when a Dutch citizen applies for a visa to the US, several
institutions might be triggered, e.g., US embassy, Dutch government, and a conflict could exist between information requirements from the US embassy and privacy policies from the Dutch government. We contend
that in VOs governed by multiple institutions, the existence of normative conflicts cannot be avoided just
by defining mutually exclusive deontic expressions, since that would preclude any institutionally common
event. Consequently, we regard the process of designing an institution as not only the definition of a set of
norms but also the characterization of its governance scope, i.e., what kinds of situations are under control
of the institution, since this is what gives the institution its ‘footprint’. That is, the same set of norms with
different governance scopes results in different contextualized institutions.
This paper introduces an approach that: (i) formalizes the governance scope of an institution through
context models and hence captures the relations between institutions, and (ii) provides a mechanism to
analyze institutional governance scope, as a precursor to detecting norm conflicts. We operationalize our
approach by adapting the institutional action language InstAL [1] which is implemented by Answer Set
programming.

2 The Proposal
Figure 1 shows the framework of our proposal which involves three parts: (i) external events observed in the
real world, each of which has associated contextual information (ii) institutions comprising sets of norms,
1 The

full version of this paper has been accepted for publication at COIN@AAMAS2013.
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Figure 1: Contextualized institutions in virtual organization.
in which constitutive norms translate external events into institutional events which are further mapped to
institutional states, and regulative norms (deontic expressions: permissions, obligations, prohibitions) react
to the occurrence of institutional events and states, and (iii) governance scopes that delineate the control
boundary of institutions through a set of contextual dimensions [3]. With governance scopes, contextualized
institutions are built, which facilitates the identification of applicable institutions for a given event. For each
individual institution, the modeling process defines an explicit governance scope and formalizes the norms
(both constitutive and regulative) for each institution. Subsequent translation into a computational model
allows users to verify the resulting institutional states against a sequence of external events.
When the occurrence of an external event simultaneously activates multiple institutions with overlapping
governance scopes, these institutions, which we call a collective institution set, should be consistent with
each other. However, since the individual institutions are designed originally for their own use, there might
be conflicting norms between them. The focus of this paper is on the conflicts between regulative norms that
are simultaneously applied to the same agent possibly enacting different roles in different institutions, but
associated with inconsistent deontic modalities. Specifically, we differentiate two kinds of norm conflicts,
i.e., weak conflicts and strong conflicts. A weak conflict is defined between a permission and a prohibition, which might lead to violation. That is, if the action specified in both of the norms is performed, the
prohibition is violated, while if not, there will not be any violation. A strong conflict is defined between
an obligation and a prohibition, which must lead to violation no matter the action specified in both of the
norms is performed or not. That is, if the specified action is performed, the prohibition is violated, while
if not, the obligation is violated. To operationalize the detection of such conflicts, we follow three steps
in our setting (1) modeling contextualized institutions including governance scopes, constitutive norms and
regulative norms, (2) identifying collective institution sets in terms of governance overlaps, and (3) detecting
conflicting norms within the collective institution sets.
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Abstract
We propose a combination of theories about interpersonal stances and politeness to inform virtual agent
behaviour in a serious game, aimed at social interaction training in the domain of law enforcement. A
pilot study we conducted showed promising results based on which we will refine our model.

1

Improving Social Awareness of Police Officers

How police officers approach and try to reason with civilians and offenders can determine how certain
situations are resolved. Due to monetary and time costs, training of such social skills is currently not
available to all police officers. To assist in the training curriculum of the Dutch police, we are developing a
serious game prototype in which police officers interact with virtual agents to improve their social awareness.

2

Combining Stance and Politeness

To inform the behaviour of the agents in our serious game we use interpersonal circumplex (IPC) theories
that focus on stances people have toward each other. Leary’s view on stances is that they can be classified
along the axes of dominance and affection [3]. Dominance refers to the concepts of one’s own autonomy
and control over others, while affection stands for affiliating and being accommodating toward or approving
of others. Figure 1a shows an example mapping of these two dimensions to adjectives describing stances.
(a)

(b)
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Assured
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–P –N
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Unassured

Dominance

P
N

positive politeness
negative politeness

+
–

politeness
impoliteness

Figure 1: (a) An interpersonal circumplex model with eight stances; (b) The relation between the two
dimensions of the IPC (dominance and affection).
Brown and Levinson’s (B&L) work on politeness [1] distinguishes between negative face (one’s need
for freedom) and positive face (one’s need of approval). B&L see negative and positive politeness as ways of
1 This paper is an extended abstract of a full paper that has been accepted for publication in Proceedings of the Computers As Social
Actors Workshop, held at IVA 2013 [4].
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‘saving’ either the negative or positive face of a hearer. Complementing this notion of politeness, Culpeper,
Bousfield and Wichmann see negative and positive impoliteness as a way to attack the other’s face [2].
We argue that stances are closely related to politeness. Dominance and affection, the two dimensions
of the IPC, are very similar to the concepts of negative and positive face, respectively. We propose that
the different politeness (and impoliteness) strategies addressing negative and positive face can be mapped
straightforwardly to IPC stances (see Fig. 1b). Based on this mapping, we can construct utterances for a
given stance by combining the politeness strategies that correspond to that stance. This approach enables us
to ground characters’ realised behaviour in their attitudes towards each other which is important for the type
of social interaction we try to achieve.

3

Pilot Study

To validate our ideas about the mapping of a person’s stance to the politeness of that person’s utterances, we
conducted a small user experiment. We constructed utterances of police officers during interaction with loitering juveniles based on five stances: four combinations of high and low dominance or affection and a fifth
‘neutral’ stance. For example, an arrogant or unsympathetic police officer would use a combination of negative and positive impoliteness such as “What a racket! You have to stop this immediately.” We carried out
an online survey in which participants (non-police officers) rated these utterances in terms of dominance and
affection. A total of 18 participants rated 40 different utterances. The results of our pilot study show, among
other things, that utterances combining two (negative and positive) impoliteness strategies were indeed rated
as more dominant and less affectionate than utterances that combined two politeness strategies. However,
on the whole the utterances we constructed were neither rated as very dominant or not dominant nor as very
affectionate or unaffectionate, possibly because they lacked intonation and body language. Nevertheless,
the results do confirm our hypothesis that, at least for some stances, B&L’s politeness and Culpeper et al.’s
impoliteness strategies can be used to construct utterances that adequately reflect a given stance.

4

Future Work

Our pilot study shows that our approach of combining IPC and politeness theories to construct utterances can
be a good starting point to inform virtual agent behaviour, yet needs more refinement before implementation
in our serious game. We plan to conduct studies with both police officers and (ex) loitering juveniles to
gather empirical data on the politeness strategies they use. After more refinement and evaluation with these
domain experts, we will integrate our model in our serious game.
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Reinforcement learning (RL) has become a popular framework for autonomous behaviour generation
from limited feedback [2, 3], but RL methods typically learn tabula rasa. Transfer learning (TL) aims to
improve learning by providing informative knowledge from a previous (source) task or tasks to a learning
agent in a novel (target) task. If the agent is to be fully autonomous, it must: (1) automatically select a source
task, (2) learn how the source task and target tasks are related, and (3) effectively use transferred knowledge
when in the target task. While fully autonomous transfer is not yet possible, this paper advances the state
of the art by focusing on part (2). In particular, this work proposes methods to automatically learn the
relationships between pairs of tasks and then use this learned relationship to transfer effective knowledge.
In TL for RL, the source task and target task may differ in their formulations. In particular, when the
source task and target task have different state and/or action spaces, an inter-task mapping [4] that describes
the relationship between the two tasks is needed. While there have been attempts to discover this mapping
automatically, finding an optimal way to construct this mapping is still an open question. Existing techniques
either rely on restrictive assumptions made about the relationship between the source and target tasks or
adopt heuristics that work only in specific cases.
This paper introduces an autonomous framework for learning inter-task mappings based on restricted
Boltzmann machines (RBMs) [1]. RBMs provide a powerful but general framework that can be used to
describe an abstract common space for different tasks. This common space is then used in turn to represent
the inter-task mapping between the two tasks and to transfer knowledge about transition dynamics between
the two tasks.
The contributions of this paper are summarised as follows. First, a novel RBM is proposed that uses
a three-way weight tensor (i.e., TrRBM). Since this machine has a computational complexity of O(N 3 ),
a factored version (i.e., FTrRBM) is then derived that reduces the complexity to O(N ). Learning in this
factored version can not be done with vanilla Contrastive Divergence (CD). The main reason is that if CD
divergence was used as is, FTrRBM will learn to correlate random samples from the source task to random
samples in the target. To tackle this problem, as well as ensure computational efficiency, a modified version
of CD is proposed. In Parallel Contrastive Divergence (PCD), the data sets are first split into batches of
samples. Parallel Markov chains run to a certain number of steps on each batch. At each step of the chain,
the values of the derivatives are calculated and averaged to perform a learning step. This runs for a certain
number of epochs. At the second iteration the same procedure is followed but with randomised samples in
each of the batches.
1 This

paper was published in full in the Proceedings of the European Conference on Machine Learning 2013, pp 449–464.
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After learning, the FTrRBM encodes an inter-task mapping from the source to the target task. This
encoding is then used to transfer (near-)optimal sample transitions from the source task, forming sample
transitions in the target task. Given a (near-)optimal source task policy, πS? , the source task is sampled
greedily according to πS? to acquire optimal state transitions. The triplets are passed through the visible
source layer of FTrRBM and are used to reconstruct initial target task samples at the visible target layer,
effectively transferring samples from one task to another. If the source and target task are close enough then
the transferred transitions are expected to aid the target agent in learning an (near-)optimal behaviour. They
are then used in a sample based RL algorithm, such as LSPI to learn an optimal behaviour in the target task
(i.e., πT? ).
Experiments showing that the proposed method is capable of successfully learning a useful inter-task
mapping were conducted using the standard RL tasks of inverted pendulum (shallow transfer) and mountain
car (deep transfer) as source tasks and cart-pole as the target task. Specifically, the results demonstrate that
FTrRBM is capable of:
1. Automatically learning an inter-task mapping between different MDPs.
2. Transferring informative samples that reduce the computational complexity of a sample-based RL
algorithm.
3. Transferring informative instances which reduce the time needed for a sample-based RL algorithm to
converge to a near-optimal behaviour.
Although successful, the approach is not guaranteed to provide useful transfer. To clarify, the reward
was not included in the definition of the inter-task mapping, but when transferring near-optimal behaviours
sampled according to near-optimal policies such rewards are implicitly taken into account and thus, attaining
successful transfer results. However this means that negative transfer may occur if the rewards of the source
task and target tasks were highly dissimilar. A solution to this potential problem is left for future work, but
will likely require incorporating the sampled reward into the current approach. A second potential problem
may occur during the learning phase of FTrRBM, which could be traced back to quality of the random
samples. If the number of provided samples is low and are very sparse — areas of the state space are not
sufficiently visited — the learned mapping may be uninformative. The solution of this problem is also
left for future work, but could possibly be tackled by using a deep belief network to increase the level of
abstraction.
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Abstract
In [2] we introduced a theoretical framework for modelling scalable information-aggregation systems.
The framework is exposed on the background of a description of M ETIS, a system prototype aiming at
supporting maritime safety and security by facilitating continuous monitoring of vessels in national coastal
waters. Among the main problems of deployment of large-scale surveillance systems like M ETIS lies their
scalability with respect to a potentially large number of monitored entities. One of the solutions to the
problem is a decomposition of the system into a number of fragmentary configurations combined with a
continuous reconfiguration according to the changing environment it operates in. The proposed continuous
reconfiguration algorithm relies on standard results from abstract argumentation [1] and corresponds to
computation of a grounded extension of the argumentation framework associated with the system.

M ETIS is a large-scale surveillance system operating in a mixed physical and software environment. It
aims at detection of ships suspected of smuggling illegal contraband during their approach to the port under
surveillance. To determine whether a vessel is suspect, the system accesses various information sources and
subsequently processes the extracted information by a hierarchy of information-aggregators so as to finally
identify vessels which require operator’s attention. In the prototype scenario, the individual aggregators
are represented by various information-fusion components operating over a shared data warehouse, but
could include also external agents, such as human experts. The system comprises a number of cooperative
agents serving as information sources and aggregators. Typically, these would be either situated physical
agents, such as cameras, satellites or human patrols, or software components interfacing various public, or
proprietary databases, web resources, etc.
Querying information sources and subsequent information-aggregation incurs non-negligible computational and external (financial) costs. For instance, the bandwidth of satellite communication links used on
board of a ship where the system is deployed is limited, accessing external industrial databases costs money
and utilisation of physical agents, such as aerial drones, imaging satellites, etc. incurs significant operational
burden. Hence, using all available information sources and information-fusion components is not always
feasible and in turn one of the problems central to development of such large-scale surveillance multi-agent
systems is their scalability.
The problem of configuration and dynamic reconfiguration according to the current system’s needs can
be formulated as follows: Which information sources and aggregators should be active over time so as to
maximize the likelihood of early detection of malicious intents in the most cost-efficient manner? More
precisely, given an information-aggregation system, a query of interest the system aims at answering and an
initial snapshot of the database it operates over, the information-aggregation system configuration problem
C is to find a set of agents, a configuration, such that 1) together these are able to derive the query of interest;
2) their intermediary conclusions are justified in that the input they are using is also computed by agents
– The full paper has been published in J. Leite et al. (Eds): CLIMA XIV, LNAI 8143, Springer Verlag, 2013, pages 325–339.
– This work was supported by the Dutch national program COMMIT. The research was carried out as a part of the M ETIS project
under the responsibility of the TNO-Embedded Systems Innovation, with Thales Nederland B.V. as the carrying industrial partner.
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from the solution configuration, or are pure information sources; and finally 3) there is no doubt about the
query solution in that there is no other larger configuration concluding a different answer to the query.
The problem of continuous reconfiguration of information-aggregation systems extends upon the configuration problem: given embedding of a system in a dynamically changing environment, upon any change
of it, reflected in a modified state of the underlying database, we require the system to always reconfigure
itself into an optimal solution. The changes of the environment, such as movements of vessels in the zone
of interest, changes in data provided by the external information sources or physical sensor readings or even
their possible failures over time, are captured by the execution of pure information-source agents. That is,
information-aggregators without any input from the system’s database, and non-empty output corresponding
to the state of the external environment.
An information-aggregation system is modelled as a network of inter-dependent reasoning agents, each
representing a mechanism for justification/refutation of a conclusion derived by the agent. Dung’s theory
of abstract argumentation [1] provides a natural model of computation of such systems, in that individual
arguments represent system fragments encapsulating inter-related knowledge supporting a conclusion. We
propose an approach to solving (re-)configuration problems rooted in sceptical semantics of argumentation.
Arguments of a configuration argumentation framework CAF = hA, ≺i correspond to informationprocessing agents of the system (A) and embody a set of interrelations among variables of the underlying
database schema. The input variables of an argument (agent) provide the basis for inferring the conclusions
of the argument. The attack relation ≺ corresponds to a conflict between two agents concluding different
values for the same variable in their respective outputs. A grounded extension GE CAF of an argumentation
framework corresponds to a set of arguments which, starting from some initial set, cannot be further extended
without producing a conflict. More formally, GE CAF is the least fix-point of a function FCAF : 2A → 2A
defined as FCAF (C) = {A | A ∈ A is acceptable to C}, where acceptability of an argument to another set
of arguments loosely corresponds to non-attacking any argument from the set, and basing its conclusions
solely on values already supported by the arguments from the set.
The core result of our paper is a proposition establishing the correspondence between solutions to configuration problems for stratified systems (those, agents of which can be decomposed into layers according
to their input/output characteristics) and grounded extensions of their corresponding configuration argumentation frameworks. In particular, given a configuration problem C with a query φ and a configuration
argumentation framework CAF C corresponding to C, we prove that in the case the φ belongs to the output
variables of the configuration characterised by the grounded extension GE C of the argumentation framework
CAF C , GE C is the optimal solution to C.
The main technical contribution of our paper [2], is an algorithm for continuous reconfiguration of
information-aggregation systems building upon the established relationship between the argumentation theory and the configuration problem. In particular, the algorithm combines features of a naive approach to
computation of grounded extensions, together with several improvements geared towards reduction of execution costs. The core idea of a naive configuration algorithm utilising the above proposition is to iteratively
proceed in three steps. In each i-th iteration it should 1) execute the agents from layer Ai of the most compact stratification of the system, 2) select the non-controversial ones, and finally 3) add them to the candidate
solution. Additionally, the algorithm operates only on agents relevant to the derivation of the query of interest, checks for safe derivation of the query so that it does not execute irrelevant information-aggregation
agents after it is not necessary any more, and finally checks for early termination in the case the query is not
computable any more due to derivation of a non-reparable conflict in its derivation tree.

References
[1] Phan Minh Dung. On the acceptability of arguments and its fundamental role in nonmonotonic reasoning, logic programming and n-person games. Artif. Intell., 77(2):321–358, 1995.
[2] Peter Novák and Cees Witteveen. Reconfiguration of Large-Scale Surveillance Systems. In J. Leite,
T. C. Son, P. Torroni, L. van der Torre, and S. Woltran, editors, Proceedings of the 14th Workshop on
Computational Logic in Multi-Agent Systems, CLIMA XIV, 2013.

339

BNAIC 2013

ABSTRACTS (B)

Approximate Solutions for Factored Dec-POMDPs
with Many Agents1
Frans A. Oliehoek a

Shimon Whiteson b

Matthijs T.J. Spaan c

Maastricht University. P.O.Box 616, 6200 MD Maastricht
University of Amsterdam. Science Park 904, 1098 XH Amsterdam
c
Delft University of Technology. Mekelweg 4, 2628 CD Delft
a

b

Abstract
Dec-POMDPs are a powerful framework for planning in multiagent systems, but are provably intractable
to solve. This paper proposes a factored forward-sweep policy computation method that tackles the stages
of the problem one by one, exploiting weakly coupled structure at each of these stages. An empirical
evaluation shows that the loss in solution quality due to these approximations is small and that the proposed
method achieves unprecedented scalability, solving Dec-POMDPs with hundreds of agents.

1 Introduction
Cooperative multiagent systems are of significant scientific interest, not only because they can tackle distributed problems, but also because they facilitate the decomposition of problems too complex to be tackled
by a single agent. As a result, a fundamental question in artificial intelligence is: how should teams of agents
act so as to most effectively achieve common goals? When uncertainty and many agents are involved, this
question is challenging, and has not yet been answered in a satisfactory way. Even single-agent decison
making is complicated by incomplete knowledge of the environment’s state (e.g., due to noisy sensors).
However, multiagent settings exacerbate this problem, as agents have access only to their own sensors.
This paper focuses on the finite-horizon decentralized partially observable Markov decision process
(Dec-POMDP) [1], a model that can represent such problems under uncertainty. We consider factored DecPOMDPs, which—by explicitly representing the structure present in the problem—open the door to methods
that exploit this structure and thus scale to many more agents. While there have been positive results for
specific subclasses that restrict the type of structure, e.g., [7], so far only moderate scalability has been
achieved for general Dec-POMDPs. Since even finding an -approximate solution is NEXP-complete, any
method that is guaranteed to be computationally efficient cannot guarantee an absolute bound on the error.
Therefore, in this paper, we abandon optimality guarantees and aim for scalability in the number of agents.

2

Approach

This paper proposes an approximate planning method for factored Dec-POMDPs. These are problems such
as FireFightingGraph, illustrated in Fig. 1(a), where the state consists of multiple variables and each agent
can only affect a subset of these variables directly. Additionally each agent only gets local observations that
depend on a local subset of variables. The goal is to maximize the sum of local rewards over time.
1 Full

version appeared in the Proc. of the Twelfth International Conference on Autonomous Agents and Multiagent Systems [6].
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(a) The FireFightingGraph benchmark.

(b) Decompostion into smaller source problems.

(c) Scalability w.r.t. agents.

We propose an approach based on forward-sweep policy computation (FSPC), which approximates the
Dec-POMDP by a series of one-shot Bayesian games (BGs), one for each stage [3]. Our method, called factored FSPC (FFSPC), exploits weakly coupled structure at each stage by replacing the BGs with collaborative graphical BGs (CGBGs) [4]. The main algorithmic contribution of the paper is a set of approximations
necessary to make FFSPC feasible for problems with many agents:
1. First, we approximate the interaction structure between agents by constructing CGBGs with a predefined factorization. E.g., as illustrated by the rectangles in the left part of Fig. 1(b).
2. Second, instead of following the common practice of solving the underlying (PO)MDP, we employ a
new class of heuristics based on transfer planning that directly approximate the factored Dec-POMDP
value function. This works by defining source problems for each component and transferring the value
functions to the original target problem (also shown in Fig. 1(b)).
3. Third, we use approximate inference [2] to efficiently construct the CGBGs.
4. Finally, we approximately solve the CGBGs by applying Max-Sum to their agent and type independence factor graphs, an approach that has shown state-of-the-art results [5].
An extensive empirical evaluation that shows that FFSPC is highly scalable with respect to the number of
agents (see Fig. 1(c)), while attaining (near-) optimal values. In particular, our method shows scalability
to hundreds of agents which is unprecedented for the class of factored Dec-POMDPs that we consider;
previous approaches applicable to these problems have not been demonstrated beyond 20 agents. Moreover,
a detailed analysis of our approximation indicates that there is no significant decrease in value due to sparse
factorization and approximate CGBG construction, and that the transfer planning heuristics significantly
outperform two baselines. While this works successfully scales to large number of agents, future work
should concentrate on combining this scalability with the ability to tackle longer planning horizons [3].
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Robots are increasingly being used to provide a high standard of care in the near future, due to a foreseen lack of
resources and healthcare personnel. By providing assistance during care tasks, or fulfilling them, robots can relieve
time for the many duties of care workers.
As their intelligence increases, the amount of human supervision decreases and robots increasingly operate
autonomously. With this development, we increasingly rely on the intelligence of these robots. When we start to
depend on autonomously operating robots, we should be able to rely on a certain level of ethical behavior from
machines. Particularly when machines interact with humans, which they increasingly do, we need to ensure that
these machines do not harm us or threaten our autonomy. In complex and changing environments, externally
defining ethical rules unambiguously becomes difficult. Therefore, autonomously operating care robots require
moral reasoning.
In a recent interview in a multimillion copies free newspaper [5], we presented a humanoid robot for healthcare (a
“Caredroid”) in which we will implement the moral reasoning system. The caredroid will assist people in finding
suitable care, and assist them in making choices concerning healthcare.
Caredroids will encounter moral dilemmas. For example, when supporting a patient in making choices, the caredroid
should balance between accepting unhealthy choices or trying to persuade the patient to reconsider them.
In previous research, Pontier and Hoorn [7] developed a moral reasoning system based on the moral principles
developed by Beauchamp & Childress [1]. In simulation experiments, the system was capable of balancing between
conflicting principles. In medical ethics, autonomy is the most important moral principle.
Often autonomy is equated with self-determination. In this view, people are autonomous when they are not
influenced by others. However, autonomy is not just being free from external constraints. Autonomy can also be
conceptualized as being able to make a meaningful choice, which fits in with one’s life-plan [3]. In this view, a
person is autonomous when he acts in line with well-considered preferences. This implies that the patient is able to
reflect on fundamental values in life. Core aspects of autonomy as self-determination are mental and physical
integrity and privacy. Central in autonomy as ability to make a meaningful choice are having adequate information
about the consequences of decision options, the cognitive capability to make deliberate decisions, and the ability to
reflect on the values behind one’s choices. Autonomy as self-determination can be called negative autonomy, or
‘being free of’. Autonomy as the ability to make a meaningful choice is called positive autonomy or ‘being free to’
[2]. To be able to reflect this more complex view of autonomy in the moral reasoning system, we decided to expand
the moral principle of autonomy.
In medical practice, a conflict between negative autonomy and positive autonomy can play a role. Sometimes, the
self-determination of the patient needs to be constrained on the short-term to achieve positive autonomy on the
longer term. For example, when a patient goes into rehab his freedom can be limited for a limited period of time to
achieve better cognitive functioning and self-reflection in the future.
We present a moral reasoning system including a twofold approach of autonomy. The system extends a previous
moral reasoning system [7] in which autonomy consisted of a single variable. The behavior of the current system
matches the behavior of the previous system. Moreover, simulation of legal cases for courts in the Netherlands
showed a congruency between the verdicts of the judges and the decisions of the presented moral reasoning system
1

The full version of this paper appeared in: Artificial Intelligence Applications and Innovations 2013, IFIP Advances
in Information and Communication Technology, AIAI’13
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including the twofold model of autonomy. Finally, the experiments showed that in some cases long-term positive
autonomy was seen as more important than negative autonomy on the short-term.
Case 1 showed that, both according to the judge and to the model, assertive outreach was a morally justifiable option
to prevent judicial coercion. By assertive outreach, the mental integrity and privacy of the patient were constrained.
However, this prevented worsening of the situation, which would have raised the need for judicial coercion, a
measure that would constrain the privacy of the patient more heavily.
In case 2, the psychiatrist should have informed the ambulatory care team instead of the parents of the patient.
Informing the ambulatory care team constrained the privacy of the patient less than informing the parents, and had
more potential to prevent worsening of the situation and improve the cognitive functioning of the patient. Because of
its advantages for positive autonomy, also when only taking into account the principle of autonomy, informing the
ambulatory care team is in this situation a better option than doing nothing. Thus, in this case, constraining negative
autonomy in benefit of positive autonomy improves the overall level of autonomy.
Finally, case 3 showed that negative autonomy can sometimes be constrained to stimulate positive autonomy. In this
case, the patient had agreed to that under certain conditions. Because the conditions of a self-binding declaration
were met, judicial coercion was justified. During detoxification, the cognitive function and reflection of the patient
could be restored. Because of this stimulation of positive autonomy on the longer term, the constraints of negative
autonomy on the short-term in the end positively influence the level of overall autonomy.
The moral reasoning system presented in this paper can be used by robots and software agents to prefer actions that
prevent users from being harmed, improve the users’ well-being and stimulate the users’ autonomy. By adding the
twofold approach of autonomy, the system can balance between positive autonomy and negative autonomy.
In future work, we intend to integrate the model of autonomy into Moral Coppélia [6], an integration of the
previously developed moral reasoning system [7] and Silicon Coppélia - a computational model of emotional
intelligence [4]. Adding the twofold model of autonomy to Moral Coppélia may be useful in many applications,
especially where machines interact with humans in a medical context.
After doing so, the level of involvement and distance (cf. [4]) will influence the way the robot tries to improve the
autonomy of a patient. A robot that is more involved with the patient will focus more on improving positive
autonomy and especially on reflection.
Acknowledgements
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Abstract

Increasing demand and generation in the low-voltage part of our electricity grids challenge existing infrastructure. A battery installed at the end of often-overheated cables can protect them from overheating, if it
is operated intelligently. In addition, it can be crucial to also optimize the battery’s revenue. We propose
two robust heuristic online strategies, which reach up to 83% of the approximated theoretical optimum1 .

1 Problem
Too much aggregated load or generation can overheat an LV cable. Replacement of cables is expensive and
cannot happen in all streets at the same time due to budget constraints. We propose that the network operator
can prolong the operation time of an often-overheated cable by installing a smart battery at its end. This
battery can react to most overheated situations by charging or discharging, thereby protecting the cable. As
a battery is also expensive, it is important to consider that it can make profits during non-overheated times,
by buying and selling electricity, and thus (partly) pay for itself. Therefore, we are dealing with multiple
objectives, for which expectations of future conditions are important.
In order to evaluate costs of overheating, we assume a cost function v that assigns a value to each
time step based on how much the cable was overheated in that time step. It is most realistic to take into
consideration that consecutive overloaded intervals are more damaging to the cable:
 k
ch x > C
v(x, k) =
0 otherwise

where x is the magnitude of the maximum flow on the cable and k is the order of the time step in the set of
consecutive overheated time steps that contain it (it is k for the k-th consecutive overheated interval). Also,
ch > 1 is a constant and C is the current capacity of the cable, above which it is considered overheated.
We aim to minimize ωV − R, where R is the total revenue of the battery, V is total cost added over all
time steps, and ω is a constant weight. For all considered time steps t ∈ T , the offline optimization solution
aims to find the battery charges c1 , . . . , cT and discharges d1 , . . . , dT , such as to minimize ωV − R:
min

c1 ,...,cT ,d1 ,...,dT

ωV − R = ω

T
X
t=1

v(xt , kt ) −

T
X
t=1

pt (dt − ct )

where pt is the market price of electricity in t (which we assume also gives us approximative information
about the behavior of loads and generators along the cable) and the battery size and its charge and discharge
1 This

work has originally (and in more detail) been presented at the CIASG 2013 Symposium[1].
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limits are fixed constraints to this problem. Note that because of the exponential factor in the v function and
the structure of kt , this function is very complicated to compute analytically. However, we can formulate a
linear program (LP) to approximate the optimal solution to this problem.

2

Heuristic strategies

We present two heuristic strategies, H1 and H2 , for solving the online problem. Both make two general
assumptions about overheated time steps, namely that resolving overheating takes precedence and that lowering overheating as much as possible is worthwhile. These assumptions make the algorithms robust, while
their implementation is straightforward and their computation time is low.
The first heuristic strategy, H1 , is purely reactive - it does not rely on expectations of future states (it
does not use expectations of prices and cable flows in the intervals after the current interval). If the cable
exhibits overheating, H1 resolves it as much as is feasible given the battery charge level and its charge and
discharge rates. Otherwise, H1 always tries to bring the charge in the battery to half of its capacity. This
is a robust preparation for resolving both kinds of overheated intervals: the ones during which charging is
needed to protect and the ones during which discharging is needed (recall that H1 does not know which one
to expect). The H1 algorithm does not attempt to optimize revenue other than to avoid overheating costs.
The second heuristic strategy, H2 , prepares for the future if possible - it uses an expectation of future
prices in order to estimate the maximal and minimal levels on the cable for the remaining time steps (without
battery activity). H2 tries to resolve overheated intervals but also optimizes revenue. If the current step is
overheated, H2 resolves overheating according to H1 . If it is not, H2 plans its expected schedule ahead
until time T to find the best action for the current time step t. This happens in two stages: First, a “wish
list” is made, such that expected overheating is resolved as much as possible (using H1 ), and otherwise the
most possible profit is made (according to expected prices). To achieve this, independence between time
steps is assumed. In the second step, the ”wish list“ is adjusted, now taking the dependence of each step
i ∈ [t, T ] on the steps preceding it into account, such that the whole schedule becomes feasible given battery
limits. At the same time, the precedence to avoid overheating is implemented by adjusting planned battery
actions during non-overheated time intervals such that overheating in following intervals is reduced as much
as possible. All adjustments in the second step happen with revenue management in mind.

3

Simulation results

We model a scenario (a street with 20 connections) that can be expected to be realistic several years from
now. Household demand is comparable to today, with several electric vehicles and solar panels added. The
behavior of households partly follows market prices, and is partly determined by sun patterns (time of day).
The battery is assumed to be an electric vehicle battery. Price data is adapted from 2012 wholesale data of
the APX UK power market (with weekends removed). Results are average performances from 20 stochastic
settings, which are each determined by a random day drawn from the price data.
Next to a scenario with no battery, we run the linear program with either complete knowledge about
future prices (LP-ActPrice, the approximated theoretical optimum) or expected prices (LP-ExpPrices). Of
course, we also run H1 and H2 . Expected prices are an average daily price series of the month in which the
current price sample happened. We found in simulations that both H1 and H2 do better than LP-ExpPrices,
while both (particularly H1 ) produce more stable results. H2 does better than H1 , and comes as close as
83% to the performance of LP-ActPrice.

References
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Abstract

Although, only in recent years, northern European countries started to install large offshore wind farms,
it is expected that by 2020, several dozens of far and large offshore wind farms (FLOWFs) will be built.
These FLOWFs will be constituted of a considerable amount of wind turbines (WTs) packed together,
leading to an energy density increase. However, due to shadowing effects between WTs, power production is reduced, resulting in a revenues decrease. Therefore, when FLOWFs are considered, wake losses
reduction is an important optimization goal. This work presents a modular approach to optimize the energy yield of FLOWFs through an evolutionary algorithm. The method consists of a modular strategy
where the site wind rose information is used in different steps, which accelerates the calculation of the
wake losses. The main contribution of this paper is the use of surrogate models to optimize the layout
of offshore wind farms. Although, the surrogates models do not make use of the entire wind information
set, they preserve the main problem trend. At the end, the results obtained are tested for their sensitivity
regarding the wind data and the turbine locations.

1 Introduction
According to the European Commission, offshore wind will have a substantial contribution in helping the
European Union to meet its energy policy objectives. Hence, a substantial increase in the offshore wind
installed capacity is expected in the coming years [1]. In order to reduce costs, e.g. internal collection
system cost, turbines tend to be packed in WFs. However, the installation of wind turbines (WTs) close to
each other causes interferences such as shadowing effects. For example, the efﬁciency of the Danish Horns
Rev offshore wind farm is 11% lower when compared to what the same turbines would produce if installed
alone [4]. Optimizing the WT micro siting is one possible strategy to reduce wake losses. In this work, the
wake growth model used was proposed in [3].

2 Optimization Approach
The covariance matrix adaptation evolution strategy (CMA-ES) is the algorithm used. It is one of the most
powerful evolutionary algorithms for real-valued single-objective optimization of non-linear and non-convex
functions [2]. The optimization goal in this paper is to maximize the wind farm efﬁciency.
1 The full paper has been published in Proceeding of the ﬁfteenth annual conference companion on Genetic and evolutionary
computation conference companion, pages 1561–1568, 2013.
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The proposed optimization scheme is composed of three steps. The ﬁrst step makes use of only the main
wind direction to optimize the WTs siting problem. In this phase, the main wind sector is considered. In the
third stage, the entire wind rose is now used. Hence, the wake losses model is slower but it offers maximum
accuracy. The proposed approach is compared with a standard optimization method, where the offshore WF
layout is optimized using the complete wind rose information during the entire optimization process.

3 Results
Figure 1 shows the best ﬁtness values during both optimizations. For the proposed method the wind farm
efﬁciency was recalculated in order to considered the entire wind rose (green curve). The blue curve represents the wind farm efﬁciency seen by the algorithm during the optimization. During the second step of the
proposed method, it can be seen that the same curve shape can be found in the blue and green curves. For
this wind rose, it can be concluded that, even though only 25% of the wind information is being used, the
wake losses are, to some extent, representative for the entire wind rose.
Evolution of the wind farm efficiency
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Figure 1: Best found ﬁtness values during optimization for both strategies.

4 Conclusions
The proposed approach is able to obtain better layouts while requiring lower computational power, since
the surrogates used are able to preserve the main problem trend without using the entire wind rose. Due
to the lower computational complexity, the algorithm convergence to improved layouts is speeded up since
more wake losses evaluations are performed within the same calculation time of the standard optimization
approach.
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Abstract.
By giving reward at the right times, animals like monkeys can be trained to perform complex
tasks that require the mapping of sensory stimuli onto responses, the storage of information in working
memory and the integration of uncertain sensory evidence. While significant progress has been made in
reinforcement learning theory [2, 5], a generic learning rule for neural networks that is biologically plausible
and also accounts for the versatility of animal learning has yet to be described. We propose a simple biologically plausible neural network model that can solve a variety of working memory tasks. The network is
illustrated in Figure 1: as output, the network predicts action-values (Q-values) for different possible actions
[2], and it learns to minimize SARSA [2] temporal difference (TD) prediction errors by stochastic gradient
descent. In the hidden layer, the model has both standard neural units as well as memory units. Memory
units are inspired by neurons in lateral intraparietal (LIP) cortex and prefrontal cortex that exhibit persistent
activations for task related cues in visual working memory tasks [1]. In the model, the memory units learn to
represent an internal state that allows the network to solve working memory tasks by transforming POMDPs
into MDPs. The updates for synaptic weights have two components. The first is a synaptic tag that arises
from an interaction between feedforward and feedback activations. Tags form on those synapses that are
responsible for the chosen actions by an attentional feedback process [6]. The second factor is a global
neuromodulatory signal that reflects the TD error, and this signal interacts with the tags to yield synaptic
plasticity. TD-errors are represented by dopamine neurons [5]. The persistence of tags permits learning if
time passes between synaptic activity and the animals choice, for example if information is stored in working
memory or evidence accumulates before a decision is made. The learning rules are biologically plausible
because the information required for computing the synaptic updates is available at the synapse. We call the
new learning scheme AuGMEnT (Attention-Gated MEmory Tagging).
We show that AuGMEnt explains how neurons in association cortex learn to temporarily store taskrelevant information in non-linear stimulus-response mapping tasks (Shown in Figure 2, [1, 3]). The memory
saccade/anti-saccade task (Fig. 2A) is based on [3]. This task requires a non-linear transformation and
cannot be solved by a direct mapping from sensory units to Q-value units. Trials started with an empty
screen, shown for one time step. Then either a black or white fixation mark was shown indicating a prosaccade or anti-saccade trial, respectively. The model had to fixate on the fixation mark within ten time-steps,
or the trial was terminated. After fixating for two timesteps, a cue was presented on the left or right. The cue
was shown for one time-step, and then only the fixation mark was visible for two time-steps before turning
off. In the pro-saccade condition, the offset of the fixation mark indicated that the model should make an
eye-movement towards the cue location to collect a reward. In the anti-saccade condition, the model had
to make an eye-movement away from the cue location. The input to the model (Fig. 2B) consisted of four
binary variables representing the information on the virtual screen; two for the fixation marks and two for
1 Appeared as “Neurally Plausible Reinforcement Learning of Working Memory Tasks”, J.O. Rombouts, S.M. Bohte & P.R. Roelfsema, Advances in Neural Information Processing (NIPS) 25, 2012, pp 1880–1888.
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Figure 2: A Memory saccade/antisaccade task. B Model network. In the association layer, a regular unit and two

memory units are color coded gray, green and orange, respectively. Output units L,F,R are colored green, blue and red,
respectively. C Unit activation traces for a sample trained network. Symbols in bottom graph indicate highest valued
action. F, fixation onset; C, cue onset; D, delay; G, fixation offset (Go signal). Thick blue: fixate, dashed green: left,
red: right. D Selectivity indices of memory units in saccade/antisaccade task (black) and in pro-saccade only task (red).

the cue location, and +/− derivative cells that encode positive and negative changes in sensory inputs as
input to the memory units. The activity of a trained network is illustrated in Fig. 2C. The Q-unit for fixating
at the center had strongest activity at fixation onset and throughout the fixation and memory delays, whereas
the Q-unit for the appropriate eye movement became more active after the go-signal. This activity derives
from memory units in the association layer that maintain a trace of the cue as persistent elevation of their
activity and are also tuned to the difference between pro- and antisaccade trials (Fig. 2D). Additionally,
AuGMent can also learn to integrate probabilistic evidence for perceptual decision making [4] (see full
paper). Together, these experiments show that by including memory units as an integral part of the neural
network, AuGMEnt can learn to solve difficult POMDP tasks that require learning “information states” in
the neural network’s hidden layer.
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1

Introduction

Mixing of partial solutions is a key mechanism used for creating new solutions in many Genetic Algorithms (GAs). However, this mixing can be disruptive and generate improved solutions inefficiently.
Exploring a problem’s structure can help in establishing less disruptive operators, leading to more efficient mixing. One way of using a problem’s structure is to consider variable linkage information.
This paper focuses on exploring different methods of building family of subsets (FOS) linkage models, which are then used with the Gene-pool Optimal Mixing Evolutionary Algorithm (GOMEA) to
solve MAX-SAT problems. The GOMEA framework provides an efficient mechanism for mixing partial solutions and generating new candidate solutions, given a FOS linkage model [1]. We wish to
examine if learning variable linkage information, and representing this linkage within a FOS model can
be beneficial in creating highly fit solutions more efficiently.

2

FOS Linkage Model and GOMEA Instances

A linkage model has the capacity to represent groups of variables for a given problem, which make an
important contribution to the fitness of solutions. A family of subsets (FOS) linkage model is a set of
subsets of a main set, which contains all problem variables. Each subset of the FOS contains between
one and l−1 items, where l is the number of problem variables. Individual algorithms from the GOMEA
family are distinguished by how the linkage models are constructed.
GOMEA is a family of genetic algorithms which generate new solutions through mixing. Initially,
a random population of solutions is created and evaluated. During solution mixing, each subset of
the FOS model is used as the variation operator, or a mask, which is applied to copy values from a
randomly picked donor solution from the population to the current solution and the effect is evaluated
immediately. Any improvement to the fitness of the solution from applying a FOS subset mask is kept
[1]. This process is repeated for every solution in the population. In the Black Box setting we consider
three GOMEA Instances which generate the FOS linkage model differently.
The Linkage Tree Genetic Algorithm (LTGA) is a GOMEA instance that learns the linkage between
the problem variables, by generating a linkage tree at each generation. Building this tree is accomplished by a hierarchical clustering algorithm which uses mutual information to determine dependencies
between variables [2]. Each variable is first assigned to a single cluster. Based on the mutual information new clusters are created by joining together already existing clusters. This process continues until
only one cluster (containing all variables) is left. FOS model subsets generated by LTGA consist of the
variable clusters present in the linkage tree.
Random-Tree GOMEA has a linkage structure identical to LTGA. While the FOS linkage structure
is still based on a linkage tree, the actual linkage information is not based on learned variable dependen1 The full paper has been published in the Proceedings of the Genetic and Evolutionary Computation Conference - GECCO13,
pages 853–860, 2013.
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cies. Mutual information used to determine variable dependencies and cluster proximities is completely
random. No real linkage information is discovered.
Univariate GOMEA is a very simple instance of the GOMEA family. All the problem variables are
considered to be independent, resulting in no linkage between the variables being modeled. In other
words, the FOS linkage structure only consists of singleton subsets.

3

Results

Figure below shows how different algorithms from the GOMEA family perform on representative
benchmarks (averaged over 30 independent runs). Unif is a random and uniformly distributed benchmark, while am55 and c880 are structured and not uniform. The only algorithm which attempts to learn
linkage information is LTGA. The results show that Univariate-GOMEA is only efficient for small

population sizes of uniformly distributed random problems. LTGA becomes more efficient for larger
populations. Problems with a better defined underlying structure favor linkage learning in all cases.
LTGA outperforms the Random-Tree and Univariate GOMEA instances. This indicates that learning
variable linkage can be a powerful tool in the MAX-SAT domain.

4

Summarized Additional Results and Conclusions

In the full version of this paper White Box setting results are presented, where problem specific information can be explored. We also provide comparisons with other SAT solving algorithms such as hBOA,
GSAT and Walksat, showing how linkage-learning GOMEA instances (such as LTGA enhanced with a
local search) often outperform them.
Given experimental data in the full version of this paper, we conclude that exploring variable linkage
of MAX-SAT problems helps in generating better solutions more efficiently. The results hold in terms
of evaluations performed in both black and white-box settings, and in terms of the total run-time the
algorithms need to generate near-optimal solutions.
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Abstract
Scheduling of infrastructural maintenance poses a complex multi-agent problem. Commonly a central
authority is responsible for the quality and throughput of the infrastructure, while the actual maintenance is performed by multiple self-interested contractors. Not only does the central authority have
to (economically) incentivise agents to consider quality and throughput, it is also burdened with the
coordination of agents’ activities on the network with contingent activity durations.
We introduce a coordination method that combines planning under uncertainty and dynamic
mechanism design to coordinate agents on a network level. We apply this method on maintenance
planning scenarios obtained through accurate modelling of the problem domain. To the best of our
knowledge, this is the first application of dynamic mechanism design on a real-world problem. Finally, we validate the feasibility of our method through experimental evaluation and identify current
open challenges for both the planning and scheduling as well as the mechanism design communities.

1

Introduction

Planning maintenance of (public) infrastructures, for example a highway network, is a challenging
real-world problem. Although maintenance improves the infrastructure quality, it is accompanied by
throughput reductions. For instance in the case of a highway network, performing maintenance requires
at least a partial closure of the particular highway that is being serviced. Given the enormous economic
impact of the resulting delays, it is essential to plan maintenance such that it only minimally disrupts
the traffic flow. Especially when multiple agents are working concurrently on the network, they cause
the throughput to degrade rapidly and hence coordination between agents is a necessity.
There are several major obstacles that make the coordination problem complex. First of all maintenance activities commonly face delays. Secondly, as the agents are self-interested, they focus only on
profit and have to be explicitly rewarded (or fined) for their contribution to other objectives. Finally, we
also need to consider the cost that agents have for doing the maintenance, otherwise they will not be
interested in participating in the coordination mechanism at all. Difficult here is that maintenance costs
are private and thus need to be elicited truthfully in order to be able to optimise the overall utility. If not,
agents may increase their utility by lying about their costs, leading to inefficient plans.

2

Coordination Mechanism

We introduce a coordination method that combines the dynamic Vickrey-Clarke-Groves (VCG) [1, 2]
mechanism with stochastic planning using Markov Decision Processes (MDP’s) [4]. Informally, the
mechanism first asks agents to reveal their maintenance costs after which an optimal joint policy is
computed using these costs and penalties/rewards for quality and throughput. The policy dictates the
1 This is an extended abstract, the full paper can be found in Proceedings of the International Conference on Automated
Planning and Scheduling (ICAPS), pages 425 – 433, AAAI Press, 2013
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activities to perform each state, therefore enabling us to account for all assessed maintenance risks.
Truthfulness is achieved through the payments defined by the VCG mechanism.
Finding optimal solutions is achieved through a two-stage MDP encoding of the joint planning
problem which we solve using the SPUDD solver [3]. This stage separation, enforced through tokens
and penalties of infinite cost, enables us to first determine for each agent the activity to start or continue
and subsequently ‘execute’ the combined set of planning choices. Effectively this allows us to reduce
the size of the (exponential) joint MDP action set to a linear set size, at the cost of having a larger state
space. However, as MDP solvers are typically geared toward exploitation of exponential state spaces,
this results in a significantly better performance in terms of run time.

3

Evaluation

We have performed experiments on two scenarios that are both real-world problems obtained through
interviews and discussions with domain experts [5]. We compared three planning approaches for both
scenarios: one where agents plan individually, one where agents iteratively improve the joint plan (best
response) and a centralised approach. The first scenario, dubbed activities with failures, concern unittime activities that can fail and has applications in for example supply chains or factory scheduling
(Figure 1a). The second scenario, portfolio management, serves to illustrate the complexity of scheduling a pre-allocated set of activities with possible delays (Figure 1b).
In conclusion, we present a first solution for coordination of multiple self-interested agents that
are related through their planning choices. We argue that the theory of dynamic mechanism design
and stochastic planning can be used for coordination but our experiments show that further research is
required in order to apply it on real-world instances. Applications exist in several other domains such
as bandwidth allocation or smart power grids, highlighting the need for a practical solutions.
Acknowledgements This research is part of the Dynamic Contracting in Infrastructures project supported by

Next Generation Infrastructures and Almende BV. Matthijs Spaan is funded by the FP7 Marie Curie Actions Individual Fellowship #275217 (FP7-PEOPLE-2010-IEF).

References
[1] D. Bergemann and J. Valimaki. Efficient dynamic auctions. Cowles Foundation Discussion Papers, 2006.
[2] R. Cavallo. Efficiency and redistribution in dynamic mechanism design. In Proc. of 9th ACM conference on
Electronic commerce, pages 220–229. ACM, 2008.
[3] J. Hoey, R. St-Aubin, A. Hu, and C. Boutilier. Spudd: Stochastic planning using decision diagrams. In Proc.
of Conf. on Uncertainty in Artificial Intelligence, pages 279–288, 1999.
[4] M. L. Puterman. Markov Decision Processes—Discrete Stochastic Dynamic Programming. John Wiley &
Sons, Inc., New York, NY, 1994.
[5] Leentje Volker, Joris Scharpff, Mathijs de Weerdt, Paulien Herder, and S Smith. Designing a dynamic network
based approach for asset management activities. In Proc. of the 28th Annual Conf. of the Association of
Researchers in Construction Management (ARCOM), pages 655–664, 2012.

353

BNAIC 2013

ABSTRACTS (B)

PsyOps: Personality Assessment Through
Gaming Behavior 1
Shoshannah Tekofsky a

Pieter Spronck a

Jaap van den Herik a
a
b

Aske Plaat a

Jan Broersen b

Tilburg University, PO Box 90153, 5000 LE Tilburg, The Netherlands
Utrecht University, PO Box 80.089, 3508 TB Utrecht, The Netherlands

Traditional personality assessment methods fall into the categories of behavioral, observational, and
self-report measures. In our research we explore the potential of adding another approach to this arsenal:
personality assessment through video games. Video games combine the strengths of behavioral and observational measures, while side-stepping the reliability issues inherent in self-report. Additionally, video
games offer a higher ecological validity than the traditional personality assessment methods. To determine
if video games may contribute to personality assessment, we set out to answer the question: Does the statistically trackable play style of a player significantly correlate to his personality? Through the effective
use of promotional material, 13,376 participants were recruited for our experiment. Each one filled out an
IPIP Big Five personality test and provided access to their game statistics for the online multiplayer shooter
Battlefield 3. In order to answer the research question, correlations between play style and personality were
calculated. The results are also relevant to game developers who wish to personalize a game experience to
an individual player.

1 Experimental Setup
Data collection took place through a promotional website (PsyOps). Six types of data were collected: player
name, 100-item IPIP questionnaire, age, country of residence, gaming platform, and credits. Each participant was asked to give permission for anonymous use of his game statistics, which were then automatically
retrieved from a public database. Player name was used as the key for game statistics retrieval. It is a unique
identifier of a player account in Battlefield 3. Therefore, it was used to ensure all participants were unique
individuals. In this manner 826 game statistics were extracted. Domain knowledge was employed to combine and process the game statistics to reflect gaming behavior more accurately. The result was that 173
play style variables were defined over nine categories: Ribbon (7), Global (42), Equipment (8), Rank (1),
Class (4), Score (19), Game Mode (10), Vehicle Category (7), Weapon (75)2 .The credits field was a tick box
where participants indicated if they wished to have their player name listed on the credits page of the final
research report.
1 The full paper has been published in the Proceedings of the International Conference on the Foundations of Digital Games, pages
166-173, 2013.
2 An overview of all the variables and their definitions are presented on the research website: http://www.psyopsresearch.com

354

BNAIC 2013

2

ABSTRACTS (B)

Results

The final sample contained 6373 participants (see original paper for filtering criteria [1]). Correlations
were considered significant at α = 0.05. Between the 173 play style variables and the five personality
dimensions, 311 correlations were significant. Between the 173 play style variables and the 100 IPIP items,
4442 correlations were significant. Most of the correlations showed an effect size (r) below 0.1. For the Big
Five dimensions, 4 correlations had r > 0.1. For the individual IPIP items, 17 correlations had r > 0.1. In
order to provide the reader with a succinct overview of the correlations, we highlight three overall themes
across the correlations between play style and personality. (1) The Big Five dimension Conscientiousness is
negatively correlated with speed of action. (2) The game variable Unlock Score per Second correlates most
often and most strongly with personality, especially with the Big Five dimensions Conscientiousness and
Extraversion. Unlock Score per Second is a measure of how much a player varies his play style. (3) IPIP
statements related to work ethic correlate negatively with performance in the game.
A post-hoc analysis uncovered an additional finding. Age correlates with both play style and personality
as well, showing high effect sizes. Age correlations are not related to our research question, but will be
briefly discussed due to the strength of our findings. Age correlates significantly with all Big Five dimensions
with a strength of 0.11, 0.20, 0.13, 0.08, and 0.07, respectively. Correlations between age and the IPIP
statements are also significant. The greatest effect size here is 0.20 < r < 0.25 for two statements: “I
know how to captivate people” and “I find it difficult to get down to work.” Additionally, age correlates
significantly with 151 of the 173 play style variables. Skimming off the strongest of the correlations (r >
0.30), age is found to correlate negatively with speed of play, correlate positively with length of play, and
correlate negatively with game performance.

3 Conclusion
Our aim was to answer the question: Does the statistically trackable play style of a player significantly
correlate to his personality? The answer we found is yes. Our findings have a high statistical power due
to the large sample size we acquired through an elaborate promotional campaign (PsyOps). Effect sizes are
small, but significant and numerous. Additionally, we found in our post-hoc analysis that older players are
more conscientious, less experimental and slower than younger players.
For future work we want to expand on the current approach in four ways. First, the play style statistics
of the players in our sample can be reextracted to reflect changes in performance over time. Such changes
may relate to the personality of the player. Secondly, the relationship between age and play style can be
further explored with the current sample, as well as samples from other games. Thirdly, the current work
on the relationship between play style and personality can be expanded by including games of other genres.
A main point of interest here is to find out what overarching themes define the relationship between play
style and personality across different video game genres. Fourthly, video games hold the potential to train
players in transferable skills such as situational awareness (useful for driving) or spatial cognition (useful for
reading maps). The potential can be uncovered by researching the relationship between a player’s gaming
prowess and his performance on skill challenges unrelated to gaming.
See original paper for more details and references. [1]
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Abstract
After the defeat of the human chess World Champion in 1997, many researchers turned their attention to
the oriental game of Go. The minimax approach, so successful in chess, did not work in Go. Instead,
around 2006 a new method was developed: MCTS (Monte Carlo Tree Search). The success of MCTS in
Go caused researchers to apply the method to other domains. In this article we report on experiments with
MCTS for finding improved orderings for multivariate Horner schemes, a basic method for evaluating
polynomials. We report on initial results that typically improve existing methods by a factor of two. In
addition, we continue with an investigation into two parameters that guide the MCTS search. It will be
interesting to see if these insights can be transferred to other domains.

MCTS basics
In decades of computer-chess research, minimax was consistently the algorithm of choice. However, in Go,
it failed to achieve good results, and a different algorithm prevailed: MCTS [1,2,4]. The two most important
characteristics of MCTS are: a different backup operator (no more minimax), and no need for a heuristic
evaluation function. Instead, MCTS uses the average of random playouts to guide the search. By balancing
exploration and exploitation it appears to be able to detect by itself which areas of the search tree contain
the green leaves, and which branches are dead wood. Having a “self-guided” (best-first) search, without
the need for a domain-dependent heuristic, can be highly useful. In this article we report on experiments
with MCTS for finding improved orderings for multivariate Horner schemes, a basic method for evaluating
polynomials.
MCTS consists of four main steps: selection, expansion, simulation (playout), and backpropagation.
The main steps are repeated as long as there is time left. For each step the activities are as follows.
(1) In the selection step the tree is traversed from the root node until we reach a node, where a child is
selected that is not part of the tree yet. In this step the selection process of the algorithm can be tuned from
exploitation (greedy) to exploration (less greedy).
(2) Next, in the expansion step the child is added to the tree.
(3) Subsequently, during the simulation step selections are made in “self-play” until the end of the game
is reached. The result R of this—simulated—game is the outcome of the final position (for games: +1 in
case of a win for Black (the first player in Go), 0 in case of a draw, and −1 in case of a win for White).
Crucially, self-play traverses a path, not a tree.
(4) In the back-propagation step, R is propagated backwards, through the previously traversed nodes.
Finally, the move played by the program is the child of the root with the best win/visit count, depending on
probability calculations.
The more leaves that are explored (denoted by N), the better the outcome of the algorithm.
∗ Parts of this work have appeared in a keynote speech by the first author at the International Conference on Agents and Artifical
Intelligence ICAART 2013 in Barcelona under the title “Connecting Sciences.” These parts are reprinted with permission.
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The selection rule of MCTS allows balancing of (a) exploitation of parts of the tree that are known to be
good (i.e., high win rate) with (b) exploration of parts of the tree that have not yet been explored (i.e., low
visit count). A search parameter, named C p in UCT terminology, determines this choice [4].

Balancing Exploration and Exploitation
The success of MCTS is sometimes associated with the UCT selection formula [4]. However, empirical
results indicate that different selection schemes outperform UCT in practice (see, for example, [3]). Understanding the parameters that govern the MCTS search process is an active area of research. Most research
on MCTS focuses on its application in games, with Go as a noticeable instance, where the research aim is to
achieve the strongest playing program. In contrast, we applied MCTS in a classical optimization setting, and
in this paper our focus is on gaining a deeper insight into the way MCTS works, starting with understanding
the intricacies of balancing exploration and exploitation.
The performance of MCTS-Horner has been tested by implementing it in F ORM [5, 6], a high performance computer algebra system. MCTS-Horner was tested on a variety of different multivariate polynomials
from high-energy physics, against the currently best algorithms. For each test-polynomial MCTS found better variable orders, typically with half the number of operators than the expressions generated by previous
algorithms. The results are reported in detail in [5].
The experiments showed that the effectiveness of MCTS depends heavily on the choice for the exploitation/exploration constant C p and on the number of tree expansions (N).
When C p is small, MCTS favors parts of the tree that have been visited before because the average score
was good (“exploitation”). When C p is large, MCTS favors parts of the tree that have not been visited before
(“exploration”). Our experiments showed the range for which values of C p the algorithm performed best.
Crucially, this value depends on N, the size of the tree. For small numbers of tree expansions, low values
for the constant C p should be chosen (less than 0.5). The search is then mainly in exploitation mode. MCTS
quickly searches deep in the tree, most probably around a local minimum. This local minimum is explored
quite well, but the global minimum is likely to be missed. With higher numbers of tree expansions a value
for C p in the range [0.5, 2] seems suitable. This range gives a good balance between exploring the whole
search tree and exploiting the promising nodes. Very high values of C p appear to be a bad choice in general,
nodes that appeared to be good previously are not exploited anymore so frequently.
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Abstract
This paper presents a qualitative study of the supportive behavior of an Embodied Conversational Agent
(ECA) that provides social support to cyberbullying victims. The results indicate that social support is
conveyed. In addition, we demonstrate a method that can be utilized to evaluate embodied agents for
vulnerable target audiences (e.g., children), and in sensitive domains (e.g., cyberbullying).

1

Introduction

There is a growing interest in employing embodied agents as companions and coaches. Increasingly, this
type of agents is equipped with the ability to understand and express emotions. However, to what extent
the behavior of emotional agents actually affects the perception, attitudes, and behavior of users remains
unclear [1]. In order to understand the impact of emotional agents on users, Beale and Creed argue that a
fine-grained approach is required [1].
In embodied agents research, quantitative studies are the norm. However, quantitative studies provide
little insight into how and why certain interaction strategies affect user attitudes and perceptions. Therefore,
they are less suitable to provide for a fine-grained analysis. Qualitative research methods seem more suitable
to explore what aspects of an agent’s behavior contribute to achieving certain effects in users.
Our research concerns an embodied conversational agent (ECA) that provides social support to cyberbullying victims aged 10–14 years old2 . This paper presents a qualitative evaluation of the supportive behavior
of the virtual buddy prototype we implemented. Since we are dealing with a vulnerable target audience and
a sensitive application domain, the evaluation was conducted by pedagogical experts.

2

Method

We implemented a prototype of an empathic virtual buddy that uses verbal and nonverbal behavior to comfort
users. Interaction is based on a scenario in which a 14-year old boy is being verbally abused and threatened
by a classmate. The virtual buddy guides the user through a structured conversation about these events,
during which it provides emotional support and practical advice. Details about the conversation structure
can be found in [3].
A focus group was organized to explore different aspects of the virtual buddy’s supportive behavior. A
focus group is a group discussion in which individual views and experiences are explored through group
interaction [2]. Six pedagogical experts were invited to try the virtual buddy and discuss their opinions
1 The

full version of this paper has been accepted for publication in the proceedings of Intelligent Virtual Agents (IVA) 2013.
would like to emphasize that our research is focused on designing supportive interactions between ECAs and users. Our
research objective does not include evaluating the agent’s suitability or effectiveness as a tool against cyberbullying.
2 We
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on its supportive behavior. The session took approximately three hours; it was audiotaped and transcribed
verbatim for analysis.

3

Results

In general, the experts were positive about the virtual buddy’s supportive behavior, and stated they felt
supported by the interaction. The experience of being supported was mainly contributed to the combination
of verbal utterances and facial expressions. The following quote illustrates the combination of verbal and
nonverbal behavior works better than verbal-only support:
Expert 2: I find Robin3 left a very sympathetic impression, precisely because of the combination
of language and those different expressions. [. . . ] I say it works better than text-only; it really
struck me that that did something more to me than just reading.
A suggestion made by the participants was to add more verbal support to the conversations:
Expert 3: It has already been said a few times that there should be more empathic responses,
for example Robin asks, ‘do you know the bully?’ and after the response immediately there is
another factual question, ‘how long have you been bullied?’ It is better to first give a response
to every answer, such as ‘that’s annoying’ or ‘that’s awful’.
An important threat to the experience of support is the certainty with which the buddy assumes it is being
helpful when it gives advice. Therefore, the virtual buddy should check whether its advice is acceptable:
Expert 3: I think you can give advice, but you should always check whether it is helpful.

4

Conclusion

In this paper, we presented a qualitative evaluation of the supportive behavior of our virtual buddy prototype
that provides social support to cyberbullying victims. Six pedagogical experts were invited to try the prototype and discuss their opinions in a focus group. The results show that the virtual buddy is able to convey
support. The experience of being supported was mainly contributed to the combination of verbal supportive utterances and facial expressions. Important improvements suggested include adding more supportive
utterances to the conversation, and requesting feedback to check whether the buddy’s advice is helpful. The
second contribution of this paper is the demonstration of a method that can be used to evaluate embodied
agents for vulnerable target audiences (e.g., children), and in sensitive domains (e.g., cyberbullying). In
particular, the virtual buddy was evaluated by experts, instead of its actual target audience .
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In multi-objective problems, it is key to find compromising solutions that balance different objectives.
The linear scalarization function is often utilized to translate the multi-objective nature of a problem into
a standard, single-objective problem. Generally, it is noted that such as linear combination can only find
solutions in convex areas of the Pareto front, therefore making the method inapplicable in situations where
the shape of the front is not known beforehand. We propose a non-linear scalarization function, called the
Chebyshev scalarization function in multi-objective reinforcement learning. We show that the Chebyshev
scalarization method overcomes the flaws of the linear scalarization function and is able to discover all
Pareto optimal solutions in non-convex environments.

1 Introduction
Formally, multi-objective reinforcement learning (MORL) is the process of simultaneously optimizing multiple objectives which can be complementary, conflicting as well as independent. So deciding a priori on the
importance of the different criteria might be difficult. The goal of MORL is to search the policy space and
eventually find policies that simultaneously optimize one or more objectives.
A popular approach consists of transforming the multi-objective problem into a single-objective problem
by employing scalarization functions. These functions provide a single score indicating the quality over a
combination of objectives, which allows a simple and total ordering. In many cases, a linear combination
of the objectives is utilized, but as noted in [1], this mechanism only allows Pareto optimal solutions to be
found amongst convex areas of the Pareto front.

2 Scalarization functions
The linear scalarization function. In single-objective learning, the agent’s table is used to store the
expected reward for the combination of state s and action a, i.e. Q̂(s, a). In a multi-objective setting, the
Q-table is extended to incorporate objectives, i.e. Q̂(s, a, o). Thus, the expected rewards for each state,
action and objective can be stored, retrieved and updated separately.
An important aspect of multi-objective optimization consists of how the actions are selected, based on
different objectives. A scalarization function transforms a multi-objective problem into a single objective
problem by performing a function over the objectives to obtain a combined score for an action a for different
objectives o. This single score can then be used to evaluate the particular action a. Given these scores,
one can utilize the standard action selection strategies of single-objective reinforcement learning, such as greedy and Boltzmann, to decide which action to select. Most scalarization functions imply that an objective
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o is associated with a weighted coefficient, which allows the user some control over the nature of the policy
found by the system, by placing greater or lesser emphasis on each of the objectives.
Pm In a multi-objective
environment, this trade-off is parametrized by wo ∈ [0, 1] for objective o and o=1 wo = 1. The most
common function is the linear scalarization function because of its simplicity and straightforwardness. More
precisely, a weighted-sum is performed over each Q̂(s, a, o) with o = 1 . . . m and their corresponding
weights to obtain the score of x, P
i.e. As a result of applying the scalarization, scalarized Q-values or SQm
values are obtained: SQ(s, a) = o=1 wo · Q̂(s, a, o).
The Chebyshev scalarization function. Our novel alternative as a mechanism to evaluate actions with
multiple objectives consists of using Lp metrics. In detail, Lp metrics measure the distance between a point
in the multi-objective space and a utopian point z ∗ . In our setting, we measure this distance to the value
of the objective functions f for each objective o of the multi-objective solution x, i.e. minx∈Rn Lp (x) =

Pm
∗ p 1/p
, where 1 ≤ p ≤ ∞. In the case of p = ∞, the metric is also called the weighted
o=1 wo |fo (x)−zo |
L∞ or the Chebyshev metric and is of the form: minx∈Rn L∞ (x) = maxo=1...m wo |fo (x) − zo∗ | In terms of
action selection mechanism, the objective function values f are replaced by Q̂(s, a, o)-values to obtain the
scalarized Q-value or SQ-value, for state s and action a: SQ(s, a) = maxo=1...m wo · |Q̂(s, a, o) − zo∗ | The
reference point z ∗ is a parameter that is being constantly adjusted during the learning process by recording
the best value so far for each objective o, plus a small constant τ , i.e. zo∗ = fobest (x) + τ .

3

Experiments

We evaluated the two scalarization functions on two benchmark environments, called the Deep Sea Treasure
world and the multi-objective Mountain Car world with two and three objectives respectively [1]. The
policies found are evaluated by the hypervolume metric which measures the distance to the set of Pareto
optimal solutions and the spread of the policies. The hypervolume measures in Fig. 1 teach us that the
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Figure 1: The learning curve of the Q-learners using the linear and Chebyshev scalarization functions as
their action evaluation methods on the DST world. The Pareto optimal set is depicted in black.
non-linear Chebyshev function is able to attain a greater part of set of Pareto optimal solutions, while the
linear scalarization function was limited to only obtaining a restricted set of policies. Other experiments also
showed us that the Chebyshev function attained a much more diverse set of policies than the linear function
in non-convex environments [2].
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Abstract

In this paper we propose the use of a shared social context to facilitate agent perception of social dynamics
within a virtual environment. We argue that through a shared context it can be more feasible to equip agents
with social behaviors and reasoning rules for social intelligence, better suited for real-time constrained
serious games with multiple agents.

1 Introduction
Social reasoning for agents in a real-time (virtual) environment often depends on a rich social context including a good understanding of the environment and social activities of other agents. Composing a social
context fully autonomously involves computationally expensive inference procedures concerning environment perception, action recognition and intent recognition. In this paper we propose to employ a partly
shared social context to facilitate agents in performing such procedures in order to keep their behavior both
socially realistic and also efficient. Since actions and intents are already assumed to be available within an
actor agent, we make use of this information by allowing other agents to use it directly in their perception
process. The shared social context is managed by a middleware coupling multiagent systems (MASs) and
game engines.
Figure 1 illustrates the architectural design of a middleware approach for managing a shared social
context for virtual agents whose design is distributed among a MAS and a game engine. The middleware
introduces a social layer (bottom part of the figure) that offers an information source for agents to directly
read aspects of the social context, hereby eliminating the need for individual agents to construct a similar
context fully autonomously. Communication with the social layer is regulated through publish/subscribe
mechanisms. Ontologies are used for specifying concepts employed in the shared social context. Employed
models within the social layer are described next.

2 Shared Social Context
Social Environment Model This model represents the virtual environment defined at an abstraction level
at which agents can reason efficiently based on meaningful concepts. It is built on ontologically-grounded
concepts representing environment objects, properties and events. Semantic translations are required to
convert data from the game engine’s game state to semantic concepts (e.g. a collection of fire particles
translates to a fire concept). The benefits of managing this model globally is that semantic processing can
be optimized by sharing translations between multiple agents.
1 The full paper has been published in Proceedings of the 2013 International Conference on Autonomous Agents and Multiagent
Systems, pages 1127–1128, 2013
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Figure 1: System Implementation
Physical Activity Model This model comprises all currently active physical actions of all embodied agents.
Here an action represents some bodily movement of a virtual character like locomotion, grabbing an object, performing a gesture or speech action. In this model, agents can be facilitated in performing action
recognition where they can be notified about the physical actions of others. Without such explicit information, agents would individually need to infer these actions themselves, which would involve inspecting their
perceivable part of the game state over time while searching for patterns that may represent some physical
action.
Social Activity Model Similar to its physical counterpart though now at the cognitive level, this model
contains a collective overview of all agents’ current intents. Here, intents can represent both task-related
intents (e.g. an intent to pick up an object) or communicative intents (e.g. a dialogue move for requesting
information). With this model, agents can be facilitated in performing intent recognition where they can
be notified about active intents of other agents. Without this facility, agents would have to infer intents
autonomously which would involve associating the type and timing of one or more physical actions to some
possible underlying intent of the actor agent.

3 Conclusion
In this paper we proposed the use of a shared social context managed by a middleware to facilitate agents
in perceiving their environment and physical and social activities of other agents in this environment. Still,
providing this shared context does not preclude agents to keep an individual context in which they might
keep subjective information about the social situation and other agents. It is up to a designer of a specific
application to decide what model(s) to employ. So, the shared social context should be seen as an easy obtainable, but general basis for creating a personal social context rather than an all-compassing and restrictive
model. A more extensive description of our approach can be found in [1].
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Abstract
This article describes conceptual connexions between a theory of culture and of organizations. These
connexions aim at determining key features that should be observed in an agent-based model integrating
these aspects: we describe concepts to be considered when modeling the influence of culture on individuals
and thus the global consequences of culture that should result at the organizational level. We describe in
particular the impact of culture on organizational performance (efficiency, robustness, flexibility).

1

Introduction

Both topics of culture and organizations [4] have been independently studied for a long time from in social
sciences. More recently, some authors [1, 2] built theories integrating together these two concepts, aiming at
explaining how individuals behave in organizations in different cultures. Nevertheless, these theories do not
explain how culture influences individuals which in turn influences emerging social patterns. For instance,
[2] suggest a correlation between the preference towards bureaucracies when individuals are culturally sensitive to anxiety but underlying reasons, yet intuitive are unclear. On a parallel track, former work (e.g. [3])
models the impact of culture on on some limited organizational aspects (trade, trust). This article aims at
relieving important concepts described in theories of culture and organizations and their interconnection in
order to build a conceptual map. This conceptual map (partially presented in Table 1) helps determining
expected features and desirable outcome of models and simulations integrating culture and organizations.
Consider for example the following cultural and organizational concepts and their link. [2] describe
the cultural dimension of power distance, measuring the importance of power status given by individuals
(cultural concept). Individuals with high power distance culture require more solicitation before reporting
some failure to someone with higher power status. Thus, such a culture makes uneasy for individuals
to reject unfit requests from their leaders (organizational individual-level concept). As a result, in high
power distance culture, mis-allocations made by leaders are likely to have more impact than in low power
distance cultures. But, since this delegation requires less communication, delegating simpler tasks is more
efficient.[2] found out clues showing that organizations in high power distance cultures perform better in
simpler environments while low power distance cultures are more efficient in complex environments.
Highlighting such a link does not produces knowledge in fine since necessary pieces of knowledge
are available in the theory. Nevertheless, logical sequences linking individual to collective aspects are not
studied as such in theory, which relies instead on descriptions. But, these sequences are crucial to figure out
what to include in an agent-based model of organizations, to determine how collective expected behavior
1 This

paper has been published in MABS2013: 14th International Workshop on Multi-Agent-Based Simulation, 2013
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Table 1: Example of links between culture concepts (national cultural dimensions) and of organizations.
First line of each cell corresponds to low cultural dimension score while second line represents high score.
[2] also studied organizational cultures. We focus on national cultures that appear to be less environmentally
driven than those.
Power Distance
Masculinity
Uncertainty Avoidance
Organization
set by members
security, member care
undefined, opportunism
goal
set by leaders
high risks and rewards
well defined, specialism
Individual
unconstrained
quality of life
exploration
goal
advancement
earning, advancement
stability
Workflow
democratic
modest, balancing
informally defined
definition
by the leader
by well-performer, assertive
by expert
Role
democratic
by affinity
generalism
allocation
by leaders
by performance
roles linked to expertise
Coordination
dedicated roles
consensual
informal, global
structure
encompass hierarchy
efficient
explicit, restrictive
Delegation
dedicated roles
balance workload
informal, global
structure
matches hierarchy
assertive delegation
explicit, restrictive
Control
dedicated roles
part of the cooperation
subjective, casual
structure
encompasses the hierarchy
performance measure
objective, explicit
Information
unconstrained, no locus
interpersonal care
informal networks
structure
encompass hierarchy
task oriented
standard process
Failure
responsible
forgiveness
change practice
responsibility
downwards
blame, discredit
change the rule
Exception
unrestricted
solve together
find solution
handling
hierarchically upwards
challenge
exception protocol
Efficiency
redundant communication
cooperation
redundant structure
tight coordination
competition
efficient protocols
Robustness
decentralization
cooperative solving
redundancy
central hierarchy
failure as a challenge
restricted by rules
Flexibility
possibly inefficient
cooperative changes
dynamic network
restricted by hierarchy
challenging
restricted by rules
results from individual interactions and thus how to model individual interactions. Consequently, the map
described in this article offers an necessary step from brute theory to models and simulations.

2

Conclusion

This article presents a conceptual map linking the influence of culture on individuals behavior and collective
organizational behavior and performance. These concepts are drawn from a seminal theory of culture [2]
with a leading theory of organizations [4]. Building this map is a crucial step to determine the content
of relevant agent-based models of organizations where agents are influenced by culture, including several
organizational and cultural aspects and describing the collective output expected by such model.
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Abstract

An integrated data pipeline has been proposed to meet requirements for supply chain visibility and control.
How can data integration be used for risk assessment, monitoring and control in global supply chains? We
argue that concepts from model-based auditing can be used to model the ‘ideal’ flow of money and goods,
and by identifying deficiencies, to determine possible risks concerning safety and regulatory compliance.
In particular, we propose to use the ‘value-cycle model’ for specifying economic transactions, and connect
the expected economic status transitions to the physical flow of goods. The usefulness of the model in
practice is shown by a case study of a retail trade lane of between China and United Kingdom.

1

Introduction

The international trade has been streamlined to reduce costs, but the resulting lack of transparency has
severe risks [3]. We no longer know of each container, which goods they contain. This violates customs
regulations about entry declarations. Suppose we would implement a data pipeline, an standardized
infrastructure to exchange information for international trade, logistics and transport [4]. How can we use
data from such a pipeline to reduce the control risks? Consider the following research question:
How can trade data collected throughout the supply chain enhance regulatory compliance and control?
Data visibility offers opportunities for real-time risk monitoring. However, what constitutes control? At
what level of detail should we analyze risks in a supply chain? These questions can only be solved by a
theoretical approach to analyze the flow of goods and relate it to data. In other words, we need a model.
In this paper we explore the applicability of model-based auditing [8] for improving regulatory
compliance and control over the supply chain. Model-based auditing uses a mathematically precise
description of a meta-model of the movement of money and goods, as customary in the Dutch ownerordered audit tradition [7], see [1] for an exposition in English. The approach is analogous to model-based
diagnosis [2], and other model-based approaches to knowledge intensive tasks, see e.g. [6].

2

Model-based Auditing

Business reality can be modeled as a value cycle: an interrelated system of flows of money and goods [7].
These can be used for auditing. For instance, to verify the completeness of the stated revenues, the auditor
can verify the completeness of the number of goods sold and the accuracy of the individual sales price.
This is an example of a reconciliation relation. Depending on the type of business, the relationship
between money and goods is stronger or weaker. For manufacturing, the relationship is strong, because
the resources used can be counted. In the services industry the relationship is much weaker. When there is
only a weak relationship, additional procedural or organizational controls are needed. Consider quasi
goods such as tickets. For a given business type, the model generates invariant properties, i.e.
reconciliation relations. These are then compared to actual transaction data. This can be done at design
time or at run-time. Real time verification becomes like continuous control monitoring [5]. In this paper
we test the feasibility of this model-based approach using a case study in international supply chains.
1

Summary of: Veenstra, A., Hulstijn, J., & Tan, Y.-H. (2013). Information Exchange in Global Logistics Chains: an
application for Model-based Auditing. Paper presented at the workshop on Value-based Modelling and Business
Ontologies (VMBO 2013), Delft. Longer version presented at PICARD 2013, WCO, St. Petersburg, 2013.
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Case Study

Data for this case study was collected during a field trip to Yantian, China, with members of the
CASSANDRA project [4]. The case concerns a trade lane between China and the United Kingdom set up
by freight forwarding companies for the benefit of a British retail company. Data were collected about the
stakeholders, their incentives, the trading process, trade documents, and the application landscape.
In this case, as elsewhere, we observe that the unit of trade (e.g. purchases) does not equal the unit of
transport (e.g. ship loads). Goods on a purchase order may be shipped in a number of different shipments
over a longer period of time, depending on capacity or expected sales. A shipping order (S/O) describes
individual shipments. This leads to the following example of a reconciliation relation:
goods on PO = goods on S/Os shipped [t] + goods on S/Os outstanding [t].
The need to aggregate shipments also affects the information systems needed. An application has been
built to link purchase orders to shipments. Similarly, the contents of a container are listed on a container
manifest: description of the goods, number of boxes, weight of a box, etc.
Σi goods on container manifest [i] = Σj goods on S/Os shipped [j]
The next document is the carrier booking, containing data about ship, the sailing times, destination,
expected time of arrival in the UK port, etc. Similar aggregation relations can be specified. Together,
these equations make it possible to trace the individual goods along the supply chain. Such data visibility
reduces risks, both concerning customs regulations (entry declarations) and supply chain operations.
Initially, the retailer was not in control. To make sure that all these separate shipments add up, an
additional tallying process was introduced at the port of Felixstowe, where the container handling
company also records product type, and makes entries into the retailer’s inventory management system.
Another reconciliation relates export to import declarations. A trader has countervailing interests: to
overstate export value (to avoid VAT) and to understate import value (to avoid import duties).
value of goods at import = value of goods at export

4

Conclusions

In this paper we explore the use of model-based auditing. We illustrate the adequacy and usefulness of the
approach by a case study of an international trade lane between China and the UK. We worked out
suitable reconciliation equations to model the physical flows of goods. This shows that the model can be
extended to a new domain: international trade. A pilot version of the data pipeline provides access to
enough data elements to cover essential reconciliations, which together show that the retailer is ‘in
control’. All goods can be followed along the supply chain. This restores supply chain transparency.
We reconfirm the expected difference between contracts at the level of trade (purchase orders) and at
the level of transport (shipping orders; carrier bookings). This difference necessitates an additional
information system (carrier booking system) to keep track of the outstanding shipping orders.
The fact that the retail company makes use of an explicit Tallyman, shows that the economies of scale
which have improved the efficiency of the supply chain, have also reduced transparency, to such an
extend, that it pays to have transparency restored later by an additional tally. As a matter of fact, such
services also simplify logistics. So efforts to reduce compliance risks may have an operational benefit too.
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Introduction
Scheduling problems occur in many diverse application domains such as transportation, process industry,
health and education. A scheduling problem arises if we have some temporal variables and constraints
between them, and we have to construct a schedule σ, an assignment of a value σ(t) to each event t, that
satisfies all constraints. A more robust approach in the face of uncertainty assigns to each event an interval in
which it can start, so that we can quickly reschedule in case disturbances occur. In this case it is important
to quantify how much flexibility such an ‘interval schedule’ offers. A second reason to be concerned about
quantifying and optimizing schedule flexibility occurs in multi-agent scheduling, where the scheduling
problem is decomposed into individual agents’ subproblems. A decoupling procedure can be used to assure
global consistency: Any combination of solutions to individual agents’ subproblems is then also globally
feasible. As pointed out by others [1, 2, 4, 5], when using existing flexibility metrics, this procedure can
affect the total flexibility that can be achieved. Here we look at optimizing the decoupling with respect to
flexibility and, if necessary, investigate the loss of flexibility due to decoupling.
We use the Simple Temporal Problem (STP) [3] as our framework for analyzing temporal scheduling
problems. An instance of the STP is a pair S = (T, C), where T = {t1 , . . . , tn } ∪ {t0 } is a set of time point
variables (events) and C is a set of binary constraints on T , each having the form tj − ti ≤ c for some c. The
time point t0 , often denoted by z, is added to express absolute time constraints and is assigned the value 0.

Flexibility in the STP
Flexibility refers to the freedom of choice we have in assigning values to events in T . A naive measure of
one’s flexibility in scheduling event t is flex N (t) = lst(t) − est(t), where est(t) and lst(t) are the earliest
and latest starting P
times we can assign to t, respectively. Then we can define the total flexibility of instance
S as flex N (S) = t∈T flex N (t). For an individual event t, flex N (t) gives an exact measure of flexibility,
since for any value v ∈ [est(t), lst(t)], there exists a schedule σ such that σ(t) = v. A simple example shows,
however, that flex N overestimates the available flexibility for combinations of events:
Example 1. Consider STP instance S1 , in which events t1 , t2 , and t3 are to be scheduled in the interval
[0, 5]. Now est(ti ) = 0 and lst(ti ) = 5 for all i, such that flex N (S1 ) = 3 · (5 − 0) = 15. If we modify S1 to
instance S2 by adding constraints specifying that t1 ≤ t2 ≤ t3 , we still have est(ti ) = 0 and lst(ti ) = 5 for
all i, so flex N (S2 ) = 15 as well. But every solution for S2 must sastisfy 0 ≤ lst(t1 ) ≤ lst(t2 ) ≤ lst(t3 ) = 5.
Therefore, the flexibility of t1 , t2 and t3 should rather be measured as (lst(t1 ) − 0), (lst(t2 ) − lst(t1 )), and
(5−lst(t2 )), respectively, so the flexibility of S2 should be (lst(t1 )−0)+(lst(t2 )−lst(t1 ))+(5−lst(t2 )) = 5.
Thus, even though adding constraints between events in S2 certainly affects the flexibility in S2 , this is not
captured by the flex N measure, which gives flex N (S2 ) = flex N (S1 ) = 15.
1 This is an abstract of

our paper which received a distinguished paper award at the 2013 International Joint Conference on AI (IJCAI).
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The failure of flex N is due to the fact that it sums flexibility over time intervals which are interdependent,
and several other flexibility measures proposed in the literature suffer similar flaws. A measure that more
accurately computes the flexibility of a system S should be based upon ‘uncorrelated’ starting time intervals.
Definition 1. Given an STP instance S = (T, C), a set of intervals IS = {[`t , ut ]}t∈T is uncorrelated iff for
every t ∈ T and every vt ∈ [`t , ut ], the assignment σ, given by σ(t) = vt , is a schedule for S.

To compute the flexibility inherent in a system S = (T, C), we find a set IP
S of uncorrelated starting time
intervals [`t , ut ] for the events in T , that maximizes the sum of the intervals t∈T (ut − `t ). To find such a
set, we make use of the following proposition. (Proofs for all our theorems are in the full paper.)
Proposition 1. Let S = (T, C) be an STP instance. A set of intervals IS = {[`i , ui ]}ti ∈T is uncorrelated if
for every pair (ti , tj ) ∈ T 2 , it holds that if (tj − ti ≤ c) ∈ C then uj − `i ≤ c.

So the difference between tj ’s upper bound and ti ’s lower bound should not exceed c, if there is a
constraint specifying that tj − ti ≤ c. Using this proposition, we construct a special STP instance S 0 to find
intervals for the events in S: The events in S 0 are the interval endpoints for the events in S.
Proposition 2. Given STP instance S = (T, C), consider instance S 0 = (T 0 , C 0 ), derived from S as follows.
• T 0 = {t− , t+ | t ∈ T } ∪ {z} (where z − = z + = z);

• C 0 = {t+ − t0− ≤ c | t − t0 ≤ c ∈ C} ∪ {t− ≤ t+ | t ∈ T }.

Now for every solution σ for S 0 , the set {[σ(t− ), σ(t+ )]}t∈T is an uncorrelated set of intervals for S.

To determine the flexibility of S, we find a solution σ for S 0 that maximizes the sum of the sizes of the
intervals. The following LP formulation precisely models this task.

Theorem 1. Given an STP instance S = (T, C), flex (S) can be computed by solving the following LP.
X
(t+ − t− )
maximize
t∈T

subject to t− ≤ t+
+

t −t

0−

0

≤c

∀t∈T

∀ (t − t ≤ c) ∈ C.

Decoupling without loss of flexibility
The STP can model distributed scheduling [4, 1, 2], by partitioning the set of events T across k agents
Sk
A1 , . . . , Ak . Each agent Ai wants to independently make a schedule σi , but the union σ = i=1 σi should be
a schedule for the total instance. To ensure this, decoupling proposes tightening some intra-agent constraints
so inter-agent constraints become implied. It is often supposed that this comes at the cost of some flexibility,
but we show that we can efficiently find an optimal decoupling with no loss of flexibility.
Pk
Theorem 2. Let {Si }ki=1 be an optimal decoupling of an STP instance S. Then i=1 flex (Si ) = flex (S).
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Abstract

In this demonstration we show how various approaches from different computer science domains have
been combined to win the 2013 world championship title in the RoboCup@Work league. RoboCup@Work
aims to facilitate the use of autonomous robots in industry. Among other contributions, we show how artificial intelligence can be successfully reintegrated into a noteworthy robotics solution. This entails (simultaneous) localization and mapping, navigation, object recognition and object manipulation. The platform
used is ground based, capable of omnidirectional movement and equipped with a five degree of freedom
arm featuring a parallel gripper.

1 Introduction
RoboCup@Work is a recently launched competition which aims at flexible robotic solutions in work-related
scenarios. The leagues vision1 is to “foster research and development that enables use of innovative mobile
robots equipped with advanced manipulators for current and future industrial applications, where robots cooperate with human workers for complex tasks ranging from manufacturing, automation, and parts handling
up to general logistics”.
In contrast to the well developed robotic solutions deployed in common mass-production environments,
RoboCup@Work targets smaller companies in which flexible multi-purpose solutions are required, which
are not yet available in industry. Example tasks are finding and acquiring parts, transportation to and from
dynamic locations, assembly of simple objects etc. From these industrial goals various scientific challenges
arise. For example, in perception, path planning, grasp planning, decision making, adaptivity and learning,
as well as in multi-robot and human to robot cooperation.

2 Swarmlab@work
SwarmLab@work is the team from Maastricht University, that competes in the @Work competition in
RoboCup. The team has been established in the beginning of 2013, and has since won the @Work competitions of the 2013 RoboCup German Open and the 2013 RoboCup World Cup. Our robot is based on
a stock KUKA youBot2 . The youBot features mecanum wheels and is capable of omnidirectional drive.
For manipulating objects it is equipped with a 5-DOF manipulator and a two-finger gripper. For perceiving
the environment, two Hokuyo URG-04LX-UG01 light detection and ranging (LIDAR) sensors are mounted
parallel to the floor on the front and back of the robot. In order to detect and recognize manipulation objects,
1 http://robocupatwork.org/
2 http://youbot-store.com/
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(b)

(a)

Figure 1: (a) shows the modified KUKA youBot, (b) shows an example precision placement test.
an ASUS Xtion PRO LIVE RGBD camera is installed on the last arm joint. The base computer features an
Intel i7 CPU and is supported by an i5 notebook, which is mounted on a rack at the backside of the robot.
Figure 1a shows the current setup. To tackle some of the previously mentioned scientific challenges, we use
particle filter [3] for LIDAR based mapping/localization, a dynamic window approach [2] based trajectory
rollout for path planning, scan registration [5] for fine positioning, and a force field [1] approach for recovery
behavior. For detecting and recognizing manipulation objects a tree learning based [4] classifier is used, and
inverse kinematics [6] for planning the arm trajectories.

3

Demonstration

In the proposed demonstration we will show a “precision placement test”, i.e., acquiring certain objects from
a service area followed by transportation to a destination area, where the environment is known in advance,
but unmapped obstacles can be placed. Upon arrival at the destination area, the object will be placed with
millimeter precision into object specific cavities. The cavities match the outline of the object with 10%
tolerance for every dimension. Figure 1b shows an example setup for the precision placement test. In a
video3 we show the proposed demonstration, for which we require a 3x3 meter area of rigid floorspace.
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Decision-theoretic control of multiple units in game AI [3, 5]
is a notoriously hard problem, because the size of the state and action spaces are exponential in the number of agents, making it an
interesting testbed for decision theoretic learning algorithms. There
are two main approaches: a centralized and decentralized approach.
In the centralized approach, a higher authority governs all agents’
actions. However, this approach scales poorly because of the large
state and action spaces. In the decentralized approach, each agent
selects its own action independently. This has the advantage of reFigure 1: A battle in StarCraft.
ducing the action space, and can even reduce the state space when
some features are not relevant for all agents. However, this comes
at the expense of losing optimality guarantees.
In this research, we use the BroodWar API1 for the real-time strategy (RTS) game StarCraft (see Figure
1) to micro-manage multiple units in a battle simulation with game AI. More specifically, our problem is
a partially observable stochastic game (POSG) consisting of two separate, homogeneous groups of units
in a zero-sum game. Each group’s objective is to defeat the other group in battle. The field of battle is
partially obscured to the units, as each agent has a visual range. There is perfect cost-free communication
between agents on the same team, but because the field is large the team as a whole cannot observe the whole
battlefield. We use the decentralized approach and a novel state representation, and since POSGs are NEXPcomplete [1] we need to make simplifying assumptions to keep the problem tractable. We apply modelbased reinforcement learning, using Monte-Carlo sampling to learn the transition and reward functions,
which leads to good coordination and strong performance.

1

Approach

We take the following steps to simplify the full decision problem. First, we note that the partial observability
of the problem is not very significant with respect to the local level at which an agent operates, enabling us
to discard the partial observability. Secondly, each agent only models all other visible units, and sees them
as part of the environment. Each agent then uses a Markov Decision Process (MDP) [4], to approximate its
own decision problem and selects its actions independently.
An MDP is a tuple < S, A, T, R >, where S is the set of states representing all possible situations that
an agent can face, A the set of actions an agent can take, T : S × A × S → [0, 1] the transition function that
gives the probability of a next state given a state and an action, and R : S × A → < the expected reward
for taking an action in a given state. At the beginning, the agents know S and A but not T and R. We use a
model-based approach [4], i.e., the agents learn T and R explicitly and then plan using the learned model.
Following previous work [2, 5], the actions available to each agent are ‘attack’ and ‘escape’. The ‘attack’
action either moves towards enemies when the agent is not able to shoot any of them, or shoots the weakest
enemy unit currently in range. The ‘escape’ action moves the agent in such a way to keep it within range of
1 This API is known from several competitions (SCMAI: http://scmai.hackcraft.sk and CIG: http://eldar.
mathstat.uoguelph.ca/dashlock/CIG2013/) that focus on the improvement of game AI.
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its friends, but away from enemies and obstacles. A state transition happens when the unit either moves one
tile on the game map, or shoots a single hit towards an enemy.
States are represented as a feature vector containing ‘weapon cooldown’1 , which represents if the weapon
of the unit is currently in cooldown, ‘health’1 , a discretized value representing the remaining health in one
of four different intervals of 25% of the total health each, ‘target available’, a boolean value that represents whether the unit is currently able to target and attack an enemy, ‘friend range’, a boolean value that
represents whether the unit is currently in range of a friendly unit, and ‘enemy range’, a triplet value that
represents whether the unit is in range of an enemy, whether it is targeted by an enemy or neither.
As mentioned earlier, the transition and reward functions are unknown. The transition function is unknown because it depends on the other agents. Rewards are connected to game events, like dealing or
receiving damage, but those are not trivially associated with states and actions, making the reward function
unknown as well. We apply Monte Carlo sampling to estimate the transition and reward functions using a
random policy for our agents, and the standard game AI for the enemy agents. The resulting MDP model is
then used by the agents to determine their policies, using the LP planning method from the MDPToolbox2 .
We compare our approach with previous ranged vs. melee results3
Bots
Wins Draws Losses in Table 1 (following [2]). A trivial always attacking (AA) strategy always loses. Jackson and Bogert’s dec-POMDP approach (JB) [2] wins
AA
0
0
1000
sometimes. Adding Monte-Carlo sampling to estimate transitions and
JB
50
0
950
MC JB
303
5
692
rewards to Jackson and Bogert’s approach (MC JB) greatly improves
MC MDP 1000 0
0
performance. Finally, using our MDP approach with Monte-Carlo
sampling wins all the time. We therefore conclude that a model-based
Table 1: Outcomes of 1000 games of approach using Monte-Carlo sampling can greatly improve game AI.
two dragoons (range) versus one ultraFurthermore, approximating the problem with an MDP for each agent
lisk (melee) for different policies.
with the appropriate state space can lead to strong play.

2 Demonstration
In this demonstration we show what decision theoretic control can achieve in RTS games. We use simple units from the game, which requires minimal input to demonstrate the project’s features. First, our
AI plays against the default StarCraft AI, a video of which can be found here: http://youtu.be/
TrKMBIR82Qw. Secondly, the visitors get challenged to an interactive game, where they can either play
against our AI or against the default AI. The demonstration requires two computers containing Windows
(XP/7), with StarCraft Broodwar 1.16 and Broodwar API 4.0.0 installed. The agents were developed by Eugenio Bargiacchi and Camiel Verschoor as a “profile project” for the track Intelligent Systems of the Master
AI at the University of Amsterdam, using the BWAPI 4.0.0 Beta library, C++11 and MS Visual Studio 2010.
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2 http://www7.inra.fr/mia/T/MDPtoolbox/

3 The approach of [5], which we used as inspiration for our state representation, is not comparable because they solve a different
problem: a single agent kiting numerous weaker enemies.
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Abstract
DV & O is responsible for prisoner transportation in The Netherlands. The organization needs to solve a
vehicle routing problem with time windows [2], where prisoners have to be picked up and delivered while
respecting capacity and safety constraints. A daily demand of about 700 prisoner transportations yields
a very complex combinatorial problem, solved by three full time planners. A new heuristic approach,
developed in cooperation with Conundra, will be demonstrated. The heuristic enables computing a routing
solution for the prisoner transportation problem in less than 100 seconds with a potential to a significant
cost reduction.

1

The prisoner transportation problem

Prisoners have to be transported between different locations in The Netherlands with a heterogeneous fleet
of trucks. The prisoners’ criminal records determines security measures during transportation. The fleet is
spread over multiple depots. Trucks are divided in compartments and have different levels of security. A
truck must be escorted by employees (guards), with specific skills and based at different depots.
Each prisoner transport has several constraints. A pickup and delivery location is given with corresponding time windows that should always be respected. The service times determine the time needed to
(dis)embark a prisoner from the vehicle. The prisoner has to be transported with one of the allowed truck
types and must be supervised by a minimum number of employees with the requested skills. The prisoner
allocation in a truck should respect the allowed combinations of specific prisoners in one truck or compartment. Furthermore, a transportation request can consist of two trips. The first trip (visit trip) brings the
prisoner from the prison to another location (e.g. court house or a hospital). The second trip returns the
prisoner to the base location. The return trip can only start after a given residential time has passed. Both
trips can be either strongly coupled, i.e. in such a way that the vehicle has to wait and execute the return trip
as well, or loosely coupled, i.e. when the return trip can be executed by an other vehicle. Each route should
start and end in the same depot where the truck was originally located and the total execution time of the
route is limited.
The objective of the prisoner transportation problem is to minimize the total transportation cost. The
total cost consists of the employee costs per hour and differs according the skills of the employee. Each
truck in the solution generates a fixed cost aswell as an operational cost proportional to its distance travelled.
Both fixed and operational costs are truck dependent.
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Methodology

The heuristic integrated in the decision support tool first generates an initial solution followed by improvement attempts in a ruin-and-recreate manner. A constructive heuristic, namely a ‘best fit’, has been developed, which serves as a subroutine in this approach.
The best fit searches for an existing route where the pickup and delivery services can feasibly be inserted
at minimal additional cost. If no such route exists, the prisoner will be transported in a newly created
route. An efficient data structure is used to speed up the search process where all possible insert moves are
examined. This data structure generates feasibility time windows based on the given time windows of the
pickup and deliveries currently included in the route.
After an initial solution is obtained, the heuristic attempts to improve this solution during a ruin-andrecreate step. In each iteration a route is removed from the solution whose visits are reassigned to the
remaining routes with the same best fit heuristic. Only new solutions with a lower cost are accepted (greedy).
If a certain number of generations does not yield a lower cost solution, then the whole process is repeated
with a new initial solution.
Because of particular constraints on prisoner combinations (e.g. prisoner A cannot sit together with
prisoner B), a feasible prisoner allocation in the truck compartments must exist as well. Packing prisoners
into vehicles, which is a hard problem itself, is solved with a particular heuristic based on well performing
graph coloring algorithms [1].

3

Demonstration

The decision support tool is written in the Java programming language and will be demonstrated on a
modern pc. The tool is platform independent and
can thus run on windows, linux and mac. During
the demonstration, the tool will be launched three
times, showing 1) all transporation requests for 1
day and their locations, 2) the current solution generated by manual planners, and 3) the very cost
efficient solution produced by the new heuristics.
The estimated demonstration time is about 10 minutes.

Figure 1: Prinsoner transporation GUI
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Abstract

We demonstrate an interactive, web-based tool which helps historians to do Genealogical Entity Resolution. This work has two main goals: First, it uses Machine Learning (ML) algorithms to assist humanities
researchers to perform Genealogical Entity Resolution. Second, it facilitates the generation of benchmark
data for computer scientists to improve available ML-based Entity Resolution techniques.

1

Introduction

Consider a person named Theodorus Werners born in Tilburg on August 11th, 1861. He got married to
Maria van der Hagen in 1888. Maria Eugenia Johanna Werners was their child, born in Tilburg in October
1894. Two years after child’s birth, they bought a house in Breda. Theodorus died in Breda on September
1st, 1926. Each of these pieces of information might have been mentioned in a structured document such
as Birth, Marriage or Death certificate, or a free text document such as a Notarial Act. However, due to
changes in spelling conventions, misspellings, data conversion and data loss, linking the name-references
that are associated with the same entities (i.e. Entity Resolution (ER)) is a long standing open challenge [1].
Incorporating experts knowledge can be a solution for challenges of ER in uncertain data [2]. Therefore,
there is a mandatory need for interactive visual analytic tools that can assist experts with making recommendations to limit their search space and preparing quick visual comparisons. The rest of this paper describes
how we’ve developed such an interactive visual tool for assisting historical experts.

2 Data Setup and Developed Tool
The genealogical data, used in this project, provided by Brabants Historical Information Center, is comprised
of two major sources: The first source is a collection of the Birth, Marriage and Death certificates belonging
to North Brabants, a province of the Netherlands, for the period of 1700 to 1920 (in total around 1,900,000
certificates). The second source consists of around 90,000 free text documents, mostly the notarial acts, of
the province before 1920.
The developed tool, built using the Django1 framework, uses various programming tools for storage,
exploration and refinement of available data. It benefits from an intelligent searching engine, developed
based on the Solr2 enterprise search platform, with which historians can easily search through the dataset.
1 https://www.djangoproject.com/
2 http://lucene.apache.org/solr/
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Figure 1: Developed web-based interface: The historian is confirming a match between the name in notarial
act (on left) and a name-reference from a Death certificate (on right).
Basically, the required data can be found via person name, location, date and relations. While, the intelligent
searching tool lets historians to run complex queries such as “A person who has married in Breda, Born in
Tilburg, and died in 1908”, as well.
On top of the intelligent searching tool, an easy to use yet powerful Labeling Tool, shown in Figure 1,
is built which assists historians to link name-references mentioned in a document to name-references in
other documents, and consequently expands the available social network (i.e. combinations of sparsely connected pedigrees). Features of the developed labeling tool include automatic name recognition from free text
document, suggestion of potential matches, visualization of revealed pedigrees, and detailed comparisons
between name references.
In practice, the time required to report a correct match between two name-references varies from a few
seconds to probably hours of time. This depends on how similar two references are (e.g., whether places,
dates, ages, professions and relatives match or not), and how easy it is to compare those two references.
Consequently, the level of confidence in reporting a match varies. Therefore, the actions that historians take
(e.g., which keywords they search for and how fast they can recognize a match), and their level of confidence
in reporting the match are all stored in the database. As a result, a rich benchmark is generated that includes
the list of matches, the level of confidence and list of the actions that historians take before reporting the
match. This benchmark data can be used to develop novel ML-based ER techniques and also to measure the
accuracy of currently available ER approaches.

3 Demonstration
Demonstration of the developed tool needs a browser and an Internet connection. After introduction of the
designed interactive tool, audiences can use the tool and different available features to navigate the available
genealogical data, and contribute to the benchmark, while getting familiar with various online dynamic
visualizations. The demo will take approximately 20 minutes.
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Abstract
In this demo we present SemanticCT, a semantically-enabled systems for clinical trials. SemanticCT
is built on the top of LarKC, a platform for scalable semantic data processing. SemanticCT has been
integrated with large-scale trial data and patient data, and provided various automatic services for clinical
trials, which include automatic patient recruitment service (i.e., identifying eligible patients for a trial),
trial finding service (i.e., finding suitable trials for a patient), and trial feasibility service (i.e., analyzing
possible recruitment at design time).

1

Introduction

Clinical trials provide tests which generate safety and efficacy data for health interventions. Clinical trials
usually involve large-scale and heterogeneous data. The lack of integration and of semantic interoperability among the systems of clinical trials and the systems of patient data is the main source of inefficiency
of clinical trial systems. Enhancing clinical trial systems with semantic technology to achieve the semantic interoperability of large-scale and heterogeneous data would improve the performance of clinical trials
significantly. Those semantically-enabled systems would achieve efficient and effective reasoning and data
processing services in various settings of clinical trials systems.
We have developed a semantically-enabled system for clinical trials, which is called SemanticCT[2].
SemanticCT has been semantically integrated with various data, which include various trial documents
with semantically annotated eligibility criteria and large amount of patient data with structured EHR and
clinical medical records. Well-known medical terminologies and ontologies, such as SNOMED, LOINC,
etc., have been used for the semantic interoperability. SemanticCT is built on the top of LarKC, a platform
for scalable semantic data processing1 . With the built-in reasoning support for large-scale RDF/OWL data
of LarKC, SemanticCT is able to provide various reasoning and data processing services for clinical trials,
which include faster identification of eligible patients for recruitment service and efficient identification of
eligible trials for patients, and a trial feasibility service. The trial feaibility service provides functionality to
change eligibility criteria and their parameters, and to support the process of designing the eligiblity criteria
by calculating the absolute and relative feasibility.

2

Semantic Data Integration

Many existing trial data are usually represented as XML data with the standard fields. For example, the
clinical trial service in the U.S. National Institutes of Health2 provides the structured CDISC 20 fields of
XML-encoded trial data. We can convert those XML data into standard semantic data, like RDF NTriple
1 http://www.larkc.eu

2 http://www.clinicaltrials.gov
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data with the annotations of medical ontologies or terminologies, like SNOMED, LOINC, MESH and others.
Those ontologies can be used individually, or in a group with the ontology alignments which are provided
by the BioPortal ontology service3 or other alignment tools. LinkedCT4 provides large-scale semantic data
of clinical trials with the standard formats of Linked Open Data in the Semantic Web. The total loaded RDF
NTriple data are over 6 million triples.

3

Implementation

The architecture is shown in Figure 1. SemanticCT Management launches a web server which serves as the
application interface, so that the users can use a web browser to access the system locally or remotely. SemanticCT Management manages SPARQL endpoints which are built as SemanticCT workflows for several
tasks like semantic search, patient recruitment, trial feasibility. A generic reasoning plug-in in LarKC provides the basic reasoning service over large-scale semantic data, like RDF/RDFS/OWL data. SemanticCT
Management interacts with the SemanticCT Prolog component which provides the rule-based reasoning[1].
SemanticCT provides the following services: i)semantic search, i.e., use SPARQL queries to search over
semantic data, ii) keyword search, i.e., use keywords to search over eligibility criteria, iii) annotated criteria
browsing: the service for browsing semantically annotated eligibility criteria of trials, iv) patient recruitment:
the service for identifying eligible patients with the support of rule-based reasoning, v) trial finding: the
service for finding suitable trials for a patient, and vi)trial feasibility: the service for the feasibility analysis
on a trial at design time.

Figure 1: The architecture of SemanticCT.

References
[1] Zhisheng Huang, Annette den Teije, and Frank van Harmelen. Rule-based formalization of eligibility criteria for clinical trials. In Proceedings of the 14th Conference on Artificial Intelligence in
Medicine(AIME 2013), 2013.
[2] Zhisheng Huang, Annette ten Teije, and Frank van Harmelen. SemanticCT: A semantically enabled
clinical trial system. In R. Lenz, S. Mikszh, M. Peleg, M. Reichert, D. Riano, and A. ten Teije, editors,
Process Support and Knowledge Representation in Health Care. Springer LNAI, 2013.
3 http://bioportal.bioontology.org/
4 http://linkedct.org/
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DataHives:
Swarm-Based Triple Store Enhancement
Pepijn Kroes
a
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Stefan Schlobach a

Vrije Universiteit Amsterdam, 1081HV Amsterdam
Abstract

The Linked Open Data (LOD) cloud is too big for efficient computation and too heterogeneous for standard
materialization techniques to cope with. The purpose of the DataHives system is to solve both of these
problems by utilizing swarm intelligence to enhance a curated dataset. The system spawns software agents
that traverse the LOD cloud looking for extensions to the curated dataset that are relevant and trusted.

1 Purpose
The Linked Open Data (LOD) cloud is too big to handle queries that are both complex and exhaustive.
Moreover, the LOD cloud contains contradictory information.
DataHives provides solutions to both problems. For the first problem, instead of answering queries
over the entire LOD cloud, DataHives only answers queries over a locally enriched dataset. The enrichment
consist of those triples that are relevant for the local dataset. Relevance is defined in terms schema-matching.
An RDF triple is a candidate for local dataset enrichment if it contains an RDF term that occurs in the schema
of the local dataset (i.e., its classes and properties).
The schema matches are established by scout agents that traverse the entire LOD graph. The scouts start
from the local dataset and spread out across the LOD cloud, using existing RDF links (defined in VoID)
between those datasets. Once a schema match is established, a group of forager agents is sent straight to this
location to perform a more intensive graph traversal in the region. The triples that result from this localized
traversal effort are sent back to the curated dataset (i.e., the ‘hive’).
To solve the second problem, the chance that contradictory information is introduced in the curated
dataset is lessened by only enriching it with triples that come from trusted sources. Trust is defined in terms
of the physical graph structure of the LOD cloud. DataHives assumes that a data provider’s trust structure
is a partial ordering on the collection of LOD sources, that is based on the links that are defined between
those sources. Deduction performed in the local graph does not introduce contradictions of its own, since
reasoning takes place at the level of RDF(S).

2 User groups
The first intended user group of DataHives consists of data publishers in the LOD cloud. This comprises a
reasonably big and continuously growing number of institutions and companies. By setting up DataHives,
a data publisher will automatically enrich her curated database with triples that are relevant and trusted.
Uptake of the DataHives system is made easy by the system not requiring any changes to existing datasets
and by the fact that its enrichments are stored separately from the original dataset.
The second intended user group of DataHives consists of small organizations, institutions, and maybe
individuals who want to maintain their own data but do not have the time, money, or proficiency to enrich the
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Figure 1: An example of the in-broser graph representation of DataHives. Scouts (red) and foragers (blue)
are sent from the hive of data owner Wouter to the dataset that is owned by Stefan, who is one of his most
trusted (i.e, directly linked to) sources.

data themselves. Such organizations may have data they would like to disseminate, but the data itself, taken
in isolation, is not interesting enough for data consumers. Demand from this user group is currently very
small. However, we expect this demand to rise once data enrichment becomes cheap and fully automated.

3

Practical Information

Project context & Developers
DataHives was developed by Pepijn Kroes, Wouter Beek, and Stefan Schlobach within the context of the
Pragmatic Semantics (PraSem) research project at the KR&R group of the Vrije Universiteit Amsterdam.
Technology used
DataHives is built using only open and standard-compliant technologies. The Web-based user interface is
built in JavaScript and HTML5. The communication of agents and data uses the new WebRTC standard for
between-browser communication. For data format support, the W3C standards for triple representation and
serialization are used. For calculating the local deductive closure, the standards-compliant semantics for
RDF and RDF Schema are used.
System requirements
One of the characteristic features of DataHives is its low entry level. The only system requirement for
DataHives is a recent Web browser (e.g., Google Chrome 12+, Firefox 22+). The configuration of the system consists of having the triple dataset available in a file with read access.
Duration
The duration of the demo is arbitrary. The process of data enrichment takes place continuously. The agents
can be visually traced as they move across the data graph. The system has anytime behavior, i.e., there are
always some results, but the quality of the results becomes better over time.

381

BNAIC 2013

DEMONSTRATIONS (C)

Geoxam: Decision Support Tool for
Geographically Distributed Exam Scheduling
Mihail Mihaylov a
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b
KU Leuven, Department of Computer Science
Abstract

The proposed tool supports human planners in certifying organizations in their task of scheduling geographically distributed certification exams. It is highly configurable and provides an effective cost-quality
tradeoff for the organization.

1

Problem, purpose and user groups

The present demo paper considers the planning of certification exams, e.g. within Microsoft/Cisco/Apple certification program, or qualification exams for auditors and experts. These exams are carried out by certifying organizations, who
typically employ human planners to schedule the
examinations. Due to the high volume of participants and the different equipment requirements for
each exam (such as computers, or projectors), it is
no longer possible to schedule all exams in the same
Figure 1: Geoxam GUI
location [2]. For this reason exams need to be geographically distributed across multiple locations, still taking into account the travel distance of participants.
With tens of exams in a single day and thousands of participants, the scheduling complexity approaches that
of elections. The proposed decision support tool, called Geoxam, is developed for certifying organizations
to assist their human planners in the challenging task of scheduling geographically distributed certification
exams [3]. Geoxam aims to: (1) reduce planning time and human errors incurred by the complexity of
the scheduling task; (2) minimize the cost of certifying organizations for booking rooms and hiring exam
supervisors; and (3) minimize the travel distance of all participants to their respective exams.

2

Geoxam

The following describes the process of scheduling multiple exams in a single day when using Geoxam.
Each participant registers for an exam through the website of the certifying organization and specifies
their home location. After the registration deadline has passed, the certifying organization opens Geoxam,
which displays a map of the country (in this demo — Belgium) and the possible sites where an exam can
be scheduled, e.g. public buildings, universities, etc. Each site (or possible exam location) has a number of
rooms that can be booked for exams. In addition to exam sites, the tool displays the home locations of all
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participants as dots on the map. Each dot has a color according to the exam for which the corresponding
participant is registered. In this demo we artificially generate home and exam locations. Nevertheless,
Geoxam supports the input of XML configuration files that specify the complete problem information, so
that it can work with real data.
Once the above data is generated and displayed on the map, the planner has the option to perform automated k-means clustering with a user-defined number of clusters k. The latter procedure assigns participants
to exam locations, such that participants who registered for the same exam are distributed to at most k different sites. Each exam is assigned to take place in a site that is closest to the cluster centroid. Note that
an exam location can be the closest to two or more centroids. Thus k specifies the maximum number of
different sites for each exam. The minimum number of participants per exam is also defined by the user,
forcing small clusters to be merged with nearby ones. Higher values for k yield more clusters per exam,
resulting in shorter travel distances for participants, but more rooms to book and supervisors to hire. If k
is low, on the other hand, more participants will be clustered in the same location, requiring fewer larger
rooms to be booked and potentially lowering the costs for the organization.
k-means clustering generates different solutions with each random initialization of cluster centroids [1].
For this reason, Geoxam repeats clustering multiple times until a certain qualitative requirement is met, as
defined by the organization. A clustering solution displays the assignment of participants to sites as lines
connecting home to exam locations in the color of the corresponding exam. The tool stores all generated
solutions and displays detailed information over each solution, such as number of participants per location,
total travel distance of all participants, average and longest distances, etc. In this way the planner has an
overview of each generated assignment and can examine specific details of the solution, in order to decide
when to stop the clustering process.
After selecting a cluster solution that meets the quality requirements of the organization, the user can
then explore the allocation of exams to rooms within the chosen day in each site. For each opened site, the
tool performs an initial allocation using a first fit constructive heuristic that takes into account the size of the
exam, its equipment requirements and the occupancy schedule of the rooms. A backtracking algorithm is
then applied to minimize the solution costs in terms of number and size of used rooms within the site. At
any time the user can manually rearrange the proposed solution, fix the start time and/or room of exams and
then ask the tool to recompute a schedule that takes into account the imposed constraints.
In addition to minimizing the number of used rooms within each site, Geoxam allows the user to reschedule an exam to a different site in order to free a room that has only one scheduled exam. Such rescheduling
results in lower solution cost at the expense of longer travel distance for participants.

3 Demonstration
Geoxam runs on Windows and requires moderate computational resources, such as those in a regular desktop
or laptop computer. The tool can be demonstrated within 5 minutes and allows for interaction with the
audience.
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the fifteenth international conference on machine learning, volume 66. San Francisco, CA, USA, 1998.
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[3] M. Mihaylov, T. Wauters, and G. Vanden Berghe. Geographically distributed exam timetabling. In
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Abstract

Diversity and inequality are essences of our real world. Ant colonies are comprised of hundreds of individuals, with no two of them being exactly identical. A flock of birds contains individuals with slight
variations in size, speed and vision. Looking at human societies such diversity can be seen among individuals differing in body shape and in physical and cognitive abilities. The concept of softly heterogeneous
robotic swarms uses the notion of heterogeneity in nature, and introduces a swarm of robots which all
have the same goals, but have minor differences in their capabilities. This term is in contrast to the hard
heterogeneity of swarms in which robots are of strictly different types and have strictly different goals and
capabilities.

1 Biological Inspiration
Polymorphism is a known phenomenon in biological systems, meaning that various forms or types of individuals are seen among the members of a single species. This phenomenon can be seen in many different expressions in nature, ranging from polymorphic ants and birds (with differences in, e.g., size, color
and strength) to different blood types in humans. Natural polymorphism can be categorized into discrete
variations (e.g., blood groups) and continuous ones (e.g., smooth height variations in human population).
Figure 1(a) illustrates three types of bees known as Workers, Queen and Drones, which have different sizes
and different capabilities but still live together in the same colony.1 Figure 1(b) illustrates a continuous-like
polymorphism in the form of size of workers in a colony of fire ants, in which the largest workers can have
up to 10 times the size of the smallest workers.2

(a)

(b)

Figure 1: Illustration of different types of polymorphism (a) discrete polymorphism in bee colonies (b)
continuous polymorphism in ant colonies
1 http://www.tutorvista.com/content/biology/biology-iv/biotic-community/species.php
2 http://acwm.lacounty.gov/scripts/rifa.htm
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Principle of Soft Heterogeneity in Swarm Robotics

Heterogeneity in complex systems is an issue that has attracted the attention of different research communities in computer science, artificial intelligence and robotics. For example, in [1] various types of heterogeneity that can be ascribed to particle swarm optimizers are studied. This can improve the efficiency of
computational techniques. Heterogeneity of complex networks has been also studied, e.g. in [2], where the
dynamics of epidemics in complex heterogeneous architectures are investigated. Heterogeneity has recently
found its way to swarm robotics as well. In [3] a distributed robotic system which consists of three different
robot types (eye-bots, hand-bots and foot-bots) is introduced. We refer to such structures, in which different
robots have different capabilities and different goals as hard heterogeneity in swarms.
In contrast, we define the soft heterogeneity in swarm robots as the situation in which a group of similar
robots all have the same goals but slightly different levels of capability. As an application of such systems,
consider a scenario in which a group of simple robots try to uniformly disperse in an unknown environment.
Each robot can simply compute its distance with the neighboring robots and after computing the borders of
its own territory, moves toward the center of the territory. Gradually, all robots make a uniform coverage
in the area (i.e. known as Voronoi coverage). This approach can be very efficient in convex environments.
However, as soon as nonconvexities such as obstacles are added to the environment, this approach fails as
robots get stuck behind the obstacles (i.e. reaching the local optimum in a coverage problem). In [4] we
proposed a coverage method (called StaCo), based on the concept of Stackelberg game, which uses soft
heterogeneity in a swarm to overcome the problem of local optima. In StaCo all robots have the same
basic capabilities except that some of the robots have better perception ability and can predict the behaviors
of other robots. Consequently, the proposed softly heterogenous swarm avoids the only locally optimal
solutions, while it is less costly compared to a uniform swarm of advanced robots. The other advantage
is that if a robot fails during the mission, other robots in the swarm, even if they have a different level of
capability, can replace the failing robot. This makes such swarms highly robust compared to swarms with
hard heterogeneity where replacing another robot type is not an option.
The provided definition of softly heterogenous robotic swarms suggests that these swarms can perform
better than the long-established uniform swarms in various scenarios. For instance, they can perform both
exploration and exploitation of an environment in a rescue mission, or can act highly flexibly in passing
obstacles and nonconvexities in a flocking mission. In general, using this novel concept of soft heterogeneity
in robotic swarms can avoid available limitations of traditional swarm robotics.

3

Demonstration

This demonstration aims at showcasing the potential applications of softly heterogenous swarms and concentrating on the key characteristics of these systems. A collection of videos and images of the heterogeneity
in nature initiates the demo. Afterward, the performance of StaCo [4], as an example of soft heterogeneity
in robotic swarms, is compared with traditional Voronoi-based coverage in environments of different levels of complexity. Finally, various simulations of soft heterogeneity in other swarm robotic applications
such as swarm flocking and swarm foraging will be demonstrated. As regards our future work, we aim at
demonstrating the benefits of soft heterogeneity with swarms of real robots.
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Invited Talks
Two Themes in Modal Logic
Wiebe van der Hoek, University of Liverpool
Modal logics form the basis for knowledge representation languages in AI, enabling us to reason
about time, knowledge, beliefs, desires and obligations of agents. Being back in the ‘home land’
of pure modal logic, I will address two research themes in this field.
A good old fashioned line of research in modal logic is that of ‘correspondence theory’ which
establishes a direct link between first order properties on Kripke models (basically, graphs) and
modal sentences. Standard results have a typical global flavour: in terms of beliefs for instance,
reflexive models guarantee that the agent’s beliefs are correct, and inclusion of the doxastic
relation of agent a in that of agent b guarantees that agent a believes whatever b believes.
However, such results cannot cater for cases where we want to express that such properties only
hold locally, as in ‘agent a believes his beliefs are correct, but this is not the case’, or in ‘agent
a believes anything agent b believes, but this will cease to hold as soon as b reads the letter’. I
will present a logic that can deal with such local cases.
The second theme concerns the question how we compare different logics. Standard ways
to compare L1 with L2 address their expressivity, or the computational complexity of reasoning
problems one can perform in each. In many cases, two logics are comparable on both measures.
Only recently the field of knowledge representation has started to address the issue of succinctness: how economically can one express properties in each logic? I give a working definition of
what it means that L1 is exponentially more succinct than L2, and then I present a tool which
can be used to prove succinctness results, the so-called Formula Size Games. Such games are
played on two sets of models, and it establishes a relation between the number of moves needed
to win the game, and the length of a formula that discriminates between the sets. I will present
some examples of succinct logics.

10 powerful ideas of AI
Luc Steels, AI LAB Vrije Universiteit Brussel / ICREA UPF / CSIC Barcelona
To celebrate the anniversary of BNAIC, I will look back into the history of the field and try to
distill 10 powerful ideas, and how they have been discovered and put into practice. This should
help us to come up with a good picture of what the methodology of AI is like and what kind of
problems had to be tackled on the way (in particular problems of funding). Then I will focus
on open problems that are still before us and speculate where the next decades of AI research
might bring us.
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25 Years of AI
The Most Human Computer: The Nine Lives of Natural Language Processing
Antal van den Bosch
Natural language processing is AI’s favorite pet. From Alan Turing to Peter Norvig we have
learned that in order to crack AI, we need to crack language. With immense optimism it was
believed in the 1950s that it would take another decade to reach that goal. Since then, NLP
has lost some of its nine lives in desperately failed attempts. It barely survived some harsh
winters just as AI at large did, and as the most recent significant development, witnessed a great
revolution with the adoption of machine learning and stochastic modeling in the 1990s. Just as
the neighboring speech recognition field has now arrived at the pretty impressive Google Voice
Search, the NLP field now has Google Translate to show. And IBM’s Watson. Obviously, NLP
is also among the big companies’ favorite pets. Given its current blossoming state, I will try to
venture into some soothsaying about the future. Can we have a decent conversation with the
computer anywhere soon? How close to NLP in Star Trek are we? When will NLP technologies
start writing our abstracts for us?

Knowledge Representation and Reasoning
Frank van Harmelen

Why to plan and how to schedule
Cees Witteveen
Planning is about organizing your actions to achieve your goal. Scheduling also takes into account
the times to execute the actions in your plan in order to tell you when you can expect to achieve
the goals identified. Being important examples of rational capabilities, we plan to present an
overview of past, present and future of both theories and applications. As you might guess this
plan of the talk will be executed using a very strict schedule.

Neural Networks, from Metaphor to Method
Eric Postma
Biological systems provide a fruitful source of inspiration for artificial intelligence. This presentation gives a historical overview of the repeated rise and fall of neural networks as a metaphor for
learning algorithms. It will be illustrated how the overstretched metaphor of brain-like algorithms
contributed to the development of state-of-the-art machine learning methods.

Control Methods
Bert Kappen
I will explain why intelligence is all about making the right action at the right time. In mathematical terms, this is a control problem and the right action is the optimal control solution. The
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optimal action critically depends on the assumed uncertainty about the future world and one
can easily think of examples where ignoring uncertainty yields disastrous control actions.
Computing the optimal controls in the presence of uncertainty is computationally very challenging. Path integrals provide an intuitive and powerful way to compute optimal controls for
a non-linear problems. I will try to the approach in simple terms and illustrate the work with
some examples in robotics.

Individual and collective reasoning
Leon van der Torre
Why are there no intelligent robots yet? The agent metaphor has brought together many disciplines in AI, and the area of multiagent systems has broadened the scope of AI from individual to
collective reasoning. In this talk we consider the philosophical and theoretical foundations of reasoning in AI, their current limitations, and we promote modern logic for a more interdisciplinary
approach.

Bio-Inspired Autonomous Systems
Karl Tuyls
Bio-inspired autonomous systems investigate principles of sensory motor control, autonomy, evolution and coordination from biological systems for the design of advanced robots. Through
abstraction of the design principles of biological systems, techniques can be developed for the
control of dynamic robotic systems, decision making, adaptability, and computational optimization. An important challenge in robotics is to create adaptive systems that are able to autonomously operate in diverse environments and are capable of learning from this environment
and their peers in order to tackle complex tasks. For this purpose we investigate bio-inspired
techniques such as swarm intelligence (social insect behavior as found in honeybees and ants),
reinforcement learning, evolutionary algorithms, and evolutionary game theory. In this talk I
will overview some ongoing research projects that use bio-inspired techniques for coordination,
learning and control in robotic systems.

Computer Vision
Pieter Jonker

Machine Learning
Ann Now
In this talk we will walk through the history of Machine Learning. We will illustrate how the
field has been influenced by disciplines such as biology, psychology and statistics, as well as by
technological advances such as telecom and social media. Even though machine learning shows
some very successful results, its advances are often overlooked. We will reflect on possible causes
of this problem, and how to overcome it in the coming years.

Interactive Intelligence
Catholijn Jonker
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We define Interactive Intelligence as the science to create teams consisting of humans and technology that, through mutual awareness and joint effort, deliver optimal performance and high
quality of experience. Research themes that are part of interactive intelligence are modelling,
developing and using fundamental insights of intelligence and interaction, which have their foundations in artificial intelligence and cognitive engineering. We believe that the co-evolution of
humans and technology has accelerated during the last century due to the rapid development of
ICT. As a result, society is increasingly confronted with often non-adaptive ICT technology,
but only highly adaptive (thereby interactive and intelligent) systems can succeed in supporting
humans in all aspects of their life.
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